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Abstract
Nora is a new dialog system that mimics a conversation with
a psychologist by screening for stress, anxiety, and depression. She understands, empathizes, and adapts to users using
emotional intelligence modules trained via statistical modelling
such as Convolutional Neural Networks. These modules also
enable her to personalize the content of each conversation.
Index Terms: virtual psychologist, dialog system, humanagent interaction, affective computing

Figure 1: Schematic overview of the dialog system flow.

1. Introduction
2.2. System architecture

Here we present Nora, a new dialog system with a web-based
virtual agent (VA) in the role of a psychologist. Mental health
issues are very common in the world today. Yet, seeking professional psychological help is still stigmatized in many cultures.
We explore the potential of our platform to motivate and assist
people. We emphasize that our platform is not intended to replace human therapists, but rather serves as an enhancement to
in-person sessions.
Nora is capable of recognizing stress, emotions, personality, and sentiment from speech. She learns from every user conversation through machine learning algorithms. In particular,
an emotional intelligence (EI) module is incorporated to enable
emotion understanding, empathy, and adaptation to users. The
design follows the abilities model of EI theory developed in the
1990s [1], where appraisal and understanding emotions lay the
foundation for more sophisticated abilities like using and managing emotions. It has been shown that VAs portraying empathy
can increase user engagement and satisfaction [2], [3]. Therefore, we adjust the conversation flow to these parameters and
create a personalized experience. Nora can also screen for depression, anxiety, and stress based on the DASS-21 model.

We built the system using microservices architecture to ensure
the modularity and scalability in building and running each
module. The client-side application will send the user input
to the server that handles the request, by calling multiple services such as dialog service, empathy analysis, and aggregating
the results (see Figure 1). Audio input is analyzed by the dialog service to get the user’s intent. It also determines the response based on four empathetic scores: stress level, emotion,
perceived personality, and sentiment scores. The dialog service
consists of natural language understanding (NLU), dialog management, and language generation modules. The NLU module identifies user intent and slots. For each dialog turn, intent
and slots are evaluated by the dialog management module. The
module remembers all past dialog turns, and evaluates the intent and slots to get the desired action. The language generation
module translates actions into text responses.
2.3. Emotional intelligence modules
The core technologies behind Nora’s emotional intelligence are
our four empathy modules. These enable perception and understanding of social cues. All modules are developed in-house.

2. System description
2.3.1. Stress detection from audio
2.1. Design

We built a model that can detect stress from spoken utterances.
For this we use the Natural Stress Emotion corpus [4]. The
corpus contains spoken utterances in English, Mandarin, and
Cantonese, of students answering the same set of 12 questions.
The utterances are either labeled as “stressed” or “unstressed”.
Previously, a stress detection classifier was constructed using an SVM [5]. This method requires audio feature extraction and is therefore not suitable for real-time systems like ours.
We created a new model using a Convolutional Neural Network
(CNN), which automatically extracts relevant representations of
the raw audio input. This deep learning architecture is shown in

Nora is an empathetic dialog system that takes audio and facial
image of the user as input. The system records the user’s speech
using built-in microphone and captures facial image from a web
camera. It uses existing libraries for Automatic Speech Recognition and Text-to-Speech. Empathetic modules are used to
evaluate stress level, sentiment, emotion, and personality. A
mixed-initiative dialog system is designed with dialog manager
to personalize actions to each user and remember the input and
states. The language generation component generates text response corresponds to the selected action.
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Figure 2: Convolutional Neural Network architecture.
Figure 3: Dialog session page layout.
Figure 2.
It takes as input a raw audio sample, with a sampling rate of
16 kHz. The first convolutional layer is applied directly to the
audio sample x:
xCi = ReLU(WC x[i,i+v] + bC )

and abusive language. In face of emotion-loaded and affectsensitive information, Nora responds empathetically prior to
proceeding to the next question (see sample dialog below).
To further engage users, Nora animates her facial expressions
based on detected emotions. Throughout each session she
screens for stress-related, anxious, and depressive expressions,
and summarizes her insights after each session.

(1)

where v is the convolution window size. We apply a window
size of 200, sampling rate corresponds to 12.5 ms, and output
depth of 25, and move the convolution window with a step of
25. The convolutional layer is followed by a global averagepooling layer. This layer’s output is fed to a fully-connected
layer with dropout 0.8, and a final softmax layer that serve as a
classifier.

3.2.1. Example scenario
Nora: ”How is your work going recently? Any deadlines?”
User: ”I am worried about paper deadlines.”
...
Nora: ”I sense that you are quite stressed. How do you usually
manage your stress?
User: ”I eat a lot of chocolate. But after I feel guilty.”
Nora: ”I can empathize with that.”

2.3.2. Automatic emotion detection from audio
For emotion recognition from speech, we deploy a similar
model as used for stress detection. The model is trained using
a CNN on raw audio input labeled for six different emotions. It
outputs a continuous predicted score for each of the emotions.
These are used to give a more empathetic response.

4. Conclusions
Nora the Virtual Psychologist screens for stress, anxiety, and
depression during conversations using emotional intelligence
modules. She is aware of each user’s stress level and mood
and uses this ability to respond empathetically. We will open up
the system to the public soon and explore applications for the
mental health community.

2.3.3. Counseling functionality
After Nora detects elevated levels of stress, anxiety, or depression, she will offer relieve through counseling.

3. User experience and interface
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3.2. Dialog design
In each conversation, Nora will ask a series of questions. The
first questions are light-hearted, so users feel relaxed [2]. They
then get progressively more intimate and exposing to invoke
emotions. The system sets priorities to detect suicidal thoughts
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