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Abstract
In this paper, we propose to combine the deep learning of fea-
ture representation with multiple instance learning (MIL) to rec-
ognize emotion from speech. The key idea of our approach is to
first consciously classify the emotional state of each segment.
Then the utterance-level classification is constructed as an ag-
gregation of the segment-level decisions. For the segment-level
classification, we attempt two different deep neural network
(DNN) architectures called SegMLP and SegCNN, respectively.
SegMLP is a multilayer perceptron (MLP) that extracts high-
level feature representation from the manually designed percep-
tual features, and SegCNN is a convolutional neural network
(CNN) that automatically learn emotion-specific features from
the log Mel filterbanks. Extensive emotion recognition experi-
ments are carried out on the CASIA corpus and the IEMOCAP
database. We find that: (1) the aggregation of segment-level de-
cisions provides richer information than the statistics over the
low-level descriptors (LLDs) across the whole utterance; (2)
automatic feature learning outperforms manual features. Our
experimental results are also compared with those of state-of-
the-art methods, further demonstrating the effectiveness of the
proposed approach.
Index Terms: speech emotion recognition, deep learning, mul-
tiple instance learning

1. Introduction
Speech emotion recognition plays a crucial role in developing
intelligent systems. Especially in the field of human-machine
interaction (HCI), growing interest can be observed in recent
years. In addition, the detection of lies, monitoring of call cen-
ters and medical diagnoses are often claimed as promising ap-
plication scenarios for speech emotion recognition.

In the field of speech emotion recognition, a number of clas-
sification approaches have already been explored. According to
the acoustic features used, the recognition models can be clas-
sified into two main categories. First is a dynamic modeling ap-
proach where frame-based low-level descriptors (LLDs) such as
Mel Frequency Cepstrum Coefficients (MFCCs) are extracted,
and then dynamical models such as Hidden Markov Models
(HMMs) [1,2] are considered. The second approach uses statis-
tics of the fundamental frequency (pitch), spectral envelop and
energy contour. These statistical measures are generally es-
timated over suprasegment or the whole utterance, and thus
termed global features. Global models such as Support Vec-
tor Machine (SVM) [3] and K-Nearest Neighbors (K-NN) [4]
have been adopted. Similar performances have been shown us-
ing these two approaches [5].

These conventional models, however, possess several major
shortcomings. For instance, they are statistically inefficient for
modeling data that lie on or near a nonlinear manifold in the data
space [6]. Recently, deep neural networks (DNNs) have been

proven as powerful sets of models for their capability to cap-
ture the underlying nonlinear relationship among data and can
be viewed as a powerful discriminative feature extractor min-
ing high-level representations [7]. These methods have signifi-
cantly improved the state-of-the-art in many tasks [8], including
speech emotion recognition. For example, Han et al. [9] utilized
a deep feedforward neural network to obtain high-level features
for each speech segment and then used these high-level fea-
tures to form utterance-level representation for final classifica-
tion. Recurrent neural networks (RNNs), e.g., with long short-
memory (LSTM) [10], have also received increasing attention
from researchers for speech emotion recognition [11–14], for
their effectiveness at dynamic modeling. [15, 16] used convo-
lutional neural networks (CNN) to learn emotion salient fea-
tures from spectrogram for speech emotion recognition and got
promising results.

For utterance-level speech emotion recognition, intuitively
segments in an utterance contribute differently to the utterance-
level decision and a better model for segments may improve
the emotion recognition performance [5]. A few studies have
explored using segment units for utterance-level speech emo-
tion recognition and showed that the combination of predictions
from the segments led to better performance [5, 17, 18]. Most
of these prior works applied conventional models such as SVM
and K-NN for classifying the segments. In this work, we inves-
tigate using DNNs to build the segment-level emotion classifier.
We attempt two DNN architectures for this purpose. The first
is called SegMLP, which is a multilayer perceptron (MLP) that
uses the manually designed perceptual features as input. The
second is called SegCNN, which is a CNN that automatically
learns emotion-specific features from the log Mel filterbanks for
each segment. The SegMLP-based system is similar to [9]. The
main difference lies in the front-end perceptual feature extrac-
tion and the subsequent aggregation strategy of segment-level
decisions. The SegCNN-based system further extends [9] into
an end-to-end approach. System performance on SegMLP and
SegCNN-based architectures are compared, and we find that
automatic feature learning outperforms manually designed per-
ceptual features.

Meanwhile, because detailed annotation of the speech ut-
terance is often an ambiguous and expensive task, most of the
existing emotional corpus do not give ground truth labels for
each segment; instead, we only have labels for the whole utter-
ances. An alternative is to learn local concepts using global an-
notations, which is the main idea of multiple instance learning
(MIL) [19, 20]. MIL is a particular form of weakly supervised
method and has been successfully applied to many tasks such as
sound event detection (SED) [21, 22], speech recognition [23]
and image analysis [20]. In MIL, the training set contains la-
beled bags that are comprised of many unlabeled instances, and
the task is to predict the labels of unseen bags and instances. In
this paper, we treat each utterance as a bag and the segments
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Figure 1: Diagram of the multiple instance learning (MIL)
framework for the segment-based utterance-level speech emo-
tion recognition.

within the utterance as instances. We combine deep learning
of segment-level decisions with the MIL framework to classify
the utterance-level emotions from speech. The idea of our ap-
proach is general and can be applied to MIL tasks other than
speech emotion recognition.

2. Methods
We formulate our segment-based approach for utterance-level
speech emotion recognition as a MIL problem following the
instance space paradigm [19]. Figure 1 shows the diagram of
the MIL framework for our methods. Each utterance (bag) is
first divided into a sequence of segments (instances). Then
these individual segments are fed into a segment-level classi-
fier. Subsequently, the utterance-level representations are con-
structed by aggregating the segment-level decisions and fed into
an utterance-level decision model to determine the emotional
state of the whole utterance.

2.1. Segment-level features

We investigate using two different feature sets. The first falls
into the category of manually designed perceptual features, and
the second is the log Mel spectrogram.

2.1.1. Perceptual features

For the perceptual features, we extract 384 perceptual features
as used in the Interspeech 2009 Emotion Challenge [24] (IS09)
using openSMILE toolkit [25]. This feature set includes 16 low-
level descriptors (LLDs) consisting of prosodic, spectral shape,
and voice quality features. To each of these LLDs, the first
order delta coefficients are additionally computed. 12 statistical
functionals are then applied for every LLD per segment. Table
1 summarizes the perceptual features.

Table 1: The composition of the Interspeech 2009 Emotion
Challenge (IS09) feature set.

LLDs (16×2) (∆) ZCR, (∆) RMS Energy, (∆) F0,
(∆) HNR, (∆) MFCC 1-12

mean, std, kurtosis, skewness
Functionals (12) extremes: value, rel. position, range

linear regression: offset, slope, MSE

Figure 2: SegCNN outputs for the statement “wo ma shang na
lai” uttered with six emotions, i.e., angry, fear, happiness, neu-
tral, sadness, and surprise, from the CASIA corpus.

2.1.2. Log Mel filterbanks

For the log Mel spectrogram features, we use the 64-bin log Mel
filterbanks, which has been widely used in the literature [15,
16, 26]. The segmental spectrograms are computed by Short-
Time Fourier Transform (STFT) with a window length of 25 ms,
hop length of 10 ms and FFT length of 512. Subsequently, 64-
bin log Mel filterbanks are derived from each short-time frame,
and the frame-level features are put together to form a time-
frequency matrix representation of the segment.

2.2. Segment-level emotion classification

Our segment-based method must address the question of how
to infer a segment-level classifier without having access to a
training set of labeled segments. In order to solve this issue, we
follow the simplest approach called Single Instance Learning
(SIL) [27], i.e., each segment inherits the label of the utterance
where it lies. A DNN is then trained on the resulting dataset.

We attempt two different DNN architectures for each
feature set, respectively. For the IS09 feature set, we use an
MLP (i.e., SegMLP) to extract high-level features from the
perceptual features. For the 64-bin log Mel filterbank features,
we apply a CNN (i.e., SegCNN) to model the contextual
dependencies that are embedded in the spectrogram. The
DNNs trained on the segment-level features aim to predict a
softmax distribution q as follows:

q = [p(e1), p(e2), ..., p(eK)]T (1)

where K denotes the number of possible emotions. Figure 2
shows an example of SegCNN outputs for the statement “wo ma
shang na lai” uttered with six emotions, i.e., angry, fear, happi-
ness, neutral, sadness, and surprise. As can be observed that: (1)
the probability of each segment changes across the whole utter-
ance; (2) most of the segments convey information conform the
utterance where they lie; (3) not all the segments are necessarily
relevant, i.e., there are also segments within one utterance that
do not convey any information about the target emotion class, or
that are more related to other classes, providing confusing infor-
mation. However, the relevant segments are dominant overall.

2.3. Utterance-level emotion classification

The utterance-level prediction can be constructed as an aggre-
gation of segment-level decisions. Specifically, The features for
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the utterance-level classification are computed from the statis-
tics of the segment-level probabilities as follows:

fk
1 =

1

|U |
∑
i∈U

pi(ek) (2)

fk
2 = 1 %-tile

i∈U
{pi(ek)} (3)

fk
3 = 99 %-tile

i∈U
{pi(ek)} (4)

fk
4−6 = Quartiles 1-3

i∈U
{pi(ek)} (5)

fk
7−14 =

|pi(ek) > θ̂|
|U | , θ̂ ∈ {0.1, 0.2, ..., 0.8} (6)

where pi(ek) denotes the probability of the kth emotion for
the segment i, and U is the set of all segments within a cer-
tain utterance. The features fk

1 , fk
2 , fk

3 , fk
4−6 correspond to the

arithmetic mean, Percentile 1, Percentile 99, Quartiles 1-3 of
segment-level probability of the kth emotion across the utter-
ance, respectively. In particular, Percentile 1 and Percentile 99
are used as a robust substitute for the minimum value and max-
imum value, respectively. The features fk

7−14 are the percent-
ages of segments which have higher probabilities than corre-
sponding thresholds θ̂ ∈ {0.1, 0.2, ..., 0.8} of emotion k. This
aggregation step results in a feature representation with a di-
mension of 14 × K for each utterance. With this collection
of utterance-level feature representations, we can train a sec-
ond relatively simple classifier to make the utterance-level deci-
sion. In this study, we have tried three classifiers, i.e., Extreme
Learning Machine (ELM) [9,28], Random Forest (RF) [29] and
Support Vector Machine (SVM).

3. Speech Corpora
Two different corpora of acted emotions are used to evaluate
the validity and universality of our approach, namely, a Chinese
emotional corpus (CASIA) and an English emotional database
(IEMOCAP), which are summarized in Table 1.

More specifically, the CASIA corpus contains 9,600 utter-
ances that are simulated by four subjects (two males and two
females) in six different emotional states, namely, angry, fear,
happiness, neutral, sadness, and surprise. In our experiments,
we only use 7,200 utterances that correspond to 300 linguis-
tically neutral sentences with the same statements. All of the
categories of emotions are selected.

The IEMOCAP database was collected using motion cap-
ture and audio/video recording over five dyadic sessions with
10 subjects. At least three evaluators annotated each utterance
in the database with the categorical emotion labels chosen from
the set: anger, disgust, excitement, fear, frustration, happiness,
neutral, sadness, surprise and others. We consider only the ut-
terances with majority agreement (i.e., at least two out of three
evaluators assigned the same emotion label) over the emotion
classes of anger, happiness, neutral and sadness.

Table 2: Overview of the selected emotion corpora. (#Utter-
ance: number of utterances used, #Subjects: number of sub-
jects, and #Emotion: number of emotions involved.)

Corpora Language #Utterance #Subjects #Emotion

CASIA Chinese 7,200 4 (2 female) 6

IEMOCAP English 5,347 10 (5 female) 4
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Figure 3: The structure of the SegCNN.

4. Experiments and results
According to [30, 31], a speech segment longer than 250 ms
contains sufficient emotional information. In our experiment,
for both of the IS09 feature set and the log Mel filterbanks,
the size of each speech segment is set to 32 frames, i.e., the
total length of a segment is 10 ms × 32 + (25 - 10) ms =
335 ms, shifting 30 ms each time. In this way, we collected
around 400,000 segments for the CASIA corpus and 600,000
segments for the IEMOCAP database, respectively. We also
tried other segment sizes ranging from 215 ms to 415 ms with
the same shifting length and achieved similar utterance-level
performance.

For the DNN architectures: (1) the SegMLP consists of one
input layer, five hidden layers, followed by one softmax layer.
Network configuration (ordered from input to output) is set to
{384, 512, 512, 512, 512, 256, K}, with ‘384’ and ‘K’ corre-
sponding to the dimension of the input features and the num-
ber of possible emotions, respectively. A Sigmoid non-linearity
is applied between two consecutive hidden layers; (2) for the
SegCNN, Figure 3 briefly shows the structure. More specif-
ically, the input of the network is log Mel filterbanks, with 64
frequency bins and 32 frames. The first convolutional layer con-
tains 64 kernels with size 5×5, with stride 1×2, followed by a
max pooling layer with size 2×2 and stride 2×2. The second
convolutional layer contains 128 kernels with size 5×5, with
stride 1×1, followed by a max pooling layer with size 2×2 and
stride 2×2. Then we flatten the output from the last max pool-
ing layer and use three fully-connected layers with a configura-
tion as {1024, 256, K}, where ‘K’ corresponds to the number
of possible emotions as well. All convolutional layers use ReLU
activation and all fully-connected layers use Sigmoid activation.
For both of the two DNN architectures, the mini-batch-based
gradient descent method is used to learn the weights with batch
size increasing during training (256→1024), which is equiva-
lent to learning rate decay strategy [32]. We utilize the dropout
regularization technique wherever possible with p = 0.5 to mit-
igate overfitting problem. We also apply batch normalization
between each pair of consecutive layers to accelerate the train-
ing process. We implement the DNNs using TensorFlow [33],
an open source machine learning library developed by Google.

For the CASIA corpus, both speaker-dependent (SD) and
speaker-independent (SI) scenarios are considered. For the SD
setting, we perform 5-fold cross-validation experiments. The
corpus is split such that each fold has a similar number of utter-
ances and emotion categories. For the SI task, the 4-fold leave-
one-speaker-out cross-validation method is carried out. For the
IEMOCAP database, for the reason of comparison with previ-
ous works of literature, only SI scenario is considered, i.e., we
perform 10-fold leave-two-speaker-out cross-validation experi-
ments. Note that in both SD and SI scenarios, since we need to
utilize the segment-level emotion classification results to train
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Figure 4: Confusion matrices for SD task on the CASIA corpus: (a) segment-level classification using IS09 feature set; (b) segment-
level classification using log Mel filterbanks; (c) utterance-level classification based on segment-level results from (a) using ELM as
decision model; (d) utterance-level classification based on segment-level results from (b) using ELM as decision model.

the utterance-level decision model, a second cross-validation is
performed for the decision model training. For performance
evaluation, both weighted accuracy (WA) and unweighted ac-
curacy (UA) are used for the IEMOCAP database. For the CA-
SIA corpus, since it is highly balanced regarding the emotion
category, we only use WA for this corpus.

Table 3: Comparison of WA on the CASIA corpus.

Methods for comparison SD [%] SI [%]

Sun et al. [34] (2015) 85.08 43.50
Wen et al. [35] (2017) − 48.50
Liu et al. [36] (2018) 89.60 −
Liu et al. [37] (2018) 90.28 38.55

SegMLP-ELM (prop.) 89.54 50.19
SegMLP-SVM (prop.) 88.79 49.23
SegMLP-RF (prop.) 89.34 50.47
SegCNN-ELM (prop.) 94.31 53.78
SegCNN-SVM (prop.) 93.94 53.55
SegCNN-RF (prop.) 94.11 54.12

Whole utterance-SVM (baseline) 80.02 41.37

Table 4: Comparison of UA and WA on the IEMOCAP database
for the SI task.

Methods for Comparison UA [%] WA [%]

Huang et al. [12] (2016) 49.96 59.33
Ma et al. [38] (2017) 62.54 57.85
Mirsamadi et al. [13] (2017) 58.80 63.50
Luo et al. [39] (2018) 63.98 60.35

SegMLP-ELM (prop.) 61.74 60.52
SegMLP-SVM (prop.) 61.13 59.64
SegMLP-RF (prop.) 61.32 60.33
SegCNN-ELM (prop.) 64.53 62.34
SegCNN-SVM (prop.) 63.95 62.22
SegCNN-RF (prop.) 64.22 62.43

Whole utterance-SVM (baseline) 51.38 50.55

Tables 3-4 show the experimental results using two differ-
ent DNN architectures and three different decision models on
two emotional corpora, respectively. For the baseline system
building, we simply extracted IS09 feature set with a dimen-
sion of 384 across the whole utterance and used SVM as the
classifier. As can been seen: (1) the segment-based methods
substantially boosted the performance of the baseline system,

demonstrating that the aggregation of segment-level decisions
provides richer information than the statistics across the en-
tire utterance; (2) the automatic feature learning using SegCNN
significantly outperforms the manual features. This might be
due to the reason that the manual features are chosen by ex-
perience and do not guarantee good performance in all situa-
tions; instead, the end-to-end approach is capable of learning
task-specific features automatically; (3) on the whole, the ELM-
based decision model achieves slightly better results than the
other two utterance-level classifiers, which is consistent with
the results in [9]; (4) we also compare our experimental results
with those of state-of-the-art methods on the two corpora, re-
spectively. For the CASIA corpus, our SegCNN-ELM-based
system achieved the highest recognition accuracy of 94.31% on
the SD task, setting a new benchmark on this corpus (to the
best of our knowledge), while the SegCNN-RF-based system
surpassed other methods on the SI task. For the IEMOCAP
database, which is a more challenging dataset, our methods also
achieved comparable results with those of state-of-the-art ap-
proaches for the SI task.

The confusion matrices using IS09 feature set and auto-
matic feature learning for both of segment-level and utterance-
level emotion classification are shown in Figure 4 (due to the
limitation of space, we only show the confusion matrices for the
SD task on the CASIA corpus). There is consistent performance
improvement for all of the six emotions on both segment-level
and utterance-level performance using automatic feature learn-
ing. In particular, the features learned by SegCNN from the log
Mel filterbanks are significantly more capable of distinguishing
“Fear” and “Sadness” for CASIA corpus, further demonstrating
the power of the end-to-end approach.

5. Conclusions
In this paper, we adopted a segment-based approach for
utterance-level speech emotion recognition and formulated it as
a multiple instance learning problem. Both manual features and
automatic feature learning are investigated and compared. Ex-
tensive experiments were carried out and showed comparable
results with those of state-of-the-art approaches. Since we used
all segments to train the segment-level classifier in this study, in
our future work we aim to perform segment selection for better
segment-level classifier training. More advanced DNN archi-
tectures will also be investigated in the near future.
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