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Abstract
In this work, we demonstrate the robustness of Modulation Vec-
tors, in domain mismatches between the training and test condi-
tions in an Automatic Speech Recognition (ASR) system. Our
work focuses on the specific task of dealing with mismatches
caused by reverberation. We use simulated data from TIMIT
and real reverberant speech from the REVERB challenge data
to evaluate the performance of our system. The paper also de-
scribes a multistream system to combine information from Mel
Frequency Cepstral Coefficient (MFCC) and M-vectors to im-
prove the ASR performance in both matched and mismatched
datasets. The proposed multistream system achieves a rela-
tive improvement of 25% in recognition accuracy on the mis-
matched condition, while a M-vector trained hybrid ASR sys-
tem shows a 7-8% improvement in recognition accuracy, both
w.r.t. a MFCC trained hybrid ASR system.
Index Terms: speech recognition, feature extraction, modula-
tion spectrum, multi-stream ASR

1. Introduction
All machine learning systems work under the implicit assump-
tion that the data used for testing the system comes from a dis-
tribution that is similar to that of the training data. However,
such an assumption is not always satisfied in practical situa-
tions. In this work, we address the problem of environmen-
tal mismatches in reverberation that is common in speech sig-
nals. Apart from common sources of variability, such as gender,
age and mood of speaker, etc., different environmental condi-
tions pose additional challenges to extract the core invariable
information from speech. It is practically impossible to char-
acterize all the different environmental domains that can be a
potential source of target speech data. As a result, Automatic
Speech Recognition (ASR) systems can get affected from an
infinite variety of noise sources (from microphone distortions,
car noise, noise from household electronic equipment etc) and
reverberations. To deal with vastly unknown domains of data,
and improve the robustness of ASR a variety of approaches
have been proposed in the ASR literature. Some of these
approaches consist of data-augmentation and multi-condition
training [1, 2, 3], model adaptation [3, 4, 5, 6, 7] , robust acous-
tic modelling [8, 9], speech enhancement [10, 11], multi-stream
ASRs [12, 13], providing additional noise information or ”noise
aware” ASR [14, 15] , as well as robust acoustic feature repre-
sentation [16, 17]. In this work, we study the robustness of M-
vectors as acoustic feature representation for ASR to deal with
mismatches in reverberation for practical ASR systems. We de-
scribe the steps for computing M-vectors with a analysis on the
meaning of all the parameters involved in Sec. 2, the baseline

features are described in Sec. 3, followed by a description of the
experimental setup in Sec. 4 and experimental results in Sec. 5.

2. Computing Modulations in Speech

M-vector was introduced as a feature representation [18] that
can be used in a multi-stream hybrid or end-to-end ASR sys-
tem for better recognition performance. These representations
follow a novel approach to capture the modulations of speech
signal energy w.r.t. time in different frequency sub-bands over
a long temporal context. In comparison, MFCC features cap-
ture frame level spectral energies in different sub-bands. The
time evolution of energy in each sub-band is represented by the
Hilbert envelope of the band-passed speech signal. The use of
sub-band based modulations as features is inspired by previ-
ous experiments performed on the effects of these modulation
components on human and machine recognition of speech [19].
The features represent the modulations in the range 0-15 Hz in
an autoregressive (AR) approximation of the Hilbert envelope
in different sub-bands of the speech signal.

2.1. Approximation to Hilbert envelope by FDLP

The Hilbert Envelope is approximated by the technique of Fre-
quency Domain Linear Prediction (FDLP), introduced by Athi-
neos et al. [20]. The technique is established on a theorem
which states that applying Linear Prediction (LP) to the Dis-
crete Cosine Transform (DCT) of an even-symmetrized signal
results in autoregressive modelling of the Hilbert envelope of
the signal.

2.2. Subband based feature extraction

Since the DCT coefficients effectively represent the frequency
domain of the signal, we create triangular “MFCC-like” mel-
scaled filter-banks to weight the DCT coefficients over a par-
ticular sub-band. These weighted DCT coefficients are used
for AR modelling of the Hilbert Envelope for that specific sub-
band.

2.3. Recursive cepstral computation

The modulation coefficients are obtained as the magnitude spec-
trum of the logarithm of the approximated Hilbert Envelope.
We use a recursive algorithm to compute these coefficients
which is similar to the algorithm to efficiently compute the cep-
strum of an all-pole model from the LP coefficients [21].
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2.4. Frame-wise feature extraction

ASR systems usually use frame rates of about 100 Hz. To de-
rive M-vectors at 100 Hz frame rate we perform the following
operations

1. Hanning window the speech signal over a relatively large
window length of T seconds around the frame under
consideration

2. Compute Type 2 DCT of the windowed signal

3. Window the DCT by appropriate triangular K number
of mel scaled weighting functions

4. Derive the FDLP model with model order p in each of
the K sub-bands and perform recursive computation on
the filter coefficients to get the modulation coefficients

5. Concatenate the modulation coefficients in an appropri-
ate frequency range [fbeg, fend] Hz from all the K sub-
bands

2.5. Understanding M-vectors

2.5.1. What do the parameters mean?

The window length T represents temporal context for com-
puting modulations. The FDLP model allows us to compute
the modulations over a large temporal context to form a single
feature vector as an alternative to the standard practice of
splicing short time feature vectors over a long context. In order
to emphasise on the modulations in the center of this large
context, we window the speech signal with a T second long
Hanning window that decays to zero at the edges. The window
length T , also determines the resolution of the modulation
coefficients and is given by 1

2T
Hz. Hence, for a window length

of T = 0.5 seconds, the first 15 coefficients correspond to
0-15 Hz of modulation (speculations in reference [18] would
incorrectly imply 0-8 Hz).

The FDLP model order p represents the level of approxi-
mation of the Hilbert Envelope. A higher model order preserves
more details in the envelope, while reducing the model order
result in smoother approximations.

The frequency range [fbeg, fend] is motivated by previous
studies that conclude that a the modulations around 4 Hz are
most important for speech recognition [19]. The slow modula-
tions of around 2 Hz also carry information about the Hanning
window. The windowing effect results in addition of a con-
stant vector equal to the cepstrum of the Hanning window to
the features (see fig. 2). However, we perform cepstral mean
subtraction before using the features for ASR which gets rid of
this constant windowing effect from the features.

2.5.2. Motivation for using M-vectors in domain mismatch

The FDLP technique exploits the power of AR models to obtain
varied degrees of approximations of the Hilbert Envelope,
projecting p to be an important design parameter to ignore
corruptions in the Hilbert Envelope caused by environmental
disturbances in the speech signal. Ignoring modulation
components that are not important for human speech cognition
also minimizes the effect of environmental disturbances on the
feature representation. These properties motivate us to examine
the robustness of these features.
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Figure 1: MFCC coefficients clean Vs reverberation
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Figure 2: Modulation Coefficients clean Vs reverberations

Fig. 1 and 2 show the effect of simulated large room rever-
beration on MFCC and Modulation Coefficients (from a par-
ticular sub-band). Visually, the Modulation Coefficients for re-
verberant speech appear to preserve similar modulations cap-
tured by the clean speech, while the MFCC features for these
two conditions look different. The percentage relative change
in Frobenius norm for the MFCC features between the two do-
mains shown in fig. 1 is 65.8%, while the same value for Mod-
ulation Coefficients in fig. 2 is only 14.08%.

2.5.3. Suitable parameters for mismatched conditions

A low model order ( in our experiments 15− 30 poles ) should
result in a smoother approximation of the Hilbert Envelope
that is expected to ignore domain level details in the Hilbert
Envelopes. In section 5.1.1, we support this hypothesis with
HMM-GMM ASR models. However, the ASR performance de-
grades on the matched condition for a lower model order.
In previous studies on modulations in speech [22], it has been
shown that the DC or zero frequency component is harmful in
reverberant conditions when computing the DC over the entire
utterance and a “gain normalization” of the FDLP model is rec-
ommended. However, for windows of T = 0.5 second, we
observed that the inclusion of the DC component improves the
recognition accuracy by a small margin (see section 5.1.2).
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Table 1: Effect of Model order on matched and mismatched test sets for TIMIT

System
MV order 10 (WER %) MV order 15 (WER %) MV order 30 (WER %) MFCC

Mismatched Clean Mismatched Clean Mismatched Clean Mismatched Clean
LDA-MLLT 61.6 36.7 63.2 31.1 64.7 30.3 70.1 24.5

SAT 58.2 34.6 58.8 28.8 60.8 27.4 66.4 22

3. Baseline MFCC Features
To compare the robustness of M-vectors we use the traditional
MFCC features computed as follows

1. Window the time domains signal with hamming window
of 20 ms length

2. Compute the power spectrum of the signal

3. Compute the log of spectral energy in 20 overlapping
triangular mel-scaled filters from 0-Fs

2
Hz, Fs being the

sampling frequency of the signal

4. Compute DCT of the 20 Mel-bank energies and preserve
the first 13 coefficients

4. Experimental Setup
We demonstrate the robustness of M-vectors on HMM-GMM
systems, Hybrid HMM-DNN systems as well as a multistream
system, all trained using the Kaldi [23] ASR toolkit.

4.1. HMM-GMM

We follow the standard Kaldi recipe to obtain LDA-MLLT and
SAT HMM-GMM models with context dependent (triphone)
states. We use the alignments from the LDA-MLLT model to
train the hybrid systems. With MFCC features, we use a splic-
ing of ±4 feature frames, however, for M-vectors we perform
no splicing operation of the features. We use standard cepstral
mean subtraction as implemented in Kaldi for both the features.

4.2. Hybrid HMM-DNN System

We use two different hybrid systems for our experiments, the
standard Kaldi nnet2 TANH network and the recently intro-
duced Time Domain Neural Network (TDNN) model with LF-
MMI training [24]. The alignments for the hybrid models are
derived form the LDA-MLLT systems. The TANH network is
trained with 5 hidden layers, each with 512 hidden units. We
use the same TDNN architecture as described in [24]. How-
ever, the splicing at the first TDNN layer is changed to zero for
M-vectors, and ±1 for 200 dimensional multistream features
(see sec 4.3). The TDNNs are trained without speed-perturbed
data augmentation, i-vectors and high resolution features which
are included by default in the standard Kaldi recipe. We also
use a 10% Cross entropy regularization over the MMI training.

4.3. Multistream System

We use a very simple multistream system [25, 12, 13] without
any stream selection algorithm. The pre-softmax state posteri-
ors from the TANH hybrid model in each stream on the training
data are reduced to 100 dimensions by Principal Component
Analysis (PCA) and concatenated to form 200 dimensional fea-
tures for a second stage of hybrid ASR training. We use both
nnet2 TANH network and TDNN to train our second stage

hybrid model. We also do cepstral mean normalization for this
second stage of ASR training and no feature splicing for the
TANH system. However, we observed a ±1 feature splicing for
the TDNN model worked the best.

4.4. M-vector Configuration

We use a window length T = 0.5 seconds and experiment with
the model order on the matched and mismatched tasks for the
TIMIT database. For the REVERB data, however, the model
order is fixed at p = 30. We also use 15 modulation coefficients
for a window length of 0.5 seconds and correspondingly change
it for higher and lower window lengths to represent the same
range of modulation frequency. The number of sub-bands are
fixed at K = 20 for both MFCC and M-vector features.

5. Results
5.1. Experiments on TIMIT

We train LDA-MLLT and SAT HMM-GMM models with all the
3696 utterances in the clean TIMIT training set. A simulated re-
verbant test set is generated by convolving the 192 utterances in
the TIMIT core test set with a large room reverberation impulse
response (Reverberation time ≈ 700 ms) from the REVERB
challenge [26]. We call this the “mismatched” set and keep the
original 192 matched test utterances as the “clean” set. Since
hybrid systems do not show any significant improvement for
small datasets like TIMIT, we show the results on two standard
HMM-GMM systems from the Kaldi toolkit.

5.1.1. Effect of model order

Table 1 shows how variation in model order results in a
compromise between the performance on mismatched and
clean test sets. The results show that with a decrease in
model order, the recognition accuracy for the mismatched set
improves, while the performance on the clean case becomes
progressively worse. For mismatched conditions, M-vectors
can improve the WER from 70.1% for MFCC to 61.6% for
the LDA-MLLT system, however at the loss of the matched
condition WER increasing from 24.5 % to 36.7 %. A similar
trend can be observed for the SAT system also. This motivates
us to look at a multi-stream architecture to fuse the information
from both the MFCC and M-vector features as described in
section 4.3. We will look at such a multi-stream system for our
experiments with the REVERB challenge data in section 5.2.

5.1.2. Effects of gain coefficient

It has been reported in the literature that gains capture the lin-
ear distortions in speech and it is beneficial to remove it from
feature representations, particularly for reverberant conditions
[27, 28]. For other similar studies, the gain usually has been
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Table 2: Results on the REVERB challenge data

Model Type

et simu 1ch (WER %) et real 1ch (WER %)

Avg Far Avg Near Far Near

MFCC MV MFCC MV MFCC MV MFCC MV

HMM-GMM
LDA-MLLT 26.97 25.7 16.43 18.98 52.9 47.47 54.14 47.52
SAT 22.31 22.67 13.01 16.98 44.46 40.38 41.78 42.99

Hybrid
TANH 16.81 17.29 11.31 11.91 42.98 39.91 40.72 37.27
TDNN 9.9 9.2 6.2 6.5 58.7 53.9 56.9 53.5

Hybrid Multi-stream
TANH 15.58 10.97 36.12 33.95
TDNN 11.31 7.88 31.97 30.31

computed over the entire utterance [22, 29]. In table 3 we show
the recognition accuracy for the LDA-MLLT system for differ-
ent window lengths T with or without the DC coefficient. It can
be seen that the effect of the gain on performance decreases as
we increase the window length from 0.25 seconds to 1.5 sec-
onds, thereby corroborating to earlier studies. However, since
for most of our experiments we choose an optimum window
length of 0.5 seconds, we choose to preserve the gain coeffi-
cient.

Table 3: Effect of gain on mismatched set recognition accuracy

T (in secs)
WER (%)

With Gain Without Gain

0.25 63.2 83.4
0.5 63.2 70.7
1 63.4 66.7

1.5 66.5 64.2

5.2. Experiments on REVERB

We test our features with the single channel data from the RE-
VERB challenge [26], which creates a specially interesting and
practical mismatched condition, using simulated reverberant
speech for training an ASR and real reverberant speech for test-
ing it. The simulated data is generated by convolving the speech
signal with six different types of reverberation conditions con-
sisting of three room sizes and two types of distances to the
microphone (near ≈ 50 cm and far ≈ 200 cm), in addition to
adding small amount of noise. In Kaldi naming conventions,
we use the single channel simulated data set tr simu 1ch for
training the ASR models and test the system on single channel
real and simulated reverberant speech from et real 1ch and
et simu 1ch respectively. The real testing data has been col-
lected in two real reverberant scenarios in one single room with
two different distances to the microphone. The results in table 2
are organized into performance for the near and far microphone
scenarios. For the simulated set et simu 1ch we show the
average performance for near and far microphone for all three
room sizes.

5.2.1. Observations

The low model order of the M-vector features results in sightly
worse performance on the matched test set et simu 1ch com-
pared to MFCC features. However, there is a relative gain

of 7-8% WER for the mismatched test set et real 1ch for
the near room and far room scenarios using the TANH Hybrid
model. The multi-stream hybrid system, effectively sees the
posteriors from both the MFCC and M-vector streams and this
results in better recognition accuracy for both matched and mis-
matched conditions. The results for the mismatched condition
being particularly noticeable with a 25% relative improvement
in WER from 40.72 % to 30.31 % of the multi-stream TDNN
system over a TANH Hybrid system with MFCC features.

5.2.2. Behaviour of TDNN

The TDNN models trained on individual streams appear to have
severe over-fitting on the simulated data domain for both MFCC
and M-vector features. This results in the large disparity in per-
formance between the two domains as can be seen in table 2.
It shows that neural networks discriminatively trained with raw
features and without a considerable variety of data do not gener-
alize well across domains. However, the TDNN for the second
stage in the multistream system with “better behaved” posterior
features, performs much more reasonably across domains, and
in fact, achieves the best performance recorded in our experi-
ments.

6. Conclusions
In this work, we show the usefulness of M-vectors for domain
mismatches in ASR, particularly mismatches in reverberation.
We show that we can reduce the FDLP model order to very low
values of p = 10 for a 0.5 second window to get as much as
a 12 % relative improvement in WER on simulated reverber-
ation mismatches with the TIMIT database. For a moderately
low model order of p = 30, we can also get a 7-8 % WER im-
provement on real reverberant data. We also show that a simple
multi-stream system can result in a significant improvement for
both matched and mismatched conditions, with a 25 % relative
improvement in WER on the single channel REVERB dataset.
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