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Abstract
The time-delay neural network (TDNN) is widely used in
speaker verification to extract long-term temporal features of
speakers. Although common TDNN approaches well capture
time-sequential information, they lack the delicate transforma-
tions needed for deep representation. To solve this problem,
we propose two TDNN architectures. RET integrates short-
cut connections into conventional time-delay blocks, and ARET
adopts a split-transform-merge strategy to extract more dis-
criminative representation. Experiments on VoxCeleb datasets
without augmentation indicate that ARET realizes satisfac-
tory performance on the VoxCeleb1 test set, VoxCeleb1-E, and
VoxCeleb1-H, with 1.389%, 1.520%, and 2.614% equal error
rate (EER), respectively. Compared to state-of-the-art results
on these test sets, RET achieves a 23% ∼ 43% relative reduc-
tion in EER, and ARET reaches 32% ∼ 45%.
Index Terms: residual transformations, aggregated transforma-
tions, time-delay neural networks, speaker verification

1. Introduction
Speaker verification is an open-set task that determines whether
two speeches are spoken by the same speaker. In conventional
speaker verification, a speech utterance or speaker is repre-
sented by a fixed low-dimensional feature vector, such as an
i-vector extracted by a Gaussian mixture model (GMM) [1].
LDA/PLDA [2] and cosine similarity can be used as a back-
end function to calculate similarity scores of embeddings for
different speakers. Two speeches are determined to be spoken
by the same speaker if their similarity exceeds a threshold.

Unfortunately, conventional speaker verification assump-
tions often do not hold in real-world applications [3, 4, 5, 6]. To
address this issue, end-to-end speaker verification utilizes neu-
ral networks as a feature extractor to extract robust embeddings
in complex scenarios. The d-vector [7] firstly introduces a deep
neural network (DNN) to learn the frame-level speaker repre-
sentation. To obtain more robust embeddings, [8] proposed
the x-vector system, which uses a time-delay neural network
(TDNN) to produce features by considering the long-term tem-
poral dependencies of speeches. In the deep speaker system [9]
based ResNet [10], the residual transformations help networks
to learn deep characteristics for speakers.

End-to-end speaker verification models are augmented by
large margin softmax losses [11, 12, 13, 14, 15, 4]. The idea is
to enhance the discrimination of embeddings by enlarging the
inter-class distance and reducing the intra-class variation.

The residual transformations allow for building a very deep
ResNet to enhance the discrimination of recordings. ResNet
processes speech features as images to extract high-dimensional

representations. However, its architecture shows limited perfor-
mance at speaker verification because the specialized convolu-
tion kernel (such as 3 × 3 or 5 × 5) does not process features
by considering complete dimensions of frequency. Although
TDNN extracts features by considering the temporal dynam-
ics of the signal, it lacks the capacity for deep representation.
Ideal speaker-verification networks should well capture time-
sequential information and extract the deep representation of
speakers.

To improve the deep representation of TDNN, the extended
time-delay neural network (E-TDNN) [16] extends TDNN lay-
ers by inserting dense layers between two TDNN layers. Speak-
erResNet and similar structures [17, 18, 19] attempt to introduce
a short-cut connection to TDNN, but they seem to lack robust-
ness in complex scenarios. This is mainly because SpeakerRes-
Net adopts a deep and narrow network architecture, which is
not good at modeling personalized features of speakers.

In this paper, we propose two strategies to enhance deep
representation based on modeling long-term temporal depen-
dencies to improve the performance of TDNN. The first ap-
proach, the residual extended time-delay neural network (RET),
integrates residual transformations into conventional time de-
lay blocks. The aggregated residual extended time-delay neu-
ral network (ARET) builds a more delicate block, which com-
bines the split-transform-merge strategy with residual transfor-
mations in the TDNN block. The strategy helps TDNNs to learn
the more delicate relationships between frames of speeches to
augment the discrimination of speakers. In our experiments,
models are trained on the VoxCeleb2 dev set, and are evalu-
ated on the VoxCeleb1 test set and the extended and hard test
sets (VoxCeleb1-E and VoxCeleb1-H, respectively). The pro-
posed ARET demonstrates significant performance advantages
over state-of-the-art systems on these three test sets.

The remainder of the paper is organized as follows. Related
works are briefly introduced in section 2. Section 3 proposes
two modules to improve the deep representations of TDNN. The
experimental setup is outlined in section 4. Experimental results
are presented and analyzed in section 5. Finally, the last section
draws a conclusion.

2. Related Work
2.1. Extended Time-delay Neural Networks

In speaker verification, TDNN extracts robust embeddings by
capturing the long-term temporal relations of utterances. To im-
prove the deep representation of features, E-TDNN interleaves
dense layers between the TDNN layers. Similar to TDNN,
it uses statistics pooling to aggregate frame-level features to
segment-level features, which are passed to fully connected (fc)
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Table 1: Architectures for TDNN, E-TDNN, RET, and ARET. T is the number of training segment frames, and N is the number of
speakers. In this table, N is 1000 (to compare with ResNet intuitively), and the size of the input feature of networks is 161 × 300.

Layer Type TDNN E-TDNN RET-17 ARET-21 ARET-25

Context Size Context Size Context Size Context Size Context Size

Frame1 t-2:t+2 512 t-2:t+2 512 t-2:t+2 512 t-2:t+2 512


t − 2 : t + 2[
t

t − 1:t + 1,C = 32
t

]×2

512
Frame2 t-2, t, t+2 512 t 512

[
t − 1:t + 1
t − 1:t + 1

]
512 [

t
t − 1:t + 1,C = 32

t

] 512 512
Frame3 t-3, t, t+3 512 t-1:t+1 512 512 512×2 512×2
Frame4 t 512 t 512 t-1:t+1 512 512 512
Frame5 t 512×3 t-1:t+1 512

[
t − 1:t + 1
t − 1:t + 1

]
512 t-1:t+1 512 t-1:t+1 512

Frame6 - - t 512 512 [
t

t − 1:t + 1,C = 32
t

] 512 [
t

t − 1:t + 1,C = 32
t

] 512
Frame7 - - t-2:t+2 512 t-1:t+1 512 512×2 512×2
Frame8 - - t 512

[
t − 1:t + 1
t − 1:t + 1

]
512 512 512

Frame9 - - t 512 512 t-1:t+1 512 t-1:t+1 512
Frame10 - - t 512×3 t-2:t+2 512 [

t
t − 1:t + 1,C = 32

t

] 512 [
t

t − 1:t + 1,C = 32
t

] 512
Frame11 - - - -

[
t − 1:t + 1
t − 1:t + 1

]
512 512×2 512×2

Frame12 - - - - 512 512 512
Frame13 - - - - t 512 t-2:t+2 512 t-2:t+2 512
Frame14 - - - - t 512×3

[
t

t − 1:t + 1,C = 32
t

] 512 [
t

t − 1:t + 1,C = 32
t

] 512
Frame15 - - - - - - 512×2 512×2
Frame16 - - - - - - 512 512
Frame17 - - - - - - t 512 t 512
Frame18 - - - - - - t 512×3 t 512×3

Statistics pooling [0,T] 512×6 [0,T] 512×6 [0,T] 512×6 [0,T] 512×6 [0,T] 512×6
Segment1 [0,T] 512 [0,T] 512 [0,T] 512 [0,T] 512 [0,T] 512
Segment2 [0,T] 512 [0,T] 512 [0,T] 512 [0,T] 512 [0,T] 512

AAM-Softmax [0,T] N [0,T] N [0,T] N [0,T] N [0,T] N

# params 5.4 × 106 7.8 × 106 13.0 × 106 10.1 × 106 12.2 × 106

PLOPs 0.9 × 109 1.6 × 109 3.1 × 109 2.3 × 109 2.9 × 109

layers and the softmax output layer. Recently, E-TDNN [16]
has performed compellingly at speaker verification. The archi-
tectures of TDNN and E-TDNN are shown in Table 1.

2.2. Residual Transformations in ResNet

ResNet [10] adopts residual transformations in a convolutional
neural network (CNN) to solve the phenomenon of vanishing
or exploding gradients and degradation problems; it achieves
superior performance at many tasks. ResNet is also widely ap-
plied in speaker verification as a feature extractor to extract deep
embeddings. The residual learning can be defined as:

y = F (x, {W}) + x, (1)

where x is the input feature, and y is the output feature.
F (x, {W}) represents the residual mapping to be trained.

2.3. Additive Angular Margin Loss

To enhance the representation of embeddings, the additive an-
gular margin softmax loss (AAM-Softmax) [15] is used to in-
crease the inter-speaker difference and reduce the intra-speaker
variation by introducing an additive angular margin in the soft-
max loss. The equation of AAM-Softmax loss is:

L = − 1

N

N∑
i=1

log
es(cos(θyi+m))

es(cos(θyi+m)) +
∑c
j=1,j 6=yi e

s(cosθj)
,

(2)
where N is the number of training samples, c is the number of
speakers in the training set, m is the additive angular margin,
and s is a scaling factor.

3. Residual Transformations in TDNN
Conventional TDNN lacks the capacity to model deep repre-
sentations of speeches, and ResNet does not capture long-term
information. The idea TDNN should consider time-sequential

information and have an efficient deep representation. To con-
struct an efficient TDNN, we propose two robust strategies to
introduce residual transformations in TDNN: the residual ex-
tended time-delay neural network (RET) and aggregated resid-
ual extended time-delay neural network (ARET). The structures
of standard RET and ARET are shown in Table 1 (the figure fol-
lowing the name of a model denotes its number of layers).

3.1. Residual Extended Time-delay Neural Networks

We preset the residual TDNN (RT) block (depicted in Figure 2
(left)), which ensures TDNN can be served by residual learning
with identity mapping. Each RT block has TDNN layers, batch
normalization, and LeaklyReLU activation functions.

RET uses RT blocks with temporal context {t− 1, t, t+1}
to replace the extended layers in E-TDNN. RET efficiently
combines the ability to capture temporal features with the ca-
pacity to extract a deep representation of features. As shown
in the third part of Table 1, standard RET has 14 frame-level
layers, including four RT blocks. After obtaining frame-level
features, it uses statistics pooling to aggregate frame-level fea-
tures to segment-level. Then segment-level features are fed into
two fc networks, and the last fc layer can be connected with the
AAM-Softmax loss function.

3.2. Aggregated Residual Extended Time-delay Neural
Networks

To build more efficient architectures with more delicate trans-
formations, we present aggregated residual TDNN (ART)
blocks based on aggregated transformations [20] to enhance
the delicate deep representation strength of TDNN. Aggregated
transformations in TDNN can be presented as:

T (x) =

C∑
i=1

Tsub(x, i), (3)
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Figure 1: TDNN with and without aggregated transformations.
Note that the TDNN layer with aggregated transformations only
has 1/C of the parameters of the conventional TDNN layer.

where Tsub(x, i) is the i-th sub-TDNN neuron, and C is the size
of the set of transformations to be aggregated. TDNN with and
without aggregated transformations are displayed in Figure 1.
The input feature is split into C sub-features, which are passed
on to corresponding sub-TDNN layers with the same topology.
Each sub-outputs are concatenated as the output of the transfor-
mations . The split-transform-merge behavior of TDNN outper-
forms the representational power of large and dense layers, with
considerably less computational complexity.

The aggregated transformations in TDNN can be combined
with the residual transformations and defined as:

y = x+

C∑
i=1

Tsub(x, i), (4)

where x is the input feature, y is the output, and Tsub(x, i) is
the i-th sub-TDNN layer.

Figure 2 (right) shows an ART block. The feature from
the preceding layer is fed into C paths sharing the same topol-
ogy. Each path includes three TDNN layers, which have {t},
{t − 1 : t + 1}, {t} context, successively. The output of
the ART block is connected to the sub-outputs of each path,
which can be served with residual transformations. First, the
split-transform-merge strategy in TDNN helps isolate a few fac-
tors and keeps the temporal sequential information of each path
to provide more delicate representations of TDNN. In an ART
block, therefore, different sub-ways that have relatively inde-
pendent relationships can focus on the various frequency infor-
mation to help the network to distinguish speakers well. Then
the strategy improves the efficiency of weights of layers to re-
duce the parameters. Compared to RET, ARET significantly
reduces the parameters and floating-point operations (FLOPs),
and has more delicate representations for speakers.

The architecture of the standard ARET (ARET-21) is shown
in Table 1. Similar to [20] constructed aggregated transfor-
mations by grouped convolutional layers [21], we implement
ARET by grouped TDNN layers. ARET has 18 frame layers,
including four ART blocks. RET and ARET use two efficient
methods to make the TDNN obtain deep representational ca-
pability similar to ResNet, but there are many fewer parameters

(ResNet-34 with a 1000-dimensional fc layer has around 21.8M

Figure 2: (Left): A residual TDNN block with identity mapping
of RET. (Right): An aggregated residual TDNN block with C =
32 of ARET, with a bottleneck architecture. A layer is denoted
as (# in channels, context of layers, # out channels).

parameters, while the proposed models have fewer than 13M).

4. Experimental setup
4.1. Dataset

To investigate the performance of the proposed models, we ran
experiments on the VoxCeleb1 [5] and VoxCeleb2 [6] datasets
without any data augmentation. The VoxCeleb2 dev set was
used to train models. The VoxCeleb1 test part, VoxCeleb1-
E [6], and VoxCeleb1-H [6] were used as evaluation sets.
VoxCeleb1-E and VoxCeleb1-H are composed by VoxCeleb1
dev and test sets. Besides, VoxCeleb1-H is a hard condition
that testing on the pairs with the same nationality and gender.
The configuration of these databases is summarized in Table 2.
Experiments utilized the equal error rate (EER), minimum de-
tection cost function from NIST SRE08 (minDCF08) [22] and
SRE10 (minDCF10) [23] as the performance metrics.

Table 2: Configuration of databases.

Training Set # Speakers # Utterances Testing Set # Speakers # Pairs

VoxCeleb1 dev 1,211 148,642 VoxCeleb1 test 40 37,719
VoxCeleb2 dev 5,994 1,092,009 VoxCeleb1-E 1,251 581,480

VoxCeleb1-H 1,190 552,536

4.2. Experimental details

Networks. The experiments used TDNN, E-TDNN, RET, and
ARET to extract deep embeddings from spectrograms. To in-
vestigate the performance of RET and ARET more comprehen-
sively, we added a TDNN layer and ART block to ARET-21 to
produce ARET-25, which has similar parameters and FLOPs to
RET-17. ARET-25 is shown in Table 1.
Feature. 161-dimensional spectrograms that were generated in
sliding window fashion from hamming window of width 25 ms
and step 10 ms were adopted as input features. No voice activity
detection (VAD) or augmentation was applied.
Hyperparameter. The margin m and scale factor s for AAM-
Softmax loss were set to 0.25 and 30, respectively. C in ARET
was set to 32.
Training. In the training stage, mini-batch size of 64 was used
to train models. Each training speech sample was randomly
sampled for 300 frames from each audio. Stochastic gradient
descent (SGD) with momentum 0.9, weight decay 0.00001, and
initial learning rate 0.1 was utilized.
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Table 3: Comparison of performance of two proposed models with other speaker-verification networks on the original VoxCeleb1 test
set and extended and hard test sets (VoxCeleb1-E and VoxCeleb1-H).

Description Front-end model Training dataset Loss function EER(%) minDCF08 minDCF10

VoxCeleb1 test set

Chung et al. [6] ResNet-50 VoxCeleb2 Softmax + Contrastive 4.190 - -
Xie et al. [24] Thin ResNet-34 VoxCeleb2 Softmax 3.220 - -

Xiang et al. [25] TDNN VoxCeleb2 AAM-Softmax 2.694 - -
Liu et al. [4] TDNN VoxCeleb1+VoxCeleb2 AAM-Softmax 2.030 0.0120 0.4010

Our implementation TDNN VoxCeleb2 AAM-Softmax 2.341 0.0120 0.3270
Proposed RET-17 VoxCeleb2 AAM-Softmax 1.559 0.0083 0.1981
Proposed ARET-25 VoxCeleb2 AAM-Softmax 1.389 0.0072 0.1987

VoxCeleb1-E

Chung et al. [6] ResNet-50 VoxCeleb2 Softmax + Contrastive 4.420 - -
Nagrani et al. [26] Thin-ResNet-34 VoxCeleb2 Softmax 2.950 - -
Xiang et al. [25] TDNN VoxCeleb2 AAM-Softmax 2.762 - -

Our implementation TDNN VoxCeleb2 AAM-Softmax 2.290 0.0115 0.3933
Proposed RET-17 VoxCeleb2 AAM-Softmax 1.599 0.0077 0.3016
Proposed ARET-25 VoxCeleb2 AAM-Softmax 1.520 0.0071 0.2700

VoxCeleb1-H

Chung et al. [6] ResNet-50 VoxCeleb2 Softmax + Contrastive 7.330 - -
Nagrani et al. [26] Thin-ResNet-34 VoxCeleb2 Softmax 4.930 - -
Xiang et al. [25] TDNN VoxCeleb2 AAM-Softmax 4.732 - -

Our implementation TDNN VoxCeleb2 AAM-Softmax 3.849 0.0182 0.5077
Proposed RET-17 VoxCeleb2 AAM-Softmax 2.700 0.0127 0.4004
Proposed ARET-25 VoxCeleb2 AAM-Softmax 2.614 0.0122 0.3878

Testing. Full-length utterances were adopted in the testing stage
to extract embeddings. Cosine similarity was applied as the
back-end scoring method.

5. Results
Experimental results on the VoxCeleb1 test part, VoxCeleb1-E,
and VoxCeleb1-H are shown in Table 3. Past state-of-the-art
systems were chosen as baselines to gauge the performance of
the two presented modules.

The first proposed RET-17 achieved 23% to 43% rela-
tive EER reduction on three test sets, with results of 1.559%,
1.599%, and 2.700% EER on the VoxCeleb1 test part,
VoxCeleb1-E, and VoxCeleb1-H, respectively.

The presented ARET-25 achieved state-of-the-art perfor-
mance, with 1.389% EER, 0.0071 minDCF08, and 0.1987
minDCF10 on the VoxCeleb1 test part. Compared with the best
baseline in this part, [4] adopted VoxCeleb1 and VoxCeleb2 to
train x-vector while our ARET-25 only trained on VoxCeleb2
dev part, ARET-25 had 32%, 40%, and 50% relative decrease.
On VoxCeleb1-E and VoxCeleb1-H, decreased EER to 1.520%
and 2.614%, respectively, which are both 45% relatively lower
than the best results in [25].

Figure 3 shows the detection error tradeoff (DET) curves of
TDNN, E-TDNN, and the proposed models (RET-17, ARET-
21, ARET-25). Compared to RET-17, ARET-25 reached state-
of-the-art performance, which relatively decreased 3% to 11%
evaluation metrics but with less parameters and FLOPs. These
results show that our ART blocks provide more delicate repre-
sentations of ARET, to help obtain stronger discriminations of
speakers.

6. Conclusion
This paper presents two strategies to replace ResNet and TDNN
as the feature extractor in end-to-end-based speaker verification.

Figure 3: Comparison of TDNN, E-TDNN, RET-17, ARET-21,
and ARET-25 using DET curve for original VoxCeleb1 test part.

RET and ARET respectively introduce residual and aggregated
residual transformations in TDNN. The best proposed ARET
achieves state-of-the-art performance on the VoxCeleb1 test set,
VoxCeleb1-E, and VoxCeleb1-H, obtaining 32% to 45% rela-
tive EER reduction compared to strong baselines. These com-
petitive results demonstrate that RET and ARET have the po-
tential to replace TDNN or ResNet in speaker verification.
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