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Abstract

The pronunciation model providing the mapping from the 
written form of words to their pronunciations is called the 
text-to-phoneme (TTP) mapping. Such a mapping is 
commonly used in automatic speech recognition (ASR) as 
well as in text-to-speech (TTS) applications. Rule based TTP 
mappings can be derived for structured languages, such as 
Finnish and Japanese. Data-driven TTP mappings are usually 
applied for non-structured languages such as English and 
Danish. Artificial neural network (ANN) and decision tree 
(DT) approaches are commonly applied in this task. Compared 
to the ANN methods, the DT methods usually provide more 
accurate pronunciation models. The DT methods can, 
however, lead to a set of models with a high memory footprint 
if the mappings between letters and phonemes are complex. In 
this paper, we present a weighted entropy training method for 
the DT based TTP mapping. Statistical information about the 
vocabulary is utilized in the training process in order to 
optimize the TTP performance for pre-defined memory 
requirements. The results obtained in the simulation 
experiments indicate that the memory requirements of the TTP 
models can be significantly reduced without degrading the 
mapping accuracy. The applicability of the approach is also 
verified in the speech recognition experiments. 

1. Introduction 

Pronunciation modeling which maps the written form of words 
to their phonetic transcriptions is of critical importance in 
certain ASR and TTS applications [8]. Speaker independent 
name dialing, where the recognition vocabulary is dynamic, is 
an example of such a speech recognition application. Our 
multilingual ASR engine that is capable of handling dynamic 
vocabularies consists of three key units: automatic language 
identification (LID), on-line TTP modeling, and multilingual 
acoustic modeling modules [12]. At first, LID identifies the 
language of a given word. Next, an appropriate TTP mapping 
scheme is applied in order to obtain the phonemic 
transcription of the word. Finally, the recognition model for 
the word is constructed by concatenating the multilingual 
acoustic monophone models. Recognizer can automatically 
cope with multilingual entries without any assistance from the 
user.

The pronunciation models are language-dependent. The 
methods that have been used for on-line T2P mapping can be 
pronunciation rules [6][9][10] and data-driven approaches [4] 
For many languages such as Japanese and Finnish, TTP 
modeling is carried out with simple non-ambiguous 
pronunciation rules. However, for some languages such as 
English, no simple set of TTP rules can easily be derived. For 
these languages, the TTP mapping is done with data-driven 
methods. Artificial neural networks and decision trees are 
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l data-driven TTP methods [1][5][8]. ANN based TTP 
usually less memory than DT based TTP [3]. It is, 
er, less accurate than DT based TTP.  
e memory and computational resources in ASR 
ations implemented on embedded portable devices are 
ntly sparse. Though these resources are expected to 
se in the future portable devices, the number of 
ations required to run simultaneously is also very likely 
rease. It is therefore very important to minimize the 
ry and computational requirements of any application 
ed to be run on a portable embedded device. Thus, the 
odels should be kept as small as possible while keeping 

mance at a sufficiently high level. US English has been 
n as the test language in this paper since English is 
 non-structured language resulting in the high memory 
int decision trees. The methods presented in this paper 
owever, be applied to other languages as well. 
 this paper, the decision tree based TTP methods are 
 described in Section 2. The weighted entropy training 

ptimizing the memory requirements is presented in 
n 3. In Section 4, the measure for evaluating the 
mance of the TTP methods is presented. The variations 
 implementation of the weighted entropy scheme are 
sed in section 5. The simulation experiments are 
sed in Section 6. Finally, conclusions are given in 
n 7. 

2. DT based TTP mapping 

ion trees have been applied to the TTP mapping task in 
applications [8]. The DT based TTP models are trained 
nunciation dictionaries. The pronunciation dictionary is 
d before training the decision trees, since the 
nship between a letter and its pronunciation needs to be 
d in advance. In order to align the pronunciation 
nary, grapheme epsilons are inserted for those letters that 
t pronounced at all. In addition, if the pronunciation of a 
is composed of two phonemes, these phonemes are 

tenated into a single pseudo phoneme. The alignment of 
onunciation dictionary is carried out with the dynamic 
mming algorithm [8]. 
e decision trees capture the pronunciation of the letters 
nguage. A decision tree is trained for each letter in the 
et. The decision tree is composed of internal and leaf 

 that are linked together as shown in Figure 1. In an 
al node, the attribute and the most frequent phoneme are 
. In a leaf, the most frequent phoneme is stored. The 
te specifies what kind of context information is 
ered for modeling the pronunciation in the node. The 
le choices include the letters on the left or on the right 
f the current letter. In addition, information about the 
us phonemes may be used. The most frequent phoneme 
 pronunciation for the letter in the given context. The 



size of a decision tree is actually the sum of the sizes of all 
internal node and leaves.

For a given word, the pronunciation is obtained by going 
through the letters of the word from left to right. First, the 
decision tree corresponding to the letter in question is selected. 
Then, the tree is climbed starting at the root node until a leaf is 
found. When the tree is climbed, the attribute of the node 
indicates what kind of context information should be 
considered, and the tree is climbed to the node that 
corresponds to the current context. The procedure is carried 
out for the rest of the letters in a similar way. The phoneme 
sequence is constructed by concatenating the phonemes that 
have been found for the letters of the word. 

root node

internal node

leaves

(a1, p1)

(a2, p2) (p3) (a4, p4)

(p5) (p6) (p7)
(p8) (p9)

Figure 1. Exemplary decision tree showing the nodes 
and leaves with attributes ai and phonemes pj.

3. Weighted entropy training for DTs 

The strength of the decision trees lies in their ability to learn a 
compact mapping from the training lexicon by using 
information theoretic principles [7][8]. When a decision tree is 
trained for a given letter, all the training cases for the letter are 
considered. A training case for the letter is composed of the 
letter and phoneme contexts and the corresponding phoneme 
in the aligned pronunciation dictionary. During training, the 
decision tree is grown and the nodes of the decision tree are 
split into child nodes according to the information theoretic 
optimization criterion called the information gain. The 
splitting continues until the optimization criterion cannot be 
improved any more. 

The training of the decision trees can be improved by 
weighting the entries in the training lexicon according to their 
frequencies. For a general word, the word frequencies can be 
calculated from large text resources. For names, we have here 
relied on the statistics of the names of the US population [13]. 
Hence, the frequency of the word is taken into account when 
computing the entropy. This should provide the best 
performance for the most common names. The name and 
phoneme frequencies for the training and test sets should also 
be calculated by using the weighted error counts (an error for 
a popular name is more severe than an error for a rarely used 
name). Naturally, linear evaluation results can be shown, but 
the weighted evaluation result has a bigger importance in 
practical applications. A lower limit (we use 0.0001 in the 
experiments) is applied so that all names have at least some 
significance during the training process. During training, the 
weighted entropies are utilized for the computation of the 
information gain in order the find the optimum split. A 
threshold on the information gain can be set in advance in 
order to get the control of the tree size vs. performance. Since 
we calculate the entropy by weighting the training cases 
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y training in this paper. 
 training, the root node of the tree is split first. In order 
t the node into child nodes, an attribute has to be chosen. 
he different attributes are tested and the one that 
izes the information gain is chosen for splitting the root 
In order to compute the information gain, the phoneme 
ution before splitting the root node has to be known. 
 on the phoneme distribution in the root node, the 
y E is computed according to 
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N is the number of phonemes, and fi is the relative 
ncy of occurrence for the ith phoneme given by 
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wim is the weight of the ith phoneme in the mth training 
nd M is the number of total training cases. wim is zero if 
 phoneme does not appear in the mth training case. 
sed on the letter and phoneme contexts, the training 
in the root node are split into subsets according to the 
le attributes. For an attribute a, the entropy after the 
a, is computed as an average entropy of the entropies of 

bsets. If Ej
a denotes the entropy of the subset j after the 

he average entropy after the split is 
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 |Sw| is the total weighted number of training cases in the 
ode, |Sj

w| is the weighted number of training cases in the 
bset, and K is the number of subsets, respectively. The 
ation gain is computed for each attribute, and the 
te aopt that has the highest information gain is selected 
wn in Equation (4) 

)max(arg a
opt EEa −= . (4) 

e splitting of the nodes in the tree is repeated for the 
nodes of the root node. The training cases belonging to 
hild node are further split into subsets according to the 
nt attributes. For each child node, the attribute that has 

ghest information gain is selected. The splitting of the 
 in the tree continues until the stopping criterion is met.  

4. Evaluation Method 

the phoneme accuracy Ph_Acc and the string rate 
ate are adopted to evaluate the performance. Originally, 
re calculated by Equation (5). 
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, (5) 

count_correct_ph is the number of correctly transcribed 
mes, count_insert_ph is the number of inserted 
mes, count_ph is the total number of phonemes, 
correct_string is the number of correctly transcribed 

, and count_string is the total number of words, 
tively. 



Since we propose the weighted entropy training for DTs, 
the weights are also taken into account in the string and 
phoneme rates as given by Equation (6). 
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_
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_

×=

×−=

stringweight

stringcorrectweight
RateStr

phweight

phinsertweightphcorrectweight
AccPh

, (6) 

where weight_correct_ph is the weighted number of correct 
phonemes, weight_insert_ph is the weighted number of 
inserted phonemes, weight_ph is the total weighted number of 
phonemes, weight_correct_string is the weighted number of 
correctly transcribed words, and weight_string is the total 
weighted number of words, respectively. 

5. Variations 

Statistical information can be implemented or added in a 
controllable manner. As show in Equation (7), the weight can 
be adjusted using the coefficient k.

probkkweight ⋅−+= )1(  (7) 

where 10 ≤≤ k . Obviously the weight is equal to constant 1 
for all entries when k is 1, so the training of DTs is exactly the 
same as the original DT training scheme. The weight equals 
the probability when k is 0, so the DT is fully trained with 
statistical information. When k is between 0 and 1, the DT 
training is between conventional and weighted entropy 
schemes. 

For some applications, DTs can be trained according to the 
application requirements. In name dialing applications, for 
example, the major focus is naturally put on names than on 
general words. In the training dictionary, high weights are 
assigned to the name entries, and low weights to the general 
words. This way the DTs are optimized to provide a better 
performance for names than for general words. 

6. Experiments 

The US census name list is used and the pronunciations are 
extracted from the CMU dictionary [2]. The whole set is split 
into training and testing sets containing 40,529 and 8,104 
entries, respectively. The whole set has about 50,000 names, 
pronunciations and their frequencies. 

The experiments are carried out with the original DT 
based TTP scheme as a baseline and with the proposed 
weighted entropy training scheme. The weighted entropy 
scheme is tested by three different setups of the stopping 
criteria. The three setups of the splitting conditions are listed 
below.

1. At each node, there must be entropy gain before and 
after splitting. 

2. At each node, the sum of weights of each child node 
must be greater than pre-defined threshold. The 
splitting is terminated for the node for which the above 
mentioned condition is not met. In our experiments, 
three different thresholds are tested: 

Setup1: threshold = 0.0001. 

Setup2: threshold = 0.0005. 

Setup3: threshold = 0.0020. 

3. After splitting, there must be at least two child nodes 
available.
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ccordingly, the performance evaluation (phoneme 
cy/string rate) shown in Table 1 is calculated by using 
ighting factor. For reference purposes, the linear results 

so shown in Table 2. As it can be seen, the weighted 
y scheme improves the phoneme and string accuracy 
the size of the DT model is small (30% reduction), 

h the rates decrease with linear evaluation results. 

 Train set Test set  

ghted
uation

phoneme
accuracy 

string
rate

phoneme
accuracy 

string
rate

Mem 
(KB)

eline 98.84 95.9 89.05 63.34 111.6 

tup1 99.74 99.11 88.71 61.1 118.2 

tup2 99.55 98.41 88.59 60.97 95.2 

tup3 98.97 96.16 88.32 59.09 78 

ble 1. The phoneme accuracy, string rate and 
emory size on census name list by using weighted 
aluation method. 

 Train set Test set  

n-
hted
ation

phoneme
accuracy 

string
rate

phoneme
accuracy 

string
rate

Mem 
(KB)

line 99.27 97.12 89.15 60.35 111.6 

p1 99.19 96.9 87.99 56.82 118.2 

p2 95.74 83.13 87.5 55.24 95.2 

p3 93.33 74.28 87.02 53.53 78 

ble 2. The phoneme accuracy, string rate and 
emory size on census name list by using 
nventional (linear) evaluation method. 

e also trained the DTs on the whole name list, i.e. 
ning training and testing sets. The performance shown 
les 3 and 4 are in-line with the previous experiments. 

eighted
aluation

Ph. accuracy String rate Mem (KB) 

aseline 98.8 95.59 129.5 

Setup1 99.67 98.98 138.4 

Setup3 98.9 96.04 90.7 

ble 3. The phoneme accuracy, string rate and 
emory size on the whole census name list by using 
eighted evaluation method. 

weighted 
aluation

Ph. accuracy String rate Mem (KB) 

aseline 99.18 96.85 129.5 

etup1 99.08 96.54 138.4 

etup3 94.08 74.26 90.7 

ble 4. The phoneme accuracy, string rate and 
emory size on the whole census name list by using 
e original (linear) evaluation method. 

e DT based TTP mappings are also evaluated in the 
ition experiments where the test vocabulary was 



composed of English names (130 names and in total of 1,560 
utterances). The performance evaluation is carried out both in 
clean and noisy conditions. Noisy test data is obtained by 
artificially mixing noise to the clean test utterances. Four 
kinds of noise (car, café, car noise with background speech, 
and airport hall), and a sample of rock music are used at SNRs 
randomly chosen between +20 and +5dB. The SNR 
distribution is uniform. A set of 12 MFCC coefficients and an 
energy value, together with their first- and second-order time 
derivatives are extracted from a continuous-time speech signal 
sampled at 8 kHz. A recursive feature vector normalization 
scheme [11] is applied. Since on-line acoustic model 
adaptation techniques can maximize the speaker-specific 
recognition rates, so experiments are also conducted with it. 
For the acoustic model adaptation experiments, the order of 
the input utterances is randomized so that a vocabulary item 
does not occur twice in a row. For each speaker, the acoustic 
model adaptation is started from the original speaker-
independent hidden Markov models (HMMs). The DT based 
TTP models are trained on the whole name list. Table 5 gives 
the recognition results in clean and noisy environments 
with/without acoustic model adaptation. As can be seen, the 
recognition performance has almost no degradation while the 
DT model size is reduced about 30%. 

It should be noted that the results are evaluated in the 
linear way without weighting, we treat the 130 names in the 
lexicon equally (every name was uttered twice). In the real-
life case, the weight, of course, implicitly takes effect. No one 
uses each name equally, and names appear with different 
popularities. Under this assumption, the weighted entropy 
scheme can reduce the memory while the recognition 
performance is better than baseline. 

Recognition rate  Clean Noise Clean+Adapt Noise+Adapt 

Baseline 97.43 93.19 99.29 96.66 

Setup1 97.56 92.55 99.23 96.79 

Setup3 97.37 92.81 99.29 96.66 

Table 5. Recognition results in clean and noisy 
environments with/without acoustical model 
adaptation.

7. Conclusions 

The training process of the decision tree based TTP mapping 
is improved by weighting all the entries in the training 
database according to their frequencies. The experiments on 
the training set indicated that the phoneme accuracy and string 
rate improved 77.6%/78.3% compared to the baseline when 
the weighted performance evaluation is applied. While the 
memory of DT based TTP model is reduced 30%, the 
phoneme accuracy and string rate is still close to the baseline 
result.

It is concluded that the presented scheme can significantly 
improve the phoneme accuracy and the string rate in the TTP 
mapping task. It can also greatly reduce the memory size of 
DTs without a performance loss. Since the weighted entropy 
training method emphasizes the most common names/words, it 
can be used to optimize the mapping accuracy for the given 
memory requirement. It is easily understood that the system 
suffers much more from the errors in the phoneme 
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