
Distributed Genetic Algorithm to Discover
Speech Recogni

Robert van Kommer and Béa
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Abstract

In the learning process of speech modeling, many choices
or settings are defined “a priori” or are resulting from years
of experimental work. In this paper, instead, a global learn-
ing scheme is proposed based on a Distributed Genetic Algo-
rithm combined with a standard speech-modeling algorithm.
The speech recognition models are now created out of a pre-
defined space of solutions. Furthermore, this global scheme
enables to learn the speech models as well as the best feature
extraction module. Experimental validation is performed on
the task of discovering the Wavelet Packet best basis decom-
position, knowing that the “a priori” reference is the mel-scaled
subband decomposition. Two experiments are presented, a ref-
erence system using a simulated fitness and a second one that
uses the speech recognition performance as fitness value. In the
latter, each element of the space is a connectionist system de-
fined by a Wavelet topology and its associated Neural Network.

1. INTRODUCTION
In this paper, a global training procedure for speech modeling
is presented. The learning concept defines a space of poten-
tial solutions. That space of elements is further processed by a
learning scheme that combines a particular Evolutionary Algo-
rithm (EA) together with an Error Back Propagation (EBP) al-
gorithm. Noteworthy, other combinations are also possible, for
instance, an Expectation Maximization (EM) based algorithm
has been proposed by Man et al. [1] in order to discover the
optimal Hidden Morkov Model (HMM) state topology.

The main motivation of introducing this combination of
learning algorithms is to circumvent the tedious trial-and-error
method. Indeed, speech recognition research has a long his-
tory of researchers attempting to manually explore all possible
settings involved in the recognition process, e.g., state topolo-
gies, feature extraction options. Besides the expense of time
that plagues this approach, there are at least three other reasons
that make it impractical in the future: (i) the growing algorith-
mic complexity, (ii) most of the processing modules involved in
the processing chain are dependent from each other, and (iii),
many parameters are defined “a priori” and thus are excluded
from the learning process. Consequently, there is a need of de-
veloping an automatic tool with a global learning scheme that
discovers the necessary settings by itself. The remaining task
left to the researcher is then to define the search space in which
that automated procedure operates.

The validation of the global learning scheme focuses on
discovering the ideal filter bank for speech recognition1. The

1Due to the global learning scheme, the learned feature extraction
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of potential solutions is defined in the context of a typi-
avelet Packet decomposition; the learning scheme has the
o discover the best Wavelet Packet topology given the fit-
value derived from the recognition performance of each
ular Wavelet tree and associated Neural Network (NN).
he “a priori” reference is the so-called mel-scale mapping
er bank. This mapping is a standard in all common feature
tion procedures; for instance, it belongs to the processing
Mel-Frequency Cepstral Coefficients (MFCC) [2] feature
tion. The mel-scale has been derived from the human
g system, and therefore, it remains questionable, given
fferent conditions, if it is the most appropriate choice for
atic speech recognition systems.
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e 1: The Evolutionary Algorithm for the synthesis of con-
nist systems, the bit-string typically encodes the Wavelet
hat with the Neural Network constitute a connectionist
nition system. The genetic operators (selection, mutation,
bination) are applied to the genotypes, while the pheno-
are learned on the training data.

he paper is organized as follows: in Section 2, the ba-
f Evolutionary Algorithms are introduced. Further in Sec-
, the Distributed Genetic Algorithm (DGA) is introduced
context of a global learning procedure for speech mod-
and more specifically in the context of discovering the

let Packet best basis decomposition. In Section 4, two ex-
ents are described, (i) the simulation of the recognition
imple cost error function computed directly from the mel-
curve, and (ii), the true implementation of the global learn-
stem including a recognition system and its performance
re. Then, in Section 5 the experimental results of both ex-
ents are analyzed and compared. The relevant issues are
fied. And finally, Section 6 concludes the paper and gives

eally to the other processing modules of the speech recognizer
ype of recognizer, size of corpus, type of Wavelets); it may not
ted to another type of recognizers or to another size of training



further perspectives of using our global learning scheme.

2. Evolutionary Algorithm
The term of Evolutionary Algorithms defines a class of
population-based stochastic algorithms that are inspired from
the Darwin’s paradigm of natural evolution [3]2.

Evolutionary Algorithms include Evolution Strategies (ES),
Evolutionary Programming (EP) and Genetic Algorithms (GA);
here, our topology evolution approach is related to the spe-
cific topic of Evolutionary Artificial Neural Networks (EANN)
through a Genetic Algorithm. For further readings, the EANN
field and related topics are described in Yao’s overview [4].

A GA implements the following stochastic operators: re-
combination, mutation, and selection. In the computer world,
those operators are applied to the genetic information hold by
genotype bit-strings, in the literature this bit-string is also re-
ferred to as a chromosome. These bit-strings encode particular
system attributes. The process of defining the mapping of these
bits is not trivial, especially if we considering the “a priori” lim-
itation we impose, at the start, with the resulting search space.
The most frequently described algorithms are generational —
at each generation the new population consists entirely of off-
spring formed by the parents of the previous generation. The
offspring has undergone the genetic selection, recombination
and mutation operators. In this way, only the fittest individuals
(solutions with the highest fitness value) of the population do
survive and evolve.

In Figure 1, the genetic representation is referred to as the
genotype in biology, and the actual individual, in our case the
solution, is referred to as the phenotype. In this diagram, the
phenotype represents the topology of the connectionist system.
The fitness measure is evaluated after the weights training has
proceeded; this means that the mapping from an architecture to
it performance is indirect, and therefore, a certain amount of
noise is added to the fitness measure due to training variability.

The main characteristics of GAs are related to their specific
operators and their effect on the population diversity and selec-
tion pressure. As the selection pressure is increased, the evolu-
tion focuses more strongly on the individuals with the highest
fitness values, but the genetic diversity of the population de-
creases. When the diversity of the population is lost, the GA
may deliver a poor solution due to premature convergence. At
the other hand, reducing the selection pressure increases the di-
versity of genotypes in the population. However, a weak selec-
tion pressure can make the search ineffective. This trade-off be-
tween selection pressure and population diversity could be un-
derstood as an instance of the exploitation/exploration dilemma.

Depending on the problem at hand, a careful setting of the
algorithm parameters is necessary. However, fixed settings of
GAs may be avoided by using self-adapting algorithms.

2.1. Steady State selection

Our implementation of genetic algorithm is designed to accom-
modate the speech-modeling task and the further extension to-
wards a distributed computer system. In the literature, our type
of GA is referred to as an elitist algorithm [5] and it uses a
steady state selection — only a few individuals are replaced in

2The survival of the fittest, as described by Darwin himself: . . . Yet
of those which do survive, the best adapted individuals, supposing that
there is any variability in a favorable direction, will tend to propagate
their kind in larger numbers than the less well adapted.
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e 2: Two types of Distributed Genetic Algorithms are rep-
ted, at the left the global GA and at the right the Migration
ach circle is an independent process running on a different

uter. The fitness values as the chromosomes are transmit-
each process over dedicated communication ports.

eneration [6]. This algorithm is the so-called Steady State
tic Algorithm (SSGA).
esides the straightforward mapping of SSGA to dis-
ed processing, the SSGA choice has further been moti-
by the intuitive observation that it is computationally more
nt than generational algorithms, as stated by Vavak and
ty in [7]. Similar finding has been report by Rogers and
l-Bennett [8] for a simple SSGA model where only selec-
nd mutation are applied.

Boltzmann weighting

ilar algorithm as the one of Rogers and Prügel-Bennett [8]
een used in our experimental setup, especially the same
mann weighting of equation 1 is used to control the se-
n pressure; its inverse expression of equation 3 is used to
e deletion pressure. The Boltzmann weighting [ of the
nt \ is defined as follows:

[ ^ ` a b c de g (1)

here h is the parameter to control the selection pressure,
the fitness value of the element \ , and

e
is the normal-

n factor over the population,

e `
jk

^ l n
a b c d o (2)

the case of deletion, the inverse weighting curve is used,

[ ^ ` a p b c de r g (3)

nd
e r

is the normalization factor over the population.

Definition of populations

are two types of population that are involved in our algo-
:

The elite population is defined by a fixed size ( u v ele-
ments in our case). The role of this population is to keep
the fittest elements during evolution. The population is
processed by the selection/deletion operators in order to
add/remove one element to/from the population.



� The history population keeps every element for which
the fitness has been computed.

The goal of having the elite population is to set the focus
of the evolution towards the fittest elements. However, it may
occur that one performing element is deleted from the elite pop-
ulation; in this case, it is saved in the history population. The
purpose of the history population is to save each element for
which the fitness has been computed. The history population
also enables to monitor step-by-step the performance progress
of the algorithm.

In our implementation of the SSGA, one element is selected
at the time.

2.2. Mutation operator for Wavelet trees

Due to the particular settings of our Wavelet topology evolution,
a specific mutation operator has been developed for trees. The
basic idea is to identify a mutation depth in the tree for a given
probability value. The higher the mutation is, the larger is the
impact on the original tree (distance). Typically, if the mutation
depth is equal to one, then only two leaves are moved to another
location on the tree.

Before accepting the new tree in the population, the muta-
tion operator checks if the generated tree is new in the history
population.

3. Distributed Genetic Algorithms
In the previous section, the computational basics of simple GAs
have been introduced. However, in the case of speech modeling,
the processing power or the necessary time needed to evaluate
the fitness of a whole population exceeds the current capabilities
of a single low-cost computer. Therefore, the processing power
has to be distributed among several computers and this leads to
the concept of Distributed Genetic Algorithms.

From a distributed system’s viewpoint, various implemen-
tations of DGAs exist; an overview of the field is given by
Tomassini [9]. In Figure 2, two common DGAs are repre-
sented. The most simple and obvious implementation is the
global GA [1]; it matches the common replicated-worker ar-
chitecture. A nice feature of that architecture is, in the case of
Steady State selection, the automatic provision of load balanc-
ing; that is, every involved computer fully participates to the
overall system independently of its available processing power.

The global GA is a Master-Slave architecture. From the
master, each slave gets a task specified by its genotype; sub-
sequently, the fitness measure is evaluated and returned to the
master. The master is in charge of processing the genetic oper-
ators.

Another architecture is the Migration GA that assigns to
each process a different sub-population of genotypes. The Mi-
gration GA [1] promotes the proliferation of good genotypes
through the whole population by sending emigrants and receiv-
ing emigrants from sub-populations.

Due to the very large computation power involved in speech
modeling, the global GA is our preferred architecture. Accord-
ing to the global GA architecture, each genotype is assigned to
a specific slave on the net. The shared memory used for com-
munication is located on the master. In the normal course of
operations, the communication is restricted to sending geno-
types and collecting fitness values. Consequently, the computa-
tion/communication ratio is well suited to the distributed plat-
form envisioned.
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e 3: For the given number of leaves in the tree, the cor-
nding size of the search space is represented; e.g., with a
ith � � leaves, the size of the search space is of � � � � � �

ent trees.

Wavelet Packet best basis decomposition

ing a DGA to the discovery of the Wavelet Packet best ba-
poses to define the search space by specifying the chromo-
encoding. The chosen binary encoding is that one leave
tree is represented by a bit set to � . The root has one bit,
cond level has two bits, the third level has four bits, etc.
vels are sequentially encoded in the bit-string. The chosen
let library is the Daubechies. However, the search space
easily be extended to enable various Wavelet libraries to

ete against each other.

4. EXPERIMENTS
r experiments, we have imposed some additional limita-
to our search space. First, all trees in the population have
me maximum � -level decomposition. Furthermore, the
er of leaves of each tree is the same in the population.
the previous limitations and for a given number of leaves,
ze of the search space is given in Figure 3.

Experiment with simulated fitness computation

first experiment, the fitness value is computed directly
the square error function between the Wavelet Packet de-
osition and the ideal mel-scale filter bank. The latter is
ximated with the following function,

� 
 � �  � � � � � � � � � � � � � �


� � �
� �

(4)

he results of the simulation is that the DGA finds the best
let tree in most cases. The number of trials necessary to
he optimal tree is � � � � in the case of � � leaves. This
shows the performance of the DGA algorithm given the

� � � � � � ) of the search space.

Experiment with recognition performance as fitness

s experiment the simulated fitness is replaced by a recog-
performance. The speech training/testing corpus is com-
of French digit-strings extracted from the Swiss-French

hone corpus. The speech models are whole-word models
a left-right topology of states without skips. Our hybrid



NN/HMM recognizers are trained on an alignment generated
by a Hidden Markov Model (HMM) system [11] and the same
language model as the HMM system is used for our hybrid rec-
ognizer. This alignment is identical for all subsequent experi-
ments. All systems are trained on � � � strings of digits and the
test set is composed of � � � strings.

Before launching the experiment in the real case, we first
determine the optimal tree size (number of leaves in the tree).
This value is found by incrementally increasing the complexity
of the tree; the trees are taken from the previous simulated fit-
ness experiment. Their performance is computed by first train-
ing a Multilayer Perceptron (MLP) with � � � hidden nodes, with
a time span of 17 acoustic vectors (170 ms). The training pro-
cedure is following the one described by Bourlard and Mor-
gan [10].

In order to minimize the noise component on the fitness val-
ues all measures are done � � times and the mean value is taken
as the final fitness. Figure 4 shows that a reasonable Wavelet
tree size is about � � leaves. This tree size has been further used
in our experiment.
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Figure 4: The recognition performance is shown for an incre-
mental growing tree.

In this experiment, the DGA hardware system is composed
of four low-cost computers, with one of them being the master.
After almost two weeks of processing and � � � tree evaluations,
the chromosome of best resulting tree is shown in 6. The string
recognition rate is of � � � � � that is slightly better than the mel-
scale filter bank that is of � � � � � . Again these values are mean
values computed over � � training/testing runs in order to filter
out the measurement noise. Given the chromosome length of
127 bits, the two trees are shown by their bit set of leaves. The
mel-scale reference is the bit set 5 and the one created by the
DGA is the bit set 6.

	 
 � � � � � � � � � � � � � � � � � � � � � � � � � � 
 � � � � � � � �  � 
 � � 
  � (5)
	  � � � � � � � � � � � 
 � � � � � � � � � � � 
 � � � � � � � � � � � � � � � � �  � (6)

5. DISCUSSION
The results of the experiments are to be taken in their spe-
cific context of Daubechies’ Wavelet Packets. Furthermore, the
global learning provides a solution that is determined by the
type of pattern-matching mechanism used, its learning machine
complexity and the training corpus size. Nevertheless, the re-
sults clearly show that the DGA approach is an alternative to “a
priori” settings.
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he main issue that is solved in our experiments, is the pro-
g power needed. Indeed, the distributed architecture of
GA solves this particular problem of standard GAs. How-
another difficulty is the variability inherent in the training
ech models. The ideal measurement procedure is still to
ther improved in order to reduce the noise on fitness val-
This noisy fitness issue is clearly appearing between the
nd second experiment.

6. CONCLUSIONS
GA tool is validated on the discovering of the Wavelet

t best basis for speech recognition.
inally, the fact of having a data-driven procedure to learn
st feature extraction opens interesting new research op-

nities. We are currently extending our EANN learning al-
m towards phone-specific feature extraction modules and
ls.
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