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Abstract*

When a speech recognition system has to work with signals 
corresponding to different sampling frequencies, multiple 
acoustic models may have to be maintained. To avoid this 
drawback, the system can be trained at the highest expected 
sampling frequency and the acoustic models are posteriorly 
converted to a new sampling frequency. However, the usual 
mel-frequency cepstral coefficients are not well suited to this 
approach since they are not located in the frequency domain. 
For this reason, we propose in this paper to face that problem 
with the features resulting from frequency-filtering the 
logarithmic band energies. Experimental results are reported 
with SpeechDatCar databases, at 16 kHz, 11 kHz, and 8 kHz 
sampling rates, which show no degradation in terms of 
recognition performance for 11/8 kHz testing signals when the 
system, trained at 16 kHz, is converted, in an inexpensive 
way, to 11/8 kHz, instead of directly training the system at 
11/8 kHz. 

1. Introduction
Every speech recognition system is designed and trained for a 
given sampling frequency of the speech signals so that if the 
system is applied to digital signals resulting from a different 
sampling frequency, its recognition performance degrades 
severely [1]. When the sampling frequency of the test signals 
is higher than the sampling frequency used to train the 
acoustic models, each test signal can be decimated to avoid 
unmatching. However, the decimation reduces the signal 
bandwidth and this often produces a loss in terms of 
recognition rate. In the opposite case, when the sampling 
frequency of the test signals is lower than the training 
sampling frequency, the latter must be reduced. An obvious 
way to do it consists of re-estimating the models with the 
decimated training signals, but this has an associated cost.

Additionally, when the system has to be deployed in an 
environment where more than one sampling frequency is 
allowed, multiple acoustic models may have to be 
maintained. This happens, for instance, in the Distributed 
Speech Recognition (DSR) framework, where speech features 
are computed at the terminal side and, after compression and 
coding, they are transmitted to the server, where speech 
recognition is carried out. In this framework, the terminal 
does not need to take care of the way the server is doing 
speech recognition, but the server must be prepared to receive 
speech features coming from different sampling frequencies, 
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lly 8, 11 and 16 kHz. In the recent ETSI DSR-AFE 
rd [2] developed by the Aurora DSR working group, 
s solved by using for 11 kHz the same speech 
entation than for 8 kHz (the test signals are 
ampled from 11 to 8 kHz), and by using for 16 kHz a 
nt set of mel-frequency cepstral coefficients (MFCC).

evertheless, it seems that the most adequate strategy 
 be to train the acoustic models of the recognition 
 at the highest expected sampling frequency and then 

rt the estimated acoustic models to the sampling 
ncy of the incoming test signals without additional 
g data. This approach was proposed by Liu and 
y in [1], using the typical MFCC speech 

entation. They present a linear transformation of both 
ean vectors and the covariance matrices of the Gaussian 
ies, which is based on converting the cepstral 
cients to the log-spectral domain and discarding all 
al energies above Fnew/2, where Fnew is the new 
ing frequency. In that paper, recognition tests are 
ed in the case of converting from 16 kHz to 11 kHz. 
ding to the reported results, the transformed acoustic 
s produce some performance degradation with respect 
 matched 11 kHz conditions (WER increased from 

% to 18.17%); actually, only means were transformed, 
the transformation of  both means and variances (the 
ance matrices were diagonal) showed a even higher 
ation.

 this paper, we use the same approach, namely training 
 highest expected sampling frequency and converting 
ained models to the new sampling frequency, but our 
sal avoids the transformation of means and variances as 
s the loss in terms of recognition rate. In fact, as it was 
sted in [3], a straightforward conversion of the 
ition system to a different sampling frequency can be 
plished by employing, instead of the MFCCs, the 
ncy-filtered (FF) spectral (filter-bank) energies [4,5], 
 are distributed along the frequency axis. 
n experimental evaluation of the proposed approach 
FF is presented in this paper, using three digit 
hDatCar (Aurora3) databases which were already 
yed to develop the above mentioned ETSI standard. 
verage recognition results from the matched case were 
slightly improved by applying our technique to the 
ched case. 
ction 2 presents the SpeechDatCar databases and the 
mental setup used in this work. The recognition results 
ported in Section 3, where additional observations 
ing the use of a voice activity detector and a feature 
lization block are presented. 



2. Databases and experimental setup 
This experimental work was planned as a continuation of the 
one presented in [3], where it was shown, using the 
SpeechDatCar Spanish database, that there is an advantage in 
terms of digit recognition performance by processing the 
16kHz-sampled signals instead of the usual 8kHz-sampled 
ones, despite a noisy car environment was considered. That is 
the reason why we trained and tested the speech recognition 
system in the same Aurora framework, and specifically with 
the Aurora3 digit subsets of the SpeechDatCar (SDC) 
databases [6]. These databases were recorded in a real car 
environment using a 16kHz sampling frequency, and then 
they were downsampled to the 8kHz rate.

Thus, along with the Spanish digit database used in [3], 
two other digit databases were considered in our work: the 
Finnish and the Danish SDC-Aurora3 databases. The three 
databases are available through ELRA in both versions: 8 and 
16 kHz. However, the German SDC-Aurora3 database could 
not be used for our proposes since the 16 kHz-sampled 
signals were not available. Since a 11 kHz version was not 
provided, the  16 kHz signals were downsampled to 11 kHz 
for the three databases. 

These digit databases include recordings from a close-
talking microphone and from one of the distant microphones 
that were used in the SDC recordings. As in the whole SDC 
database, the files are categorized into three noisy conditions 
– quiet, low noisy and high noisy – depending on the driving 
conditions. Table 1 shows the number of files in each of these 
three conditions for the three considered databases [6]. Note 
that an utterance recorded by both the close-talking and a 
distant microphone is stored in two files. 

Spanish Finnish Danish

Speakers   160 133 208 

Quiet 792 1103 530 

Low 2422 1655 3026 

High 1700 1654 1358 
Recordings

Total 4914 4412 4914 

Table 1: Number of speakers and files for each noise 
condition and database 

 The three SDC-Aurora3 databases are used to train and 
test a recognition system whose back-end is the one specified 
in the Aurora framework [6], which is based on HTK. Also, 
the three different experiments defined in [6], which depend 
on the degree of matching between training and testing, are 
considered in this work: well-matched (WM), medium 
mismatch (MM), and high mismatch (HM). In our tests, we 
employed the FF representation, which in the previous 
experimentation [3] showed a better average recognition 
performance than the MFCCs. However, unlike what was 
done in [3], where we allowed the empirical optimization of 
the word insertion penalty parameter (p in HTK), in this paper 
we keep the value that was established in Aurora, i.e. p=0,
although from the experiments in [3] it was clear that a 
change in the front-end requires a tuning of the p parameter if 
the recognition rate has to be maximized. 
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3. Recognition experiments
ce the problem of a mismatch between the training 
ing frequency and the testing one, we aim at training the 
tic models at the highest expected sampling frequency 
onverting the trained models to the new sampling 
ncy without using any transformation of means and 
ces. For that purpose, we employ the frequency-filtered 
pectral energies [4,5] instead of the MFCCs. As the FF 
es are distributed along the frequency axis, a reduction 
 sampling frequency only implies removing the last 
nts of the mean and variance vectors. Thus, the 
nal distribution can be used to properly compute the 
bility of the dimensionally reduced feature vector [7]. 
 our tests, a system with 16 kHz sampling frequency for 
g, and 11 and 8 kHz for testing is used. For the 16 kHz 
4 FF parameters are obtained from 16 frequency bands, 

carding the absolute energies of the FF vector endpoints 
3] or [4] for an explanation). Figure 1 shows the mel-
 filter-bank distribution. The first 12 band-pass filters 
the 64-4000 Hz band, the same range which is used for 
kHz case, whereas the last 4 filters are mostly located in 
8 kHz band. As the exact position of the high cut-off 
ncy of the last filter is not critical for the recognition 
e set it to 7520 Hz, to achieve that the first 12 filters fit 

y within the 0-4 kHz band.  
ence, for the 8 kHz case, a set of 10 FF features from 12 
 is used. When 11 kHz is used as sampling frequency, 
st 14 bands are included, since the 14th band is up to 
Hz. Thus, the number of FF features for 8 kHz and 11 
, respectively, 10 and 12. 
nce the 11 and 8 kHz feature vectors are dimensionally 
d versions of the 16 kHz one, a simple transformation 

rginalization) of the acoustic models to compensate the 
e of sampling frequency can be done by: 

gnoring the last elements of the mean and variance 
ectors.
e-calculating the normalization constant factor of each 
aussian density. Actually, these factors can be 

alculated and stored for each expected sampling 
requency once the models have been trained. 

igure 1: Mel-scaled filter-bank distribution for 8 kHz 
2 filters), 11kHz (14 Filters) and 16 kHz (16 Filters) 

sampling rates.



3.1. Baseline results 

Our aim is to test with either 11 or 8 kHz-sampled signals 
a system that was trained at 16 kHz sampling frequency. And 
we want to compare the performance obtained in that 
unmatched case, where marginalization is used, with that 
from a system trained either at 11 or at 8 kHz. We will refer 
to the latter as, respectively, the matched 11-11 or 8-8 case. 
As a reference, we also consider the matched 16-16 case, 
where both testing and training are carried out with 16kHz-
sampled signals. Table 2 shows recognition accuracy results 
for the three matched cases (16 kHz, 11 kHz and 8 kHz) and 
for the unmatched cases (16 to 11 kHz, 16 to 8 kHz), for the 
Spanish, Finnish and Danish databases, by averaging the 
scores from the three training-test environment matching 
conditions (WM, MM, and HM) according to the established 
weights (0.4, 0.35 and 0.25, respectively). The average results 
are calculated according to the number of recordings in each 
database (depicted in Table 1). Comparing the two matched 
cases 16-16 and 11-11, we can observe lower accuracies for 
the 16 kHz case than for the 11 kHz case for the Danish 
database, something that is specially true for the Finnish 
database, which even shows better results for 8-8 than for 16-
16. Actually, we observed that those rather low results at 16 
kHz with the Finnish database come from the MM 
experiment, which is defined by its mismatch in the noise 
condition (the quiet and low-noise conditions are used for 
training, and the high-noise condition for testing). In fact, a 
spectral peak around 6,5 kHz was systematically observed in 
the quiet category, and that peak affects the 16 kHz case, but 
neither the 11 nor the 8 kHz cases.  

 In the columns 16-11 and 16-8, which show the results 
for the unmatched cases with marginalization, we can observe 
that there is no meaningful degradation with respect to the 
matched 11-11 and 8-8 cases.

16–16 11-11 16–11 8–8 16–8
Spanish 80.20 79.71 79.49 73.75 76.88 
Finnish 79.62 83.73 81.17 81.78 80.49 
Danish 67.45 68.55 69.66 64.90 65.24 
Averag

e
75.62 77.11 76.62 73.18 73.98 

 Table 2: Baseline average recognition accuracy for 
the three databases using FF.

In the following, we are going to report recognition 
results from a more robust speech recognizer to further test 
the above proposed technique for unmatched sampling 
frequency, and to avoid the low recognition performance with 
the Finnish database in the 16 kHz matched case. 

3.2. Experimental tests at 16 kHz including a voice activity 
detector and a mean and variance normalization block 

In order to get improved speech recognition performance in 
the tested car environment, two additional blocks were 
introduced in our front-end: a voice activity detector (VAD) 
and a mean and variance normalization (MVN) block. No 
pre-processing as Wiener filtering or spectral subtraction was 
performed.

In our system, voice activity detection is performed 
aiming at removing the non-speech frames. The VAD used is 
the one corresponding to the ETSI DSR-AFE standard [2]. 
Speech recognition accuracy with the FF features both with 
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ithout VAD is shown in Table 3 for the three databases. 
that, when the VAD is included in the recognition 
, insertions are the kind of error that undergoes the 

t reduction, and a better balance between deletions and 
ons results. This type of effect could also be obtained 
ing the word insertion p parameter. 

Accuracy 
%

Del Ins Subs

Spanish
 VAD 80.20 538 1416 1013
AD 88.90 445 498 663

Finnish
 VAD 79.62 960 632 854
AD 83.46 1070 234 425

Danish
 VAD 67.45 529 753 307
AD 77.10 579 548 268

ble 3: Word accuracy for the three databases with 
d without VAD (16kHz sampling frequency).

e MVN algorithm consists of the normalization of the 
and the variance of the speech features proposed in [8]. 
th element of the feature vector at frame n, denoted by
is converted to

where  i=1…Q
[ ] [ ]

[ ]     
[ ]

i i
i

i

X n n
X n

n
µ

σ θ
−

=
+

 (1)

Q is the vector dimension, µi[n] is a local mean 
te, and σi

2[n] is a local variance estimate, which are 
d for each frame as follows: 

][)·1(]1[·][ nXnn iii βµβµ −+−=  (2) 

222 )][][)·(1(]1[·][ nnXnn iiii µβσβσ −−+−=  (3) 

e constant β is a forgetting factor, and the constant θ is 
 introduced to avoid numerical problems when the 
ted standard deviation has low values. After carrying 
veral speech recognition tests for the three databases, 
lues of these parameters were set to: β=0.99 and θ=10.
ble 4 shows the recognition accuracy for the three 
ses and for the three training-test environment 
ing conditions, using VAD and either with or without 
MVN. As it can be expected, both the medium and high 
tched cases (MM and HM) take more advantage of the 
lization than the well-matched case. 

WM MM HM Average
Without MVN

anish 94.90 90.80 76.70 88.90 
nnish 95.00 75.24 76.50 83.46 
anish 91.45 73.97 58.51 77.10 
erage 93.78 80.00 70.57 83.15 

With MVN
anish 95.53 92.54 83.40 91.45 
nnish 96.04 89.40 75.12 88.48 
anish 90.92 77.80 66.12 80.13 
erage 94.16 86.58 74.88 86.69 

ble 4: Recognition accuracies with VAD, and either 
ith or without MVN (16kHz sampling frequency) 



In the tests reported in Table 4, the normalization is 
applied to the FF parameters (plus 1st and 2nd derivatives) 
after the VAD block, so local mean and variance values are 
only updated with detected speech frames. Actually, the 
recognition accuracy resulting from using normalization 
without the VAD block, though surpassed the baseline score, 
was much lower than the result obtained with VAD and 
without normalization. This comparison is shown in Table 5 
for the Spanish database. Notice that the improvements due to 
MVN and VAD appear as additive. 

Accuracy 
%

No VAD 80.20
VAD 88.90
MVN 82.52

VAD + MVN 91.45

Table 5: Recognition results for the Spanish database 
combining VAD and MVN (16kHz sampling 
frequency).

3.3. Experimental tests for the unmatched sampling 
frequency case with the improved recognizer 

After including voice activity detection and mean and 
variance normalization, the speech recognizer was tested for 
the three matched cases (8 kHz, 11 kHz and 16 kHz) and the 
unmatched cases (16 to 11 kHz, 16 to 8 kHz), with the 
Spanish, Finnish and Danish databases. We observed an 
agreement between the empirically optimal θ and β values 
found in the matched 11 kHz and 8 kHz cases and those 
found in the previously tested 16 kHz matched case. 
However, there was a discrepancy for the unmatched case. In 
it, the recognition accuracy for θ=10 was rather low with the 
three databases, so the chosen value was θ=1, actually the 
same that was used in [8]. 

Table 6 shows the average recognition accuracy results. 
By comparing Tables 6 and 2, note that the accuracy 
improvement observed in Table 4 from 16-16 to 11-11 in the 
Danish database, but specially in the Finnish database, no 
longer takes place after the inclusion of VAD and MVN 

  In the columns 16-11 and 16-8, which show the results 
with marginalization, we can observe that there is no 
degradation with respect to the respective matched cases 
(columns 11-11 and 8-8), and even a slight improvement of 
the average accuracy is obtained.   

16-16 11-11 16-11 8-8 16–8
Spanish 90.99 90.00 90.18 86.78 87.70 
Finnish 88.79 87.03 87.62 84.78 83.79 
Danish 79.56 79.15 79.22 74.44 75.52 
Averag

e
86.36 85.33 85.60 81.90 82.29 

Table 6: Average recognition accuracy for the three 
databases using the improved recognizer and FF.
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4. Conclusions
s paper, we have used the same approach as Liu and 
y [1] to face the problem of variable sampling 
ncy in speech recognition, namely, training at the 
t expected sampling frequency, and converting the 

d acoustic models to the new sampling frequency. 
ver, by using frequency-filtered spectral energies 
d of MFCC features, both the transformation of means 
ariances, and the loss in terms of recognition rate are 
d. The latter was experimentally checked by carrying 
eech recognition tests with the digits subsets of three 
hDatCar databases at three different sampling 
ncies: 8, 11 and 16 kHz. Also, a few observations 
ing the use of a voice activity detector and a mean and 
ce normalization algorithm were presented. 
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