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Abstract

In the context of text-to-speech synthesis, this contribution deals
with the segmentation of speech into phone units. Using an
HMM based segmentation system, we proceed to compare sev-
eral phone-level confidence measures to detect potential local
mismatches between the phone labels and the acoustics. As well
as serving this purpose, these confidence measures will help the
system suggest a new local graph of hypotheses for the marko-
vian segmentation system. We propose a new formulation of
a frame-based posterior probability confidence measure which
gives the best results for all of our experiments over a bench of
six confidence measures. Adopting an hypothesis testing for-
mulation, this posterior frame-based measure gives an EER of
12% for a randomly blurred test database.

1. Introduction
Segmenting speech into phone units is by no means a trivial
task. Given a speech utterance realized by a speaker and its par-
ticular phonetic transcription, the precise location of temporal
marks delimiting phone boundaries on the speech is required.
The state-of-the-art systems use a markovian description of the
speech in an appropriate acoustic space. Sequences of Hidden
Markov Models, HMM, are constructed from the phonetic de-
scription of the acoustic observations. As one needs to discrim-
inate phone boundaries, the majority of the phone segmentation
systems postulates a monophone modeling hypothesis. Dur-
ing a learning phase, the parameters of each phone model are
learned through a set of examples using the well known EM iter-
ative scheme. In most cases, HMM parameters are estimated so
that to maximize the likelihood of observations given the mod-
els. During a decoding phase, the segmentation system finds the
most probable alignment between the sequence of models and
the observations. The temporal marks delimiting each phone
are easily recovered using the model transitions on the optimal
path alignment.
The literature review has shown that the statistical framework
previously described gives satisfactory results [1]. The method-
ology of evaluation is a discussed key topic of this research ac-
tivity. Questions related to the best way to evaluate speech seg-
mentation into phone segments and the existence of consensus
in comparing automatically and manually segmented temporal
marks are tackled. Along these questions, there is the ultimate
concern about accuracy as far as the manual temporal marks are
concerned, bearing in mind the inevitable confusion between
phone segmentations generated by two experts on the same task.
We formulate here our first hypothesis: an HMM based segmen-
tation system works as its best as a human expert if the system
knows exactly the phonetic transcription of the acoustic utter-
ance. This is a strong assumption because one should need to
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out an acoustical (human) expertise to assert this correct
ription.
ropose to weak our previous hypothesis by relaxing the
phonetic transcription with the exact phonemic transcrip-
Under the same phonemic symbol, various acoustic real-
ns can be found depending on the coarticulation context of
alized phone. These phonetic variations can be catched by
ture of gaussians for the observable densities of probabil-
nder this hypothesis, the constraints of the system will be
tringent to the signal and its phonemic transcription than
gnal and its phonetic transcription.
ince the HMM framework is well adapted to introduce
ts of pronunciation, all is needed is to extend the graph
del hypotheses and let the decoding phase find the best
ent. The main drawback of this scenario is that as the

es of freedom increase, the system becomes unstable and
ccurate.
erive the following working hypotheses from the previous
ks:

The segmentation system operates only with text and sig-
nal. The grapheme/phoneme transcription should be car-
ried out automatically. The risk of a mismatch between
the signal and its phonemic representation can be locally
very high.

Given a specific phoneme, all of the acoustical realiza-
tions are captured by a single HMM model using mixture
of distributions for the observable densities.

In order to correct the automatically generated phone-
mic transcription and achieve good segmentation scores,
local mismatches between the phonemic transcription
and the acoustics must be detected and alternative labels
should be proposed relaxing the constraints of the model
description.

idering the wide scope of this topic, the work presented
y addresses only the detection problem. Hence, we turn
tention towards methods of scoring the confidence of this
tic-to-phonologic mapping.
n 2 presents the technical description of the segmentation

and outlines the methodological framework proposed to
ur hypotheses and section 3 presents the main results of
tudy.

2. System overview
urpose of this section is to describe in some details the

ithms involved in the segmentation and phonetic verifica-
asks. Following a baseline HMM system description, six
ence measures are detailed. The problem of defining cor-
ss of a label for a given speech segment is presented in
neral framework of decision theory.



2.1. Baseline HMM segmentation system

As described in [2], the proposed system is built over the HTK
toolkit [3]. Each utterance is defined by a sequence of acoustic
observations and a sequence of phonemic labels. These phono-
logical labels can be automatic or exact transcribed labels de-
pending on the task performed. During the learning phase,
hand-labeled phonemic symbols are used. During the decod-
ing phase, automatically transcribed symbols are used.
A phone HMM is defined with a three-states left-to-right model
with loops on the emitting states. Each emitting state uses a six
components gaussian mixture with diagonal covariance matri-
ces. The optimization step is carried out on a learning set with
the standard Baum-Welch iterative process.
The acoustic features are the classic Mel Frequency Cepstrum
Coefficients, MFCC, associated with the parameter of energy
and augmented with the deltas. These features spread over a 28
dimensional real space.
This baseline system reaches a 18 ± 0.3 ms Global Root Mean
Squared segmentation error within a 99% confidence interval
on a phonemically hand-labeled test set [2].

2.2. Hypothesis testing framework

The main objective of this work is to quantify the performance
of a phone label in term of matching the acoustics along the best
path alignment. We consider here the confidence measures as a
new kind of observation and we need to apply a decision pro-
cess to either accept or reject a phone model with its acoustic
alignment given the confidence measure of this phone align-
ment. Consequently, two types of error can occur: a type I error
if the phone alignment is rejected by the decision process when
it is in fact true (false rejection) and a type II error if the phone
alignment is accepted when it is false (false alarm). A Detec-
tion Error Tradeoff, DET, curve illustrates the relation between
P(type I error) and P(type II error), i.e. the relation between the
false alarm and the false rejection.

2.3. Confidence measures

A confidence measure is a function which quantifies how
closely a model matches a sequence of observations [4]. The
values of the function must be comparable across different
acoustic segments. Furthermore, a measure requires that under
the same kind of matching the values belong to the same range.
This work focuses only on phone-level confidence measures de-
rived exclusively from the acoustic models (HMM). The tested
measures do not require training explicit alternate models or us-
ing additional extraneous features than those used by the base-
line segmentation system.
In the literature of confidence measures, two slightly different
approaches can be distinguished:

• methods based on scaling the target model likelihood by
the likelihood of an alternate model.

• methods based on estimating a posterior probability.

After introducing notations, we present the different acoustic
confidence measures that will be involved in the experimental
tests.

2.3.1. Notations

Let HN
1 = {H1, · · · , Hn, · · · , HN} be a hypothetic phone-

mic sequence for an utterance. Let OT
1 be the observable ran-

dom process with OT
1 = {O1, · · · , Ot, · · · , OT } which corre-

sponds to the HN
1 utterance. Ot is a random variable at a time
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t t taking values in the continuous acoustic feature space.
den Markov model assumes that the observations are con-
ed by an unobservable random chain QT

1 whose variables
alues in a discrete space.
be a function mapping a phone label sequence to an HMM
l sequence. The space of HMM models is a discrete fi-
pace whose values λi denote a specific HMM model for
i ≤ I . A Viterbi alignment between Λ(HN

1 ) and OT
1

s of the most probable state sequence Q̃T
1 . We note

n) the sequence of observations coming with the optimal
ent Q̃Λ(Hn) of model Λ(Hn) obtained from the decod-

rocess between Λ(HN
1 ) and OT

1 . Let b(n) and e(n) be
ral indices denoting where the phone Hn respectively

s and ends on the sequence of observations. We have
n) = O

e(n)

b(n) . We note l(Λ(Hn)) = e(n) − b(n) + 1,
mber of acoustic frames seen through the current HMM
) on the current alignment.

Likelihood ratio

e decoding level, the score of the best phone sequence
hesis is relative to the current observations and compara-
ith the other decoding hypotheses of this same utterance.
one-level confidence measure can be built by scaling the
i score over the segment OΛ(Hn) by the probability of
tch-all model [5]. This probability can be estimated by

inalizing over all the possible phone models λi weighted
ir a priori probabilities P (λi):

(Λ(Hn)) = log
P (OΛ(Hn), Q̃Λ(Hn)|Λ(Hn))∑I
i=1 P (OΛ(Hn), Q̃λi |λi)P (λi)

Q̃λi is the Viterbi alignment between the segment
n) and the HMM λi.
e normalization of the previous ratio leads to the definition
LR as follows:

nLLR(Λ(Hn)) =
1

l(Λ(Hn))
LLR(Λ(Hn))

Segment-based Posterior Probability

egment-based measure SPP (Λ(Hn)) is defined from the
teriori probability of a phone model Λ(Hn) given the
tic observations and the model parameters. The priors are
ximated as previously using a contextual independence as-
tion. The measure is evaluated at the decoding process
the optimal hidden state sequence Q̃Λ(Hn).

(Λ(Hn)) = log
P (OΛ(Hn), Q̃Λ(Hn)|Λ(Hn))P (Λ(Hn))∑I

i=1 P (OΛ(Hn), Q̃λi |λi)P (λi)

e normalization of the previous ratio leads to the definition
PP as follows:

nSPP (Λ(Hn)) =
1

l(Λ(Hn))
SPP (Λ(Hn))

Frame-based Posterior Probability

idering an HMM as an acceptor model [4], the a posteriori
bility can be formulated as:

Hn)|OΛ(Hn)) ≈
∑
Λ(Hn)

b(n)∏
t=e(n)

P (Qt|Ot)
P (Qt|Λ(Hn))

P (Qt)
P (Λ(Hn))



In [6], this local posterior probability P (Qt|Ot) is directly ob-
tained through a neural network. In this work, we estimate this
probability using the Bayes’ rule:

P (Λ(Hn)|OΛ(Hn))

≈
∑

QΛ(Hn)

e(n)∏
t=b(n)

P (Ot|Qt)P (Qt)

P (Ot)

P (Qt|Λ(Hn))

P (Qt)
P (Λ(Hn))

≈
∑

QΛ(Hn)

e(n)∏
t=b(n)

P (Ot|Qt) P (Qt|Λ(Hn)) P (Λ(Hn))∑I
i=1

∑J(i)
j=1 P (Ot|qi

j) P (qi
j |λi) P (λi)

where P (qi
j |λi) is the probability that HMM λi occupies its

state qi
j . As we use left-to-right models with no-skips, this

probability can be estimated by the ratio between the mean
duration of state qi

j occupation, d̄(qi
j), and the mean duration

of the model λi occupation, d̄(λi). The mean state duration
d̄(qi

j) is equal to 1/(1 − ai
jj), where ai

jj is the transition prob-
ability from the state qi

j to itself. The model mean duration
d̄(λi) is equal to the sum of the mean durations of all its states
(qi

j , j = 1, ..., J(i)).
Marginalizing over all possible state sequences QΛ(Hn) is time
consuming. Only the best state path Q̃Λ(Hn) = Q̃

e(n)

b(n) is con-
sidered. The frame-based posterior probability FPP (Λ(Hn))
is expressed as follows:

log

e(n)∏
t=b(n)

P (Ot|Q̃t)
d̄(Q̃t)

d̄(Λ(Hn))
P (Λ(Hn))

∑I
i=1

∑J(i)
j=1 P (Ot|Qt = qi

j)
d̄(qi

j)

d̄(λi)
P (λi)

A time normalization of the previous ratio leads to the definition
of nFPP as follows:

nFPP (Λ(Hn)) =
1

l(Λ(Hn))
FPP (Λ(Hn))

This confidence measure formulation is a new one. It is specific
for the case of hidden markov models with no-skips and no-
shared states. Other formulations using counting or learning
alternate models can be found in [7].

3. Evaluation
This section presents the evaluation methodology adopted and
the results obtained for the segmentation task. More precisely,
we are concerned with the correct matching between phone la-
bels and the acoustic observations. The operational hypothesis
adopted assumes that we only knows an automatic phonemic
transcription of the signal. An error between two sequences of
phone labels could be characterized by a substitution, an inser-
tion or an elision.

3.1. Methodology

3.1.1. Databases

We use a continuous speech databases, D, with hand-segmented
phones containing 600 french utterances (about one hour of
speech). The database contains 35334 phone instances. The
speech signal was recorded in a clean environment and sam-
pled at 16KHz. A learning, Dl, and testing, Dt, databases are
derived taking respectively 67% and 33% of the whole corpus.
The learning database, Dl, is used to train the HMM parameters
and to estimate the a priori context independent phone proba-
bilities. The test corpus contains 11656 phone instances and is
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the test corpus Dt we derived two different phonetizations
and DP a

t :

DP r
t is built considering a random jamming of the true

labels found in Dt. The random process works with
three strategies: substitution at the sample place, inser-
tion of a new label, elision of a true label. 50% of the
original labels are blurred.

DP a
t is build considering an automatic

grapheme/phoneme transcription of each text sen-
tence. This configuration relies on the effectiveness of
the transcriber (a french rule-based system [8]). 93% of
these transcribed labels are correct.

Experimental tests

MM parameters are the same throughout the experiments.
a phone sequence from the DP r

t or DP a
t databases, a

i alignment matches the labels with the acoustic obser-
s and gives the automatically labeled and segmented se-
e.

we need to detect the actual mismatch between the hand-
d and segmented reference sequence (Dt) and the au-
ically labeled and segmented one (DP r

t or DP a
t ). To

ve this, we must assign a correct or an incorrect tag to
phone of the automatically aligned sequence from DP r

t

P a
t . This tagging process is based on a joint symbolic

me alignment between the automatically labeled and seg-
d sequence and the hand-labeled and segmented one. For
urpose, we adopt the method described in [9].
given a confidence measure and a threshold, a sequence

cept or reject tags has to be assigned to each phone of a
or DP a

t utterance. The new sequence of tags (accept or
) has to be compared with the true mismatch that we have
uced in the previous paragraph. To construct the ROC
e DET curves we vary the threshold value of the system

alculate the number of correct-accepted, correct-rejected,
rect-accepted and incorrect-rejected labels.

Results

ure 1, we compare false alarm with false rejection ratios.
urves at top were generated from the random test database
as those below were generated from the automatically
ribed database. For both sets of curves, the best perfor-
es are obtained with the nFPP confidence measure. For
easure the DET curve shows an Equal Error Rate of 12%
0% respectively for the DP r

t and DP a
t databases. Due to

ck of space, we could not present the detection and power
curves. Nevertheless, all of our results shows the same
l trend for the nFPP confidence measure.
evelop here a short explanation of the behaviour of the

considering the random blurred test database DP r
t . We

r instance, the operating point at the EER for the nFPP
ence measure. Of the 11678 phone labels in DP r

t , 4363
are correct at the decoding level and 7315 are incorrect.

e EER point, the probability to accept an incorrect label
2 which we will get back 878 incorrect-accepted labels
× 0.12). On the other side, the system will reject 6437

rect labels (7315−878). The 878 incorrect-accepted labels
the lower limit of the incompressibility of the labeling er-
iven the phonetization, the confidence measure and the
n operating point (EER).



4. Conclusions and future work
This paper has presented the introduction of confidence mea-
sures in the context of continuous speech segmentation into
phone units. This study is included in a more general prospec-
tive work on segmenting spontaneous speech with application
in text-to-speech synthesis. The original measure we have pro-
posed within the formal framework of HMM gives experimen-
tally the best scores evaluated through DET curves (12% EER
for a randomly blurred test database).
Our main objective to improve the score of the segmentation
process will consist in doing inference of phonetic realizations
of the speaker from the acoustics. Further research will involve
an interaction of the proposed confidence measure with an au-
tomatic relaxation of the HMM graph.
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