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Abstract

In this paper we address the problem of topic classification of 
speech data. Our concern in this paper is the situation in 
which there is no speech or phoneme recognizer available for 
the domain of the speech data.  In this situation the only 
inputs for training the system are audio speech files labeled 
according to the topics of interest.  The process that we 
follow in developing the topic classifier is that of data 
segmentation followed by the representation of the segments 
by polynomial trajectory models.  The clustering of 
acoustically similar segments enables us to train a trajectory 
Gaussian mixture model that is used to label segments of both 
on topic and off topic data and the labeled data enables us to 
create topic classifiers.  The advantage of the approach that 
we are pursuing is that it is language and domain 
independent.  We evaluated the performance of our approach 
with several classifiers demonstrated positive results.   

1. Introduction 
The question we explore in this paper is that of the extraction 
of content (topics) of interest from a speech corpus when there 
is no reliable speech or phoneme recognizer available for 
either the language and/or the domain of the corpus.  This can 
arise for a variety of reasons, for example, no recognizers have 
yet been built in the language, one is encountering a new 
dialect or there are a significant number of non-native 
speakers of the language in the corpus.  Also it may be the 
case that the available recognizers are not matched to the 
acoustic environment of the corpus of interest.   In addition to  
recognizers not being available we also assume that there are 
no manual transcriptions available for any part of the corpus. 

We will, however, assume there is untranscribed speech that is 
available, and labeled as being from both the topics of interest 
and not being from the topic of interest.  In a previous and 
related work [1] we have explored the use of limited amounts 
of transcribed training for topic identification and the 
consideration of no transcript can be considered as an 
extension of our investigations of the relationship between 
available training data and our ability to extract information 
from speech. 

While this work addresses the issue of topic identification we 
note that parametric trajectory models have also been 
employed effectively on the problem of language 
identification as described in [2]. 
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2. Approach 
pproach to the problem is to automatically discover 
ic units that can be employed to characterize the speech 

he units that we use are based on speech segments that 
tained by automatically segmenting them based on 
l changes.  When segments have been found 
uent processing requires that we create a model for the 
nts.  We create polynomial trajectory models [3,4] to 
terize the segments and this characterization enables us 
orm clustering of the segments followed by the creation 
ssian mixture models. At this point it then becomes 

le to label segmented data with the mixture model by 
g a segment with the number of the highest scoring 
f the mixture model.  This labeling process in effect 
e GMM as a decoder of the speech with the term of the 
e defining the units.  The labeled (automatically 
ibed) data then permits the building of topic classifiers 
e the labels and sequences of labels as features.  We 
er that the units are like phones and the sequences of 
correspond to syllables of the speech.  For ease of 
n we will simply refer to the discovered units as d-

 we will describe the components of our approach in 
 detail.  In Figure 1 we show a block diagram of the 
 components. 

egmentation and Clustering 

er to segment the speech we want to group together 
ces of speech frames that have similar acoustic 
ties.  The segmentation of the speech data is achieved 
eans of identifying the points of discontinuity in 
ces of contiguous feature vectors.  We use an approach 
mputes a discontinuity score as a function of time, 

on a similarity measure between neighboring frames of 
 vectors [5].  The approach also constrains the 
tinuity points by having them have a Markovian time 
ence. The feature vectors used for segmentation are 
l coefficients and frequency band energies computed 
 analysis window.  The segmentation process consists 
puting segments based on three different discontinuity 
 and then combining the results in the final phase.  The 

d is self-normalizing in the sense that the models of 
l discontinuity are learned for each file that is 

nted. 

the segment boundaries of a feature vector file have 
etermined, the segments are clustered into a specified 
r of classes.  As a first step, the distance between every 
 segments is calculated to form a distance matrix.  The 



basis for computing the distance between segments is through 
the creation of trajectory models for the segments and use of 
the generalized likelihood ratio to compute the distance on the 
basis of the trajectories.  The use of the generalized likelihood 
ratio for computing the distance between speech segments was 
first given in [6] and specific details for trajectory models is 
given in [3,4].  After the distance matrix is calculated an 
agglomerative, hierarchical clustering procedure generates the 
specified number of clusters.   

Cepstral feature vectors are used for the distance calculation 
and model training.  For this application each segment is 
represented by a quadratic trajectory model.  For each cepstral 
feature vector, c(n), at frame, n, in a segment of length N,   

c(n) = µ(n) + e(n)     for n = 1, …, N.  

The mean feature vector is µ(n), and e(n) is the residual error 
term.  The mean, µ(n), is modeled as a quadratic function of 
time, 

 µ(n) = b1 +  b2  n  +  b3  n
2      for n = 1, …, N. 

The mean (i.e., the trajectory) is used for the distance 
computation in the clustering process.  Each segment, k, is 
then represented by the model parameters, {Bk, k, Nk}, where 
Bk is the maximum likelihood estimate of the trajectory 
parameter matrix, k is the residual error covariance matrix for 
the segment, and Nk is the number of frames in the segment. 

2.2 Trajectory Mixture Models 

The cluster models serve as the initialization of a trajectory 
Gaussian mixture model (GMM) where the mean of each 
Gaussian component of the mixture is a trajectory in cepstral 
feature space. See [3] for additional details. Each component 
of the GMM models a d-unit corresponding to a segment 
cluster.  After initialization an EM (expectation maximization) 
procedure is used to train the GMM.  Given a GMM of 
trajectories representing the basic acoustic units, we can 
calculate the likelihood that a given test segment is from any 
unit. 

2.3 Topic Classification 

Given the sequence of d-units generated by the trajectory 
model decoder for a conversation, the topic classifier is 
designed to determine whether the conversation is concerned 
with a particular topic.  Four different topic classification
techniques were evaluated: multi-nomial, generalized linear 
model (GLM), support vector machine (SVM), and Tree 
classifiers.  We examined the performance of these topic 
classifiers using the training and test transcripts generated by 
the trajectory model decoder.  The SVMlight software 
package was used for the SVM training and classification  [7].  
The transcriptions of the conversations into d-units were the 
basis of topic features consisting of strings of d-units.  
Features obtained by concatenating two, three, and four d-
units, as well as the single unit, were used in the topic ID 
experiments. 
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3. Experimental Results 
rformance Measures 

the final measure of system performance is topic 
ication accuracy, this was the measure used to evaluate 
nt trajectory mixture models and topic classification 
ues and parameters.  The two types of errors associated 
pic classification are false acceptance (false alarm) and 
ejection (miss).  The output of the topic classifier is a 
ication score.  To make a classification decision, the 
s compared with a specified threshold.  For example, if 
ore is greater than or equal to this threshold, the 
ce is classified as the topic of interest.  Otherwise, it is 
ied as non-topic.  The value of this threshold determines 
erating point of the system in terms of false acceptance 
lse rejection rates.  One relatively standard operating 
orresponds to the equal error rate (EER) point, that is 
lue of the decision threshold for which the false 

ance rate equals the false rejection rate.  The EER is 
in characterizing the system performance in terms of a 
number.  A more complete characterization is given by 
C curve, which is a graph of correct acceptance rate as 

tion of false acceptance rate over the range of decision 
lds. 

eech Data 

ed English telephone conversational speech for training 
sting the topic classification system.  The speech data 
ted of about 40 hours from the Switchboard corpus, 
is available from the Linguistic Data Consortium.  Each 
speech file in the corpus contained a conversation that 
beled by topic.  For our topic classification experiments, 
ersation was defined as on-topic if it was labeled as 
 card use”, “vacation spots”, or “buy car”.  The 
ing conversations were defined as “other”.  Of the 449 
sations used for training, there are 110 on-topic 
sations composed of the aforementioned three topics.  
 the 100 conversations used for testing, there are 30 on-
onversations. 

e Mixture Model Decoders 

n experiments to evaluate different trajectory mixture 
s and training methods.  Our initial models were based 
ning 50 d-units.  We also built models for 100 and 200 
.  The spectral feature vector consisted of 32 
nents consisting of 15 normalized cepstral coefficients, 
ta cepstral coefficients, normalized energy, and delta 
. 

ch input segment the decoder computes the probability 
h mixture component given that segment.  Thus it 
s a vector of probabilities for each input segment.  The 
nent corresponding to the maximum probability was 
 to represent the segment.  In this case the decoder 
tes a sequence of d-units corresponding to these mixture 
nents.  In addition to using the maximum probability it 
 possible to use the sequence of probability vectors for 
nits. 



3.5 Topic Classification Features 

An important problem related to the design of the topic 
classifier is the selection of topic classification features.  As 
we have noted the d-units associated with the trajectory 
mixture model correspond to sub-word (phone-like) acoustic 
data.  The average length of a d-unit is 10 frames, or 100 
msec., and the length varies from about 5 to 30 frames.  
Sequences of d-units have the potential for carrying more 
language information but longer sequences have lower 
probabilities of occurring. 

4.5.1 Discovered Unit Strings
Given a transcription file of d-units corresponding to an audio 
input file, the d-units can be used individually as the topic 
classification features.  However, it was found that n-grams of  
d-units are better features than single units.  These n-grams 
can capture more word and language information.  Given a 
transcription into d-units, overlapping n-grams were 
generated.  Features obtained by concatenating two, three, and 
four d-units, as well as the single unit, were used in the topic 
ID experiments.  For a given conversation, the topic
classification feature file contains the frequency count of each
feature.  The best performance was obtained with bigrams and 
trigrams, and these features were the ones used for the 
experimental results shown in Table 1 below.  The results 
listed in Table 1 indicate that the choice of bigrams or 
trigrams for best EER depends on the trajectory model, the 
number of d-units, and the classifier.  The overall best 
performance was obtained with bigrams (system T6). 

3.5.2 Feature Selection 
In topic classification based on keyword features, it is often 
desirable to discard features that occur only rarely in the 
training data.  Such features can be effective for identifying 
topics in the training data but may not be effective in general 
because they are not present in the  test data.  Therefore, 
features whose counts were less than a specified number were 
not used.  This improved performance for all classifiers. 

A method of selecting features based on a GLM stepwise 
procedure was investigated.  The AIC statistic was used to 
evaluate different models obtained by adding features to an 
initial model [8].  In this procedure features are added until 
there is no further improvement.  The feature set produced by 
this algorithm was used for both GLM and SVM 
classification.  However, it was found that the SVM 
performance based on using features selected according to 
frequency counts was significantly better than performance 
obtained with the GLM features.  We also found that 
weighting the features used by the SVM with the term inverse 
document frequency (tidf), a measure of feature importance 
used in information retrieval applications, proved useful. 

3.6 Topic Classifier Performance 

Topic classifier performance depends on the number of d-units 
and the type of features, as well as the particular parameters of 
each classifier.  The SVM achieved the best performance with 
the bigram features.  In our experiments it was found that the 
choice of the kernel function is important, and that a second 
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e-based classifier was trained using Splus software and 
ART (Recursive Partitioning) library [8].  The RPART 
re builds binary tree classification models using cross-
ion.  It was found that the performance of the tree 
ier was not as good as that of the SVM.  However, the 
and tree classifiers were combined to form a two-stage 
ue in which both the tree and SVM models were used 
sify a conversation.  Only the on-topic outputs of the 
assifier were used.  And the tree  classification score 
cepted if the terminal node probability was not less than 
ified value; otherwise, the SVM score was used as the 
ication score.  In other words, the output of the tree 
ier was used only for on-topic classification, and 
ed only if the probability of the terminal node was high.  
stem T6 shown in Table 1, the value of the tree 
ility threshold was .9.  The SVM/Tree classifier used in 
 T6 exploits the capability of the tree classifier to 
y certain on-topic conversations and provides the best 
l topic ID performance.  

1 lists the EER corresponding to different topic ID 
 configurations.  This table summarizes the major 

mental results.  With the SVM topic classifier, it can be 
hat the model based on 200 d-units provides better

ance than the model based on 50 units, if we compare 
s T5 and T3. There are many other parameters 
ted with training the segmental mixture models, and 

of them were set and held fixed after some initial 
g experiments.  For example, the number of EM 
g iterations was set to 4 after experiments showed that 
uction in error was negligible with a greater number of 
ns.   

 2 is a plot of the ROC for the multinomial, SVM, and 
ree topic ID systems.  It shows that the SVM/Tree 

ier provides the best performance over almost the entire 
f operating points. 

Table 1 
Topic ID System EER 

TID Artificial 
Units

Classifier TID 
Features 

EER 

     
T1 50 GLM bigrams 40% 
T2 50 SVM trigrams 35% 
T3 50 SVM bigrams 30% 
T4 200 Multinomial trigrams 36% 
T5 200 SVM bigrams 27% 
T6 200 SVM/Tree bigrams 24% 



4. Discussion 
The results we have presented show that employing trajectory 
models to represent discovered units can be effective in 
performing topic classification of conversations when 
recognizers and transcriptions are unavailable.  We note that 
we have only implemented the most elementary of possible 
systems and additional improvements are possible. For 
example, we expect significant performance improvements 
when using language models for the d-units and all of the 
probabilities that are generated by the mixture model and not 
just the unit giving the maximum in the decoding process.  
Comparison with our previous work with limited training for 
topic classification [1] shows that having about 4 hours of 
transcribed data for building a speech recognizer would result 
in about one half the best EER that we observed with the 
current no transcription approach.  We believe that this 
performance gap can be greatly reduced. 
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Figure 1: Block diagram of the topic classification system. 

Figure 2: Topic Classification ROC Curve 
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