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Abstract

A main task for computational auditory scene analysis (CASA)
is to separate several concurrent speech sources. From psychoa-
coustics it is known that common onsets, common amplitude
modulation and sound source direction are among the important
cues which allow the separation for the human auditory system.

A new algorithm for binaural signals is presented here,
that performs statistical estimation of two speech sources by a
state-space approach which integrates temporal and frequency-
specific features of speech. It is based on a Sequential Monte
Carlo (SMC) scheme and tracks magnitude spectra and direc-
tion on a frame-by-frame basis. First results for estimating sound
source direction and separating the envelopes of two voices are
shown. The results indicate that the algorithm is able to localize
two superimposed sound sources in a time scale of 50 ms. This
is achieved by integrating measured high-dimensional statistics
of speech. Also, the algorithm is able to track the short-time
envelope and the short-time magnitude spectra of both voices on
a time scale of 10 - 40 ms.

The algorithm presented in this paper is developed for but
not restricted to use in binaural hearing aid applications, as it is
based on two head-mounted microphone signals as input. It is
conceptionally able to separate more than two voices and inte-
grate additional cues.

1. Introduction

For applications such as digital hearing aids or speech recogni-
tions, a main challenge is the improvement of intelligibility or
recognition rate in high levels of speech noise. One strategy to
do this is the separation of the voices by Computational Audi-
tory Scene Analysis (CASA). From Psychoacoustics it is known
that signal features like common onset across frequencies, com-
mon amplitude modulation, common frequency modulation, and
sound source direction are among the most important features
which allow the separation in the human auditory system [1, 2].
Simple models for the extraction of basic features like sound lo-
calization which are able to operate with noisy input have been
developed [3, 4]. Signal processing strategies for the integra-
tion (or ‘binding’) of different noisy features however, are still
missing.

The article shows a possible strategy for integrating noisy
cues and performing on-line statistical filtering on speech. A
basic implementation is sketched, which integrates sound source
direction and temporal features of speech, and first results from
the resulting CASA algorithm are shown.
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SMC Methods for tracking mixed sound
sources

o the uncertainty of the input and the quasi-stochastic na-
f speech, estimating signal characteristics of several talk-
basically a statistical estimation task. If across-frequency
ssing similar to the psychoacoustical phenomenon of co-
lation masking release (CMR) is to be performed, the esti-
n task becomes a multidimensional one. Furthermore, the
ved signals may have less dimensionality than the variable
erest, for example if it is desired to extract the signals from
talkers received by two hearing aid microphones.

convenient description here is a general Markov-type
space model of the form

xk = fk(xk−1,vk−1) (1)

zk = hk(xk,nk) (2)

xk is the state of the interesting system (e.g., the spectral
r densities of the three talkers) at time k, zk is the observ-
e.g., the spectral power densities at the two microphones)
e k, f and h are (generally nonlinear) functions, and vk and
e random variables with known statistics. vk is called ‘pro-
oise’ and nk ‘observation noise’. Let us assume that the

of the state xk describes the whole information of interest,
he spectral power densities of two talkers, their direction,
rrent fundamental frequency and so on. In our applica-

we assume that the state contains the short-time spectral
r densities of the participating voices and the directional
eters azimuth and elevation. So, fk(xk−1,vk−1), which

e expressed also by the probability density function (PDF)
xk−1), quantifies the probability that two speech signals
a given short-time spectrum and a given direction each
e time happen to succeed another two spectra at another
irections at the previous time step. hk(xk,nk) can be
ssed as p(zk|xk) and quantifies the probability that an ob-
tion with a value zk is made when the internal state of the

is xk. The task is now to estimate xk from the values of
≤ i ≤ k with optimal consideration of the known statistics

problem. That is, for the series of observations z1:k the
p(xk|z1:k) is desired.
lgorithms from the family of sequential Monte Carlo meth-
MC methods), also known as ‘Particle Filter’ or ’Conden-
Algorithm’, have been chosen for this estimation task

o several advantages: They are applicable for non-linear
ormations f and h, they are able to represent a contin-
or highly resolved discrete state-space, they are efficient
for a high number of dimensions, and they can represent
aussian distributions of xk.



3. Steps of the SMC Method
As some readers may not be very familiar with SMC methods,
the properties of the basic algorithm are summarised briefly. The
principal approach is to approximate a continuous PDF over the
space of x by a sampled PDF, formed from a set of N pairs of
state vectors xi

k and weights wi
k. The state vector / weight pairs

are also called ‘particles’. A particle can be seen as a weighted
hypothesis of the state of the system at time k. The temporal
evolution of the system is approximated by the following steps
of the ‘bootstrap’ algorithm:

1. initialise the particles by drawing the xi
k from a plausible

initial PDF of p(xk=1), and setting all wi
k to 1/N .

2. predict the new state for each Particle by drawing from
p(xk|xk−1)

3. adjust the weights wi
k according to the observed value of

zk, the anterior weights wi
k−1 and the PDF p(zk|xk).

4. resampling step: eliminate Particles with low weights wi
k

and duplicate those with high weights

5. calculate expectation values of arbitrary functions g(x)
of x of interest by approximating

〈g(xk)〉 ≈
N∑

i=1

g(xi
k)wi

k

6. repeat from step 2

For a wide range of conditions, it has been shown that the
sampled PDF approximates the true PDF with increasing number
of particles N [5, 6].

4. Implementation of a SMC spectral
tracking algorithm

In any implementation of the algorithm summarised above, a
choice for the definition of the state vector and the observable
has to be made, and the PDFs p(xk|xk−1) and p(zk|xk) have
to be represented in some way.

4.1. State Representation

For the experimental implementation of a spectral tracking algo-
rithm suitable for hearing aids, the cues chosen were the direction
of the sound sources, as reflected by the filtering by the head-
related transfer functions (HRTF), as well as a detailed statistical
description of the succession of short-time spectra. The rationale
for this choice was that in psychoacoustics, common frequency
modulation and common onsets are one of the strongest cues
for auditory stream analysis [7], and that, with normal hearing
subjects, directional information provides a small, but robust
improvement in speech intelligibility at very low SNR. Also,
two-channel input has the advantage that the dimensionality of
the observable zk is enlarged.

As elements of the state vector, the azimuth and elevation
as well as the short-time magnitude spectrum of each sound
source were chosen. For the magnitude spectrum, short-time
Fourier transforms were calculated using 16 kHz sampling rate,
a 512 point FFT and 400 point window length, resulting in a
window shift of 12.5 ms. To reduce the dimensionality of the
state vector, the magnitude spectrum was averaged across bands
of 0.5 times the equivalent rectangular bandwidth (ERB) each
up to a maximum of 7 kHz. So, with v being the voice number,
αv and φv azimuth and elevation for the voice number v, b being
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s, and sv,b the ERB-averaged magnitude spectrum for band
oice v, the state vector xkfor two voices becomes:

(α1, φ1, s1,1, s1,2, . . . , s1,B , α2, φ2, s2,1, s1,2, . . . , s2,B)

Prediction and Representation of Statistical Data

e prediction step, a detailed description of the statistics of
ssion of speech spectra was needed. A large codebook with
00 entries was generated from 2,000,000 speech frames ob-
from databases of running speech (PHONDAT and TIMIT

ases [8, 9]). For each speech frame, the ERB-averaged val-
f the magnitude spectrum corresponding to the sv,b values

state vector were calculated. To generate the 100,000
ook vectors, short-time spectra were clustered by a hier-
al clustering method (WARD algorithm, [10]). The code-
was tested by quantising the magnitude spectra of speech
the database while preserving the phase. The overall quan-
n noise of the codebook defined as the variance between
e and the quantised spectra was between 6 and 8 dB. Infor-

erification of the codebook showed good intelligibility, but
what degraded quality of coded speech signals, that were
rt of the training material.
sing the generated codebook, frequencies of transitions
en discrete states are represented in a Markov transition

x. In order to derive the transition matrix between the
ook entries, 2,500,000 successive short-time spectra (again
the TIMIT / PHONDAT databases) were vector-quantised
the codebook, and the frequency of each transition pair
en the different spectral representants were counted, rep-

ting p(xk|xk−1). The counting is a rather time-consuming
ith a duration of several weeks but the transition ma-

nly has to be created once for one given coding scheme.
ielded empirical transition frequencies between states were
to draw new states from each actual state in the prediction
f the algorithm. During the filtering operation, prediction
muth and elevation was done by adding a simple Gaussian
bution with 2.5◦standard deviation for the azimuth and 1.5◦

e elevation.

Weighting Step

weighting step, the hypothetical binaural short-time spec-
r each particle were calculated using the stored codebook
ra and head-related transfer functions (HRTFs) from the

HRTF database [11]. From this hypothetical spectra and
al observed spectra, an approximate value p(zk|xk) was
lated from a multidimensional Gaussian PDF with a stan-
deviation equal according to the quantisation noise of the
ook.

Resampling, Calculation of Expectation Values, and
lisation

pling was done using a standard algorithm described by
mpalam [5]. In the last processing step for each frame,
tation values for the overall short-time level in the linear
in, the average estimated voice spectra expressed in dB and
irection of the voices expressed in Cartesian coordinates
calculated.
itialisation of the particle states was in case of the azimuths

rmed by assigning values from a uniform distribution in
nge from -80◦ to 80◦. For the elevations values between
nd 45◦ were used. Initial spectral states were drawn from
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Figure 1: Expectation value of azimuth and true azimuth for one
voice moving with 20◦ per second
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Figure 2: Expectation value in dB of short-time level and true
level for one voice

the codebook according to the total frequency of spectra in the
Markov transition matrix.

The algorithm was implemented nearly completely in the
Python scripting language. A few low-level routines were im-
plemented in C for speed reasons.

5. Results
The algorithm was tested with known signals from PHONDAT.
One or two voices were convolved with impulse responses from
the HRTF database, linearly superimposed, and then subjected to
the same short-time analysis as used for the codebook generation.
The number of particles N was adjusted to the number of voices
in the input. For the one-voice experiments, N = 70, 000, for
the two-voice experiments, N = 2, 000, 000 was used. Using
a lower number of particles generally results in larger azimuth
errors or front/back confusions, and the occurrence of losses
of the spectral track. Computing time for 70,000 particles and
one voice was about 52 seconds per short-time window on a PC
system with Athlon 1.5 GHz CPU.

In figure 1, the azimuth expectation value for one moving
voice initialised at 0◦ is plotted. The estimated azimuth value is
close to the true azimuth value after the first few frames. Figure 2
shows for one voice the expectation value of the short-time level
at the source, calculated for each analysis window, and the true
level. The estimated level follows the true level rapidly. In
figure 3, the estimated source spectra for two sources in two
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quent time steps are plotted jointly with standard deviation
s and with both true spectra. On the left and right hand

the estimates for the source spectra of the first and second
er a shown, respectively. In the upper row, the estimates
e 12th speech frame are shown, in the lower row those for
number 13. In frame 12, both voices have approximately

me level, while in frame 13, the intensity of the first voice
mbols) has fallen, while the second voice (× symbols) has
sed intensity. Also, the formant structure of the voices is
nized partially, for example the maxima at 1, 2, and 4 kHz
e first voice.
enerally the estimated spectra follow the true ones in over-
el and shape, and the standard deviation is usually very

. The standard deviation becomes larger when more un-
nty is associated with an estimate, e.g. if one voice is
lower in intensity than the other. In this case, the acousti-

atures for the lower-intensity voice may become extremely
d as compared to observation and quantisation noise.

6. Discussion
the presented data the conclusion can be drawn that the al-
m converges rapidly within the first time steps of speech,

ly on a time scale of 35 - 50 ms. Quite accurate and fast
th tracking is possible as well as a fast estimate of the
time spectra of the participating voices. However, in two-
situations, the estimated spectra still differ significantly

the true spectra of the sound sources. This may have sev-
easons: First, the particle number may be still too small.
dly, it is likely that the sub-optimal codebook limits the

y of the tracking algorithm by the coarse representation of
ble spectra. For example, in some cases the formant struc-
f the signal is smoothed out. Therefore a better codebook

sentation would enhance the tracking of the signals.
he algorithm is quite computing-intensive. However a
er of possible modifications exist which have the potential
rease the computing time drastically, such as better code-
representation, more exact statistical models of speech, as
s the use of more sophisticated members from the SMC al-
m family. The power of improved state representations has

demonstrated in the visual domain e.g. by Isard [12, 13].

7. Conclusions
w type of algorithm for separating several voices has
presented, which integrates high-dimensional statistics of
ro-temporal features of speech by use of Sequential Monte
Methods. A basic implementation is able to track the az-
of moving sound sources, as well as the short-time level
e voice and an estimate of the short-time magnitude spec-
showing convergence within 50 ms or less. Furthermore,

resented algorithm allows to include additional cues in a
less manner.
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Figure 3: Estimated short-time spectrum for a mixture of two voices, abcissa is in Hz, ordinate in dB. In each row, one frame is plotted,
in each plot the estimated spectrum for one voice and the true spectrum of both voices (time steps 12 and 14)
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