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Abstract 

This paper describes several methodologies for collecting 
conversational telephone speech (CTS) comparing their 
design, goals and yields. We trace the evolution of the 
Switchboard protocol including recent adaptations that have 
allowed for very cost-efficient data collection. We compare 
Switchboard to the CallHome and CallFriend protocols that 
have similarly produced CTS data for speech technologies 
research. Finally, we introduce the new “Fisher” protocol 
comparing its design and yield to the other protocols. We 
conclude with a summary of data resources that result from 
each of the protocols described herein and that are generally 
available. 

1. Introduction 

Large volumes of conversational telephone speech are crucial 
to progress in speech technologies such as speech recognition, 
to research programs that rely on speech recognition output 
such as the NESPOLE program sponsored by the European 
Union and to commercial applications that assume speech 
recognition as a component such as dialog systems for banks. 
This paper discusses methodologies for collecting 
conversational telephone speech that have evolved over 
dozens of projects involving thousands of speakers. 
Observations of human subjects’ responses to collection 
procedures identify methods that yield more natural data 
while reducing cost. All of the data sets described herein are, 
or will shortly be, generally available for use in linguistic 
education, research and technology development. 

2. Collection Types 

This section compares four distinct telephone collection 
protocols from the perspective of their goals and designs. The 
first of these, the Switchboard protocol, typically involves 
several hundred speakers each of whom completes an average 
of 10 telephone calls to other study participants. Generally, 
Switchboard subjects do not know each other and discuss 
assigned topics for 3 or 5 or 6 minutes. To increase variability 
in handsets and environmental factors, Switchboard subjects 
are encouraged or required to use different phones, to limit 
their activity to one call per day and to make calls variably 
from indoor and outdoor locations and as passengers in 
moving vehicles. Switchboard has been used most often in 
speaker identification and verification. Other researchers have 
used the transcribed portions of Switchboard data for speech 
recognition, discourse analysis and sociolinguistics, among 
other disciplines. 

The CallHome and CallFriend protocols support, 
respectively, large vocabulary, continuous speech recognition 
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guage identification. CallHome and CallFriend studies 
typically included 100 to 200 participants, native 
rs of the language under study, who make a single 20-
inute call to a close friend or family member. 
pants choose their own topics of conversation. In 
me the majority of calls originate inside but terminate 
 of the United Stated. In order to support speech 
ition research, CallHome corpora include not only 
but also transcripts and pronouncing lexicons. 

me pronouncing lexicons contain one entry for each
 forms that appears in the transcripts. For each entry, 
re at least pronunciation fields and frequency counts; 

appropriate there will also be romanizations, 
ological analyses, tone markings, syllabifications and 
. CallFriend shares many features with CallHome. The 
ifferences are two: the CallFriend protocol allows for 

tic calls and does not require transcripts of the audio. 
he past few years, however, parts of several CallFriend 
a have been transcribed to extend their use beyond 
ge identification research. 
e Fisher protocol is the most recent conducted by LDC.  
unique in being “platform driven” where previous 
ols have been “participant driven” In Switchboard, 
me or CallFriend, the collection platforms remain 

nt until they are activated by an incoming call. During 
imes when no participant initiates a call, no collection 
. In Fisher, the platform initiates all calls. Participants 
nly answer their phones though a variant of the Fisher 
ol allows subjects to initiate calls. During the calling 
e Fisher platforms calls all eligible subjects at the times 
mbers they specified pairing subjects as it finds them. 
e first phase of Fisher data collection began in 
ber 2002 and ended in March 2003. Most Phase I 
ts participated in a single 10-minute telephone call 
 a small number of  subjects, those recruited during the 
eeks of the study, participated in as many as 3 calls. 
witchboard, Fisher participants speak to one another on 
ted topics. During registration, participants may view 
 of topics via the Internet. Every 24 hours a new topic 
cted at random from the list of 40 and assigned to all 
ts paired on that day. Subjects may opt-out of a Fisher 
sation if the topic does not suit them. 
e of the primary goals of the Fisher collection was to 
e a representative distribution of subjects across a 
 of demographic categories including: gender, age, 
 and English language fluency. Subjects also provided 
ation regarding their level of education, occupation and 
tence in languages other than English.  



3. Collection Procedures 

Conversational telephone speech collection projects progress 
in multiple, partially overlapping phases: recruitment, 
collection, auditing/compensation. Recruitment is the crucial 
and sometimes under-valued aspect of data collection for, 
without participants, there are no data. Several factors in the 
recruitment process have had profound effects on the 
collection outcomes. These include 1) the time of year when 
the collection runs and 2) hours of the day when calls are 
possible 3) the size of the recruit pool in absolute terms and 
4) the size of the recruit pool relative to the target number of 
subjects and calls 5) the subject compensation and how it 
relates to the goals of the study. For example, during 
Switchboard Cellular Phase I (1999-2000), the  requirement 
that participants make phone calls from outdoor locations lead 
the study to begin several months earlier than originally 
planned in order to avoid the cold winter months. 

Ideally, the call collection phase begins as soon as a 
sufficiently large pool of subjects have been recruited. Where 
the lag between recruitment and call collection is too great 
participant interest wanes. Alternately, where collection 
begins too soon, an adequate subject pool cannot develop and  
the dearth of available participants leads to an increase in the 
time required to pair caller and callee which leads in turn to 
frustration for callers. The ideal size of the recruit pool varies 
with the protocol. CallHome and CallFriend protocols can 
begin with just one recruit. In Switchboard studies, a recruit 
pool of 200 is desirable while optimal Fisher performance 
seems to require about 1000 recruits. 

Advertisement generally involves both print and 
electronic media. In CallHome, CallFriend and Switchboard, 
recruiters use newspapers and posters targeted toward the 
population under study. The Fisher protocol has operated in 
situations requiring relatively small contributions from very 
large number of subjects representing many regional, and 
social groups. In these cases, recruiters have used electronic 
mail, newsgroup postings, web pages and banner ads 
appearing in the margins of search engine returns. In order to 
address specific gaps in coverage, Fisher recruiters have also 
used advertisements in regional and special interest 
newspapers. Wherever electronic and print media fail, 
advertisement during talk radio programs provides an 
effective if expensive alternative. 

Interested, potential participants respond to solicitations, 
contacting recruiters via phone or e-mail. Since these studies 
are conducted under the auspices of a U.S. university, they are 
subject to federal regulations on the ethical treatment of 
human subjects. Potential subjects learn that: 1) their speech 
will be recorded for research and educational purposes, 2) 
their demographic information will be shared along with the 
audio data while 3) their contact information is kept 
confidential. 

Each potential participant receives a set of detailed, 
written instructions that reiterate the rules of participation 
including the duration of the study and compensation rates. In 
telephone studies, the instructions include the participant's 
unique number (PIN) and the series of prompts that will be 
heard. In telephone collections, participants indicate their 
consent to have their voices recorded multiple times. After 
receiving their written instructions, subjects must call the 
robot operator to indicate their consent and activate their 
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e their consent to be recorded. 
each study, recruiters closely monitor participant 

or adjusting study parameters in order to obtain the 
 number and demographic spread of subjects. A team 
itors listens to each call within a few days of its 
tion. Auditors check the signal quality, language and 
f each call and, in collections requiring multiple calls 
bject, confirm that each call associated with a PIN 
s the same speaker. Once auditors have approved a 
he subjects become eligible for compensation. A 
te utility runs on a weekly basis to generate lists of 
ts to receive compensation. From this point, researchers 
be separate calls into subsets to meet different 
logy development and evaluation needs or receive one 
e layers of annotation. 

4. Collection Technology 

ariety in the protocols described above require 
ne collection systems that are accurate, reliable, 

e, economical, and capable of delivering real world 
LDC’s collection systems leverage off-the-shelf 
re to provide robust but portable solutions. The call 

ion systems consist of custom-written software that 
commercial telephony hardware and commercial 

nal database software. The platform can record multiple 
neous conversations without operator intervention. A 

project database, containing both demographic and call 
 information, supports all recruitment, collection and 

ng functions. The demographic information is entered 
 recruitment. The call activity statistics are updated 
me a participant tries to make a call, or receives one. 
e current LDC collection platforms are Windows NT 
 with a high capacity RAID and Dialogic telephony 
re and software. The call logic software handles 

pant validation, T-1 signaling, initiation/termination of 
ing and error handling. The telephony software is 
 in VOS, a programming language developed 
lly by Parity Software, long since absorbed by 
ic. The platform can record up to 12 simultaneous 
sations arriving via leased T-1 line. 

5. Observations 

r experience with more than a dozen telephone 
ion projects offers a recurring lesson: all telephone 
ions are different. Although one may plan a collection 
upon previous experience, every plan must anticipate 
s. 
the two Cellular Switchboards distinct but different 
s of subject calling behavior became apparent. The first 
r study targeted cellular phones that use the GSM 
k type. In the United States, Omnipoint was one of 
ger GSM service vendors during the period of the 
ion. Our contacts at Omnipoint graciously agreed to 
age their own staff to join the study. Figure 1 shows 
tivity in this study. In Figure 1, the circle is a 24 hour 
where activity during each hour is plotted along the 
representing that hour as distance from the center of the 
The points are then connected to create an area which 
 highlighted. The peaks at 1:00, 3:00, 6:00 and 9:00PM 
nt,  presumably, lunch, afternoon break, end of the 



work day and the hour after dinner for this group. Call 
activity naturally varies with the availability of the platform 
and the lifestyles of the subjects recruited so that other 
Switchboard collections show different patterns. For example, 
the peaks in Switchboard Cellular 2 occurred at 2:00, 4:00, 
6:00 and 11:00 while the previous Switchboards, where the 
platform was more generally available, showed relatively 
lower levels of call activity distributed more evenly across the 
calling-day. It seems clear that one can partially influence the 
calling behavior of subjects. In recent studies, we have 
preferred to permit calls from the early afternoon into the late 
evening. This allows programmers to implement platform 
changes during the early part of the workday and concentrates 
call activity in order to increase the probability of finding an 
available participant and thereby reduce the time necessary to 
pair caller and callee.  

Figure 1: Call activity in Switchboard Cellular Phase 1 by 
time of day. 

By analyzing call activity in the previous studies, we were 
able to adjust the rules of Cellular Phase 2 participation to 
increase the chance that a caller would quickly connect with a 
callee. Comments from subjects collected after the studies 
ended, reflect the difference between Cellular Phases 1 and 2. 
In the former, many subjects commented that it was difficult 
to find someone to talk to. Such problems all but disappeared 
in Cellular Phase 2. 

During the first Switchboard Cellular collection (1999-
2000), our goal was to collect 10 6-minute calls from 190 
GSM cell-phone users balanced by gender. Our most 
successful means of recruitment was among the employees of 
a local GSM provider. However, we were still only able to 
recruit 293 participants, not enough to compensate for 
participants who did make calls or receive the number of calls 
required. In the case of Switchboard Cellular, we found that 
the phones of many of many participants were unavailable 
during those times the participants themselves had agreed to 
receive calls. We learned that this resulted from participants' 
habit of turning off their cell phones when not in use. To 
counter this problem and to reduce the frustration of those 
subjects who were initiating call, LDC recruiters contacted 
participants on multiple occasions via phone and mailings to 
remind participants to: 1) change their availability schedule to 
better reflect those times when they really could receive calls, 
2) leave their phones on during the their "available" times, 3) 
be sure to initiate calls. In a further effort to encourage 
participation, we instituted a participant lottery for those who 
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ted the study (10 calls). While this study proved to be 
 our most efficient in terms of the number of subjects 
nished the study, it was also our most labor-intensive 

e goal in Switchboard Cellular 2 was to collect 10 calls 
rom 210 participants balanced by gender but with no 
ion on cellular networks represented. We recruited a 
f 591 participants and instituted a sliding pay scale that 
ered subject costs for each call 2) offered a large bonus 

pleting the study (the 10th call) and 3) offered smaller 
s for participation after the subject had completed the 
d number of calls. These measures provided strong 
tion to the subjects and minimized the LDC's 
ent in under-performers. As a result, we were able to 
te Switchboard Cellular Phase 2 in about one month. 

 2: Number of Calls Completed by Percentage of 
t Pool for 5 Switchboard Collections. 

 2 shows participant behavior in each of the 
board collections as the number of calls completed by 
centage of the subject pool. Switchboard Cellular 2 has 
htest distribution of subjects around the goal of 10 
or Switchboard 2.1 through 2.3, the goal was to collect 

rage of ten calls per participant. Although these studies 
ally met their goals, Figure 2 reveals a very diffuse 
ution of participant performance. In the Cellular 
, the goal became having a minimum number of 
ts who participated in at least 10 calls. The labor 
ve approach adopted in Switchboard Cellular 1 
ed a funny distribution of subject performance and was 
in terms of recruiter effort. The approach used in 
board Cellular 2 produced a distribution that is very 
 centered around a mode at ten calls and was in every 
ay, more efficient. 

ough only in the first phase of collection, Fisher has 
ed more data at faster rates than has been accomplished 
usly. In just four months, LDC has recruited almost 
articipants for Fisher. This exceeds all previous LDC 
 during the past 8 years combined.  Of those recruited, 
ave participated.  This number represents more talkers 
 all previous phases of Switchboard combined. 
her attempts to collect CTS data from representative 
 of  the U.S. population. Phase 1 results were 
aging. Although one might target a perfect 50/50 
 distribution among subjects, previous studies have 
 that females join such studies more frequently and 
pate more fully that males. All previous studies have 
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SB2.1
SB2.2
SB2.3
Cell1
Cell2



struggled to attain a 60/40 female to male ration. In Fisher 
Phase 1, 27% of all participants were male. In order to model 
the speaker population fully, age variation is also crucial. 
Most previous CTS studies have exploited the college student 
population. In Fisher Phase 1, 37% of the subjects are aged 
16-29 while 48% are aged 30-49 and 15% are over 50. Fisher 
subjects also represent a variety pronunciations including 
U.S. regional pronunciations, non-U.S. varieties of English 
and foreign-accented English. Figure 3 shows the regional 
distribution of Fisher subjects using the major dialect 
boundaries drawn by William Labov’s Phonological Atlas of 
North America (2003). 

Variety %
North 23 
Midland 27 
South 23 
West 14 
Canada 1 
Non-North American 3 
Non-Native 8 

Figure 3: Regional/Linguistic Distribution of Fisher Speakers. 

The main challenge in the current Fisher collection, other than 
maintaining a balance of male and female subjects, seems to 
be feeding the insatiable maw of the collection platform. 
Because Fisher subjects typically completed only one call the 
platform accepted and then retired subjects as fast as the 
recruiters could register them. Even though registration was 
almost completely automatic, and recruiter teams could easily 
process up to 500 registrations per day, the number of actual 
registrations was regularly well lower than what the platform 
could handle. The second phase of Fisher will begin within 
weeks of submitting this paper making necessary adjustments 
in recruitment practice to attract a greater proportion of male 
speakers and a greater volume of speakers in general.  

6. Outcomes 

This section will enumerate the resources that the 
Switchboard, CallHome, CallFriend and Fisher protocols 
have produced including those that are generally available 
and those that will be. The parentheticals after each corpus 
name are the ISBN numbers. 

The CallFriend corpora created for language identification 
are available in American English-Non-Southern Dialect (1-
58563-061-6), American English-Southern Dialect (1-58563-
062-4), Canadian French (1-58563-063-2), Egyptian Arabic 
(1-58563-064-0), Farsi (1-58563-065-9), German (1-58563-
066-7), Hindi (1-58563-067-5), Japanese (1-58563-068-3), 
Korean (1-58563-069-1), Mandarin Chinese, Mainland 
Dialect (1-58563-070-5), Mandarin Chinese, Taiwan Dialect 
(1-58563-071-3), Spanish, Caribbean Dialect (1-58563-072-
1), Spanish, Non-Caribbean Dialect (1-58563-073-X), Tamil 
(1-58563-074-8) and Vietnamese (1-58563-075-6) 

The CallHome corpora were created for large vocabulary 
continuous speech recognition. For each CallHome language, 
LDC has released audio, transcripts and a lexicon. Due to 
space constraints, the identifying information for only the 
audio follows. The LDC Catalog gives links from the audio to 
the transcripts and lexicons. CallHome corpora are available 
in the following: American English (1-58563-111-6), 
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an Arabic (1-58563-114-0, 1-58563-243-0), German 
63-117-5), Japanese (1-58563-077-2), Mandarin 
e (1-58563-080-2) and Spanish (1-58563-083-7). 
ere have been six Switchboard collections conducted in 
. Texas Instruments pioneered the first study in 1990-1 

ing 543 speakers who completed 2400 calls. LDC 
ted the next five phases: Switchboard 2 Phases 1, 2 

and Switchboard Cellular Phases 1 and 2. Switchboard 
se 1 included 657 speakers from the Mid-Atlantic 
, who completed 3638 calls. Switchboard 2 Phase 2 
ed 4,472 telephone conversations from 679 participants 
ved in the Mid-Western states. Switchboard 2 Phase 3 
ed 640 participants from the American South who 
ted 2728 calls. In Switchboard Cellular Phase 1, 254 

ts completed 462 calls using primarily GSM cell phone. 
second phase, 418 subjects completed 780 calls using 
 non-GSM cell phones. LDC has published 
board 1 (1-58563-121-3), Switchboard-2 Phase 1 (1-

-138-8), Phase II (1-58563-144-2), Phase III (1-58563-
 and one Switchboard Cellular Phase 1 (1-58563-213-
e been published. LDC has also released a subset of 
ibed Switchboard Cellular calls both audio (1-58563-
 and transcripts (1-58563-214-7). 
addition to these basic training materials, LDC has also 
d the corpora used in NIST’s Speaker Recognition and 

Vocabulary Continuous Speech Recognition 
tions. Researcher and technology developers use these 
a to test their systems’ performance against the best-of-
systems that NIST has evaluated formally. The results 
IST evaluations appear on their website. 

e Hub-5 training and evaluation corpora for large 
lary continuous speech recognition are available in:  
 (1-58563-232-5, ), English (1-58563-253-8, 1-58563-
 1-58563-229-5), German (1-58563-247-3, 1-58563-
, Mandarin (1-58563-131-0, 1-58563-252-x, 1-58563-
 and Spanish (1-58563-133-7, 1-58563-248-1, 1-
-235-x). 
ST’s Speaker Recognition Benchmarks for 1996 (1-
-059-4), 1997 (1-58563-142-6), 1998 (1-58563-129-9), 
1-58563-152-3), 2000 (1-58563-192-2) and 2001 (1-

-241-4) have all been released via the LDC. 

7. Conclusions 

 data is crucial to speech research and technology 
pment. This paper compared methodologies for 
ing speech data across more than two-dozen studies 
g LDC procedures for several collection types and the 

e efficiency of various approaches. This paper also 
ed an outline of generally available resources created 
h method. 
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