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Abstract
For large-scale deployments of speaker verification systems
models size can be an important issue for not only minimizing 
storage requirements but also reducing transfer time of 
models over networks. Model size is also critical for
deployments to small, portable devices. In this paper we
present a new model compression technique for Gaussian 
Mixture Model (GMM) based speaker recognition systems.
For GMM systems using adaptation from a background 
model, the compression technique exploits the fact that 
speaker models are adapted from a single speaker-
independent model and not all parameters need to be stored.
We present results on the 2002 NIST speaker recognition
evaluation cellular telephone corpus and show that the 
compression technique provides a good tradeoff of 
compression ratio to performance loss. We are able to achieve 
a 56:1 compression (624KB  11KB) with only a 3.2% 
relative increase in EER (9.1%  9.4%).

1. INTRODUCTION 

In large-scale speaker recognition applications,
potentially hundreds of thousands of speaker models
may need to be stored, making the size of speaker
models an important consideration. Reducing the model
storage requirements has two main benefits to such
applications: (1) reduction of required disk space to 
store models and (2) reduction in network loading and 
transfer times, since smaller models need to be
forwarded and loaded during recognition. Additionally,
smaller models will make storage of speaker models on
smart-cards and/or handheld devices, where space is 
very limited, feasible. Of course, recognition
performance is also very important to maintain, so a 
balance must be struck between size and accuracy for
any compression technique.

In this paper we present a novel compression technique
for Gaussian Mixture Model (GMM) based speaker
recognition systems that reduce the size of speaker
models with minimal impact on recognition accuracy.
For GMM systems using a universal background model,
the compression technique exploits the fact that speaker 
models are adapted from a single speaker-independent
model and not all parameters need to be stored. We
show, via experiments on the 2002 NIST cellular
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er recognition evaluation, that there is little
rmance loss with over a 50:1 compression ratio.
ugh the compression technique is described for 
er models, it is equally applicable for any system,
 uses similar model structures, such as speech
nition systems.

emainder of this paper is organized as follows. In 
ext section we briefly describe the GMM based 
er recognition system. This is followed by a
iption of the GMM compressions technique. In
on 4, experiment results showing the impact of 
us model compression parameters are presented
iscussed. Finally we finish with some discussion
onclusions.

MM BASED SPEAKER RECOGNITION 
SYSTEM

structure of the GMM based speaker verification
m discussed in this paper is shown in Figure 1 and 
described in [1]. This type of system is the de-

 standard used for text-independent speaker 
cation applications and has consistently
nstrated high accuracy in many evaluations. 

 front-end processing, features are extracted from
peech signal and feature domain compensation is
ed. In this work, the feature vector (extracted every 
s) is of 38 dimensions consisting of 19 mel-warped
ra, derived from the frequency band 300-3300 Hz,
their first order derivatives, estimated with a 5-
 window. To compensate for linear channel effects
ibly time-varying), standard RASTA filtering is
ed to the cepstra elements. For these experiments,
feature-mapping [2] channel compensation

ique is also applied to the features.

peaker and background models, which are used to
the likelihood ratio test statistic during

cation, are both 2048 order Gaussian Mixture
ls. The equation for a GMM is

( | ( )i i
i

p x p bλ
Μ

=1
) = x ,



with the parameters, 2( ), ( ), ( ))p i i iλ µ σ = ( , of 
weights, means and variances. The background model is
typically trained using 1-2 hours of speech from a large 
number of speakers over a variety of
microphone/channel types. The speaker model is
derived from the background model using the available
enrollment speech and one pass MAP estimation. The 
effect of this adaptive training method is that there is a 
correspondence between mixture components in the
speaker and background models. Empirically it has been
found that adapting only the means and leaving the
weights and variances fixed produces better
performance than adapting all parameters.
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Figure 1 Structure of a GMM-based speaker verification 
system.

For verification, the log likelihood of the input speech 
utterance is computed against both the background and 
speaker models, the difference taken and compared to a
threshold to decide whether to accept or reject the
putative speaker claim.
Typically, a speaker model is stored to disk using
floating-point numbers.  Each component in an Mth
order mixture model using D-dimensional feature
vectors consists of a mixture weight, a D-dimensional
mean vector, a determinant value and a D-dimensional
variance vector. On a machine with 4 bytes per float 
value, this will require 4*M*2*(D+1) bytes. For 
M=2048 and D=38, a model requires approximately
638,976 bytes (624 KB), not counting any minor header 
information.

One obvious way to reduce the model size is to use 
fewer mixtures or reduce the size of feature vectors.
This additionally has the advantage of reducing
verification computations. An examination of the
performance tradeoff for reducing model orders can be 
found in [3]. In [3] it was found that one could reduce 
the mixture orders to 512 with little performance loss. In 
this paper, we will maintain a mixture order of 2048 so
as to focus on the compression technique and not other
factors that may impact performance.

3. GMM COMPRESSION TECHNIQUE 
The new compression technique exploits the fact that
the speaker models are derived from the background 
model and thus have a correspondence between speaker 
and background mixture components. Using this
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ure, we can reduce model storage requirements by
storing the difference between the speaker and 
round model, which we will term the delta
er model. The storage reduction occurs in three
. First, often times only selected parameters of the
er model are adapted from the background model

 only means vectors are adapted), in which case the 
parameters (e.g., the mixture weights and variance
rs) are identical to the background model and do 
eed to be stored in the delta speaker model.
d, not all speaker mixture components are affected

g the adaptive training and so are identical to the 
round model and do not need to be stored in the
speaker models. Third, the difference between the 
er and background model parameters shows a high
e of de-correlation, so we can use quantization
iques, such as Lloyd-Max scalar quantization, to
the number of bits used to encode the delta
eters with minimal impact on the numerical

acy, and hence performance, of the decoded 
eters. Because the background model is shared by

ge number of speaker models it need not be
ressed since it represents a relatively small
ead.

ompression has the following steps: 

ompute the delta speaker model by subtracting the
round model parameters from the corresponding
er model parameters. For a speaker model with the 
 parameters

( ), ( ), ( )), 1,...,s s ssp i i i iλ µ σ = ( = M
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These zero indicator vectors are encoded as M-bit 
strings. When all values in a vector are 0, then a single 
bit is set to indicate the entire vector is zero

(3) Compute the mean and standard deviation of all
non-zero parameters and shift and scale all non-zero
parameters to zero mean and unit standard deviation
values, e.g., 

log ( ) mean( log ( ))log ( )
std( log ( ))

s
s

s

sp ip i
p i

∆ − ∆∆ =
∆

p i
.

This normalization is done to allow the use of standard
quantization tables in the next step. The delta-parameter
means and standard deviations are stored as floating
point values. When a particular parameter has no non-
zero values, then the corresponding mean and standard
deviation are not computed or stored.

(4) Quantize scaled values using an N bit Laplacian
distribution Lloyd-Max quantizer. A Laplacian
distribution was selected based on examination of the
distributions of the delta parameter values. This is
essentially a table lookup of indices in pre-computed
quantization tables1.

For decompression the above steps are reversed. The
determinant is not stored since the log of the variance 
vector is obtained during decompression and the
determinant is easily recomputed.

When using N=5 bit quantization on the delta
parameters from an M=2048 model with D=38 
dimensional features and assuming no zero delta
parameters, the compressed model size would be
(3*2*D*4 + (3*M+3)/8) +M*(2*D+1)*N/8 =100,240
bytes (98 KB); the first two terms are the overhead
information and the third is the parameter information.
This represents a >6x reduction factor over straight
floating point storage. Because the number of non-zero 
delta parameters is data dependent, compressed models
sizes may be less than this maximum size. When using 
only mean adaptation and assuming 5% of the delta
parameters are zero, the model size is further reduced to
(2*D*4 + (M+3)/8) + 0.95*M*D*N/8 = 46,768 bytes
(46 KB); a reduction factor of >13. 

The size of the final compressed model size can be 
controlled by (1) the number of quantization bits N 
used, (2) the value of ε used to determine whether a 
delta parameter is zero and (3) setting the maximum
number of delta parameters which can be declared non-

zero 
such
obtai
comp
perfo

1 Quantization tables were produced using QccPack’s sqlloyd routine
(http://qccpack.sourceforge.net/).
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(this is essentially automatically setting ε to a value
that the desired number of non-zero parameters are 
ned). By using these settings substantial
ression can be achieved with varying losses in
rmance.

lso possible to use the above compression when a 
er model is not derived from adapting a
round model. In this case, steps 1 and 2 above are 
ed and the direct model parameters (log weight,
 vector and log variance vector) are scaled and 
ized. Here Gaussian distribution Lloyd-Max
ization tables are used (again, based on
ination of the parameter distributions). Typically
compression factors can be achieved with minimal
in accuracy. It is also possible to align the un-
ed speaker model to a proxy background model by
g the closest Gaussians and using the above
ential compression scheme. For the experiments in
aper we will focus only on the adapted speaker
l case.

4. EXPERIMENTS
is section we present some experiments showing
ffects of various settings of the compression
e on verification performance. All experiments

onducted using the cellular evaluation data from
002 NIST speaker recognition evaluation and 
ing the NIST evaluation rules [4]. The cellular

s is derived from the Switchboard Cellular corpus 
 1 and consists of conversational telephone speech 
participants using cellular telephones. There are
ale 191 female speakers used for target speakers, 

enrolled with 2 minutes of speech extracted from a
 telephone call.  The tests data consists of 1086
files and 1595 female files with durations of 15–45
or each test file, a set of 11 speakers models are 

d to produce 1 target trial and 10 imposter trials 
e test files produce 11 imposter trials). Only same-
rials are conducted and scores from the male and 
le speakers are pooled to compute results using a
er-independent threshold2. Performance is 
ted in terms of the equal error rate (EER)3. In all 
periments, M=2048, D=38 and only mean vectors
apted for speaker models.

 first experiment, we examine the performance as
ction of the number of quantization bits N used.

is no maximum number of non-zero delta
eters set and ε = 1e-6.

e 1 shows the EER as we vary the number of 
ization bits from 16-1 for each delta parameter.

e are a total of 2269 target trials and 27222 imposter trials.
95% confidence interval on reported EERs is ~ +/- 0.83%.



Also shown is the average model size for each number
of bits. These results (and plots of the entire Pmiss vs
Pfa tradeoff) show that we can use 3-bit quantization 
with no loss in performance. Even reducing down to 1-
bit quantization only increases the EER from 9.1% to
11.4% at a compression factor of 62:1. As an interesting
comparison, using GNU’s gzip (LZ compression)
produces a model size of 582KB.

Table 1 EER for varying number of quantization bits. 
No max non-zero and ε=1e-6.

Number of Quantization Bits 
Float4 16 8 5 3 2 1

Size
(KB) 624 145 73 46 28 19 10

EER
(%) 9.1 9.1 9.1 9.1 9.1 9.7 11.4

With ε = 1e-6, the average number of non-zero delta
mean parameters is 1879 for the male speakers and
2021 for the female speakers. Using a value of ε = 1e-3
reduces these numbers with no change in performance.
In general, the female models were slightly larger than
the male models due to having more non-zero delta
parameters regardless of the value of ε. 

In the next experiment we examined the effect of 
limiting the maximum number of non-zero delta
parameters in the compressed model. Using this setting
would allow one to adjust the maximum compressed
model size allowed. For this experiment the number of 
bits was set to 16 and ε = 1e-6.

Table 2 EER for varying maximum non-zero
parameter settings. N=16 and ε=1e-6.

As seen in Table 2, performance begins to degrade 
when we set the maximum number of non-zero 
parameters to 768 or less. With a maximum of 1024, we 
can decrease the model size by ~50% relative to no 
maximum setting with the same performance. It is 
interesting to note that the relative degradation in EER
as we decrease the maximum number of non-zero 

param
small
[3].

4 We note that un-adapted parameters need not be stored, thus
reducing the storage to 302KB. However, in this paper we report
compression relative to the full GMM storage case since this is our 
default
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All
(~1950) 1024 768 512 256 128 64

Size
(KB) 145 76 57 38 19 10 5

EER
(%) 9.1 9.1 9.3 10.2 11.6 13.6 16.7
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eters matches that seen when we train and apply
er mixture models in uncompressed experiments

aring the results in Table 1 and Table 2, it 
rs that reducing the model size is best achieved by
ing the number of quantization bits rather than the
mum number of non-zero parameters. However,

o can be combined with good results. In Table 3
show the results of some combinations of
ization bits and max non-zero values. It is clear we 
btain very small models with little degradation in
rmance.

able 3 Model sizes, compression ratios and EERs for 
mbinations of compression parameters. 

Compression Parameters 

Uncom
pressed

N=3
max=
1024

N=3
max=
768

N=2
max=
768

N=1
max=
768

ize
B) 624 15 11 8 4

omp
atio 1:1 42:1 56:1 78:1 156:1

ER
) 9.1 9.1 9.4 10.0 11.2

5. CONCLUSIONS 
is paper we have presented a new model
ression technique for GMM based speaker 
nition systems. The compression exploits the fact
in most GMM speaker recognition systems, the
er models are adapted from a single universal
round model. By only coding the non-zero 
ential parameters between the speaker and
round model, substantial compression ratios with

or no loss in accuracy can be achieved.

ugh the compression technique is described for 
er models, it is equally applicable for any system,
 uses similar model structures, such as speech
nition systems. Two approaches to compressing
s not adapted from a background model were
ed.

REFERENCES

. A. Reynolds, T. F. Quatieri and R. B. Dunn, “Speaker 
cation Using Adapted Gaussian Mixture Models,” 
l Signal Processing, vol. 10, pp. 19-41, January 2000. 

.A. Reynolds, "Channel Robust Speaker Verification via 
re Mapping," ICASSP, April 2003 
J. McLaughlin, D. A. Reynolds, and T. P. Gleason, “A
of Computation Speed-ups of the GMM-UBM Speaker 
nition System,” Eurospeech, September 1999 

tp://www.nist.gov/speech/tests/spk/2002/ 


	Previous View
	New Search
	Next Search Hit
	Previous Search Hit
	Search Results

	headREa1: EUROSPEECH 2003 - GENEVA
	pagenumber2005: 2005
	headREa2: EUROSPEECH 2003 - GENEVA
	Radio: 
	pagenumber2006: 2006
	headREa3: EUROSPEECH 2003 - GENEVA
	pagenumber2007: 2007
	headREa4: EUROSPEECH 2003 - GENEVA
	pagenumber2008: 2008


