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Abstract 

In this paper, we report our recent work on speaker 
segmentation. Without a priori information about speaker 
number and speaker identities, the audio stream is segmented, 
and segments of the same speaker are grouped together. 
Speakers are represented by Gaussian Mixture Models 
(GMMs), then an HMM network is used for segmentation. 
However, unlike other model-based segmentation methods, the 
speaker GMMs are initialized using a simpler distance based 
segmentation algorithm. To group segments of identical 
speakers, a two-level clustering mechanism is introduced, 
which we found to achieve higher accuracy than direct distance 
based clustering methods. Our method significantly 
outperforms the best result reported at the 2002 Speaker 
Recognition Workshop. When tested on a professionally 
produced TV program set, our system reports only 3.5% frame 
errors. 

1. Introduction 

The increasing number of text documents on the Internet 
makes it necessary to develop techniques like text indexing to 
facilitate text browsing and searching. The same need also 
arises with the increasing number of audio documents, such as 
presentations, interviews, meetings, etc. Clearly, access to 
audio documents is much more difficult than access to text, 
and listening to an audio recording takes much more time than 
reading a text document. So manually indexing of audio 
documents is even more impossible than indexing text. The 
solution is automatic audio indexing. 

Automatic speaker segmentation – breaking an audio 
stream into segments spoken by a single speaker and grouping 
segments belonging to the same speaker – is one important 
part of audio indexing. The result of speaker segmentation is 
usually integrated with speech recognition and speaker 
identification to enable indexing, quick browsing, and 
searching of audio documents. Often, no a priori knowledge is 
available on the content of the recording: neither the number 
of different speakers nor their identities are known. As a 
consequence, no speaker models can be built in advance. 

Previous research has focused on two directions. In 
[1][2][3][4], distance based segmentation approaches are 
investigated. The audio stream is first segmented into 
homogeneous segments. Then, segments belonging to the same 
speaker are clustered using a distance measure that measures 
the similarity of two segments. The advantage of this method 
is that it does not require any a priori information. However, 
since the clustering is based on distances between individual 
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ts, accuracy suffers from segments that are too short to 
ntly describe the characteristics of a speaker. In 
7], an alternative approach is investigated, which is 
based.  For every speaker in the audio recording, a 
is trained, and then an HMM segmentation is performed 
 the best time-aligned speaker sequence. This method 
the segmentation under a global maximum likelihood 
ork. However, most model-based approaches require a

information to initialize the speaker models. 
this paper, we combine the two methods. A distance 
segmentation algorithm is only used to create an initial 
 speaker models. Starting with these, model-based 
tation is performed. At the same time, distance-based 

ing and model based clustering are combined to 
e the clustering precision. On the NIST 2002 speaker 
tation Broadcast News set, our system (NIST frame-
te 21.9%) outperforms the best result (error rate 26.4%) 
d at the NIST 2002 SRE Workshop. Applied to a 
ionally produced TV program, the system produces 
5% frame errors. 
is paper is organized as follows. Section 2 introduces 
tem framework and the individual components of our 
. Section 3 reports experimental results. Section 4 gives 
clusion. 

2. System Framework 

k of the system is to segment the audio recording, and to 
segments to clusters, where each cluster represents one 
rs. Figure 1 depicts the algorithm flowchart. 
st, silence segments in the input audio recording are 
d by the Silence Detection module. The silence part is 
o train a silence model, and speech part is fed into 
r-Change Detection module, where the audio recording 
ented into regions spoken by a single speaker. Every 
t is assumed to contain only one speaker. Then a 
t-level clustering is performed using a simple distance 
e between segments (Initial Segment Clustering). At 

age, the cluster number is kept larger than the actual 
r number, but every cluster gets enough observations to 
ze a cluster model (Model Training). These models are 
o construct an HMM network. A Viterbi search is 
ed to find the best cluster sequence (HMM

ntation). The result is used to retrain the cluster model. 
rocess is repeated until convergence is reached. Then, a 
-level clustering is performed by the Cluster Merging
 to merge the most similar clusters. Every time two 

s are merged, a new model refinement loop (Model 
g and HMM Segmentation) is performed based on the 



merged model set. The termination of the process is 
determined by a likelihood criterion. 

2.1. Silence Detection 

The silence detection uses a simple energy-based algorithm. 
The detected silence segments are used to initialize a silence 
model. The threshold is adjusted to favor low false-alarm error 
to ensure that the silence model is trained from pure silence. 

2.2. Speaker Change Detection 

We use the approach described in [4] to identify points of 
speaker change. Within a detection window, T2 statistics are 
calculated at every point. The peak value point is chosen as a 
candidate of a speaker change. Then, the Bayesian Information 
Criterion (BIC) is tested at this point against the detection 
window. If the speaker change is confirmed by the BIC check, 
a new detection window is started from this point to search for 
the next speaker change point. Otherwise, the detection 
window is expanded to enlarge the search range. 

In this module, missing a speaker change is more harmful 
than false alarms, because impure segments (segments that 
contain speech of more than one speaker) will hurt the 
performance of the clustering module, while false alarms can 
be corrected by the following processing. Thus, the BIC 
penalty factor must be adjusted to favor short and pure speaker 
segments. 

2.3. In
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Figure 1. Segmentation Algorithm. 
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itial Segment Clustering 

al of this step is to form initial clusters from similar 
ts, which are later used to train an initial set of cluster 
 from all segments of each respective cluster. Since this 

cluster models is to be used as the starting point of the 
uent cluster-level clustering, the aim is high cluster 
(every cluster should consist of segments from only one 
r). Because of this, this initial segment clustering is 
ated at a target cluster number larger than the actual 
r number. 
e clustering is a simple greedy bottom-up algorithm. 
y, every segment is regarded as a cluster. The 
lized Likelihood Ratio (GLR) distance [8] between 
o segments is calculated: 
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ere N(.) is the normal distribution, Xk denotes the 
ations from segment k, µk and Σk mean vector and 
nce matrix of segment k, µ and Σ mean vector and 
nce matrix of both segments. The closest clusters are 
. The distance between two clusters is defined as the 

 distance between segments from these two clusters. 
rocess is repeated until the cluster number reaches the 
 target. 
is pointed out in [8] that the distributions of the GLR 
e between segments from the same speakers compared 
fferent speaker varies with the length of segments, i.e., 
 most accurate when the segments should have uniform 
 Figure 2 shows a histogram of segment lengths after 
r change detection. It shows the length of segments is 
ly uniform. Segment shorter than 1s takes about 90%. 

 reasonable to use GLR distance here. 
e GLR based clustering relies entirely on the distance 
n segments. However, most segments are too short to 
nt the characteristics of a speaker. We have observed 
 the clustering process, the early stage of segments 
g is highly probable to be correct, while in the later 
f merging it is easy to erroneously merge clusters from 
nt speakers. Such errors are difficult to correct in the 
uent steps. That why we use the two-level clustering 
. 

��� ��� ��� ��� ���� ���� ���� ���� �	
�

Figure 2. Histogram of segment duration. 



2.4. Model Training 

For every cluster, a Gaussian Mixture Model (GMM) is trained. 
Direct ML training of GMM model requires a large number of 
observations, which is not always available for every speaker. 
To solve this, a Universal Background Model (UBM) is pre-
trained on a large database (in our case the Wallstreet Journal 
speech corpus), and GMM models are obtained through MAP 
adaptation. We found that this approach requires only 20s of 
speech to train a robust cluster model, which in most cases is 
available. 

A GMM model is also trained for silence. All silence 
segments detected by the silence detection module is pooled to 
train this model. Since for silence model, a smaller mixture 
number is used, it is trained by direct EM ML training instead 
of MAP adaptation. 

2.5. HMM Segmentation 

The cluster GMM models are now used to re-segment the 
audio stream. A Hidden Markov Model (HMM) is constructed 
from the cluster models. Each state of the HMM represents a 
cluster and the corresponding cluster GMM is used as the 
emission probability density function (PDF). It is very 
important here to control the length of speaker segments and 
silence segments by imposing a minimum-duration constraint. 
This is done by duplicating states belonging to the same 
cluster into a linear sequence as shown in Figure 3. We chose 
the minimum duration for speaker and silence segments to be 
1s and 250ms, respectively. 

2.6. Cluster Merging 

As mentioned in Section 2.3, segment level clustering is 
finished at a target cluster number larger than the actual 
speaker number. After training a model for every cluster, we 
now perform a cluster-level merging. In this step, the two most 
similar clusters are merged. The similarity between each two 
clusters is measured by the Kullback-Leibler distance: 
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where Xk denotes the observations belonging to cluster k,
Pk the cluster model probability distribution function, and Nk

the number of observations. 
Using GMM to describe a speaker is more precise than 

using only statistics from one segment, because not only more 
statistics is used, but also the Gaussian Mixture Model is more 
precise to describe a speaker than the single-Gaussian segment 
statistics. So cluster level clustering should achieve higher 
accuracy than direct segment level clustering, which is 
confirmed in our experiments. 

2.7. Iteration and Stop Criterion 

After merging the two clusters in step 2.6, the cluster models 
are retrained (steps 2.4 and 2.5). Then another round of cluster 
merging is performed. These three steps form a cluster level 
clustering. 

The stop criterion is based on the global likelihood change 
after merging two clusters Two factors affect the likelihood 
change. First, merging clusters reduces the total number of 
parameters in the system, which will cause the likelihood to 
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 of ML training, the merged cluster will have more 
ations to adapt the model leading to an increase of 
od. We have observed that when a correct merge 
s, i.e. clusters from same speakers are merged, the 
 factor is usually dominant (more observations, 
od increase) while otherwise the first is dominant (less 

 parameters, likelihood decrease). Because of this, we 
e iteration when a decrease of the likelihood is found, 
we found to be a robust stop criterion. 

3. Experimental Results 

sted the system on NIST 2002 Speaker Recognition 
tion Broadcast News set. The set contains 76 test files, 
file is about 2 minutes long containing speech of 
n 2 and 6 speakers. We use the performance measure 
 by NIST [9] (NIST frame-error rate) to evaluate our 

hm. Every frame is labeled as either correct or incorrect 
ne of the following error types: MIS-SPH (missing 
 when speech is present), FA-SPH (falsely declaring 
 where there is no speech), MIS-SPK (confusing a 
d speaker with an undetected speaker), FA-SPK 
ing a spurious speaker to speech of a mapped speaker), 
K-ERR (assigning the wrong speaker). Because the 
g between result speakers and labeled speakers is 
n, the performance measure considers all possible 
gs and chooses the one leading to the lowest frame-
te. 
st, we evaluated the effect of HMM segmentation and 
el clustering. Because without the two-level clustering 
tem has no method to determine the number of clusters, 
 set of experiments we assume the speaker number of 
cording to be known and given as prior knowledge to 
tem. Table 1 shows results for three systems. In the first 
d as base), the segmentation result is the output of the 
e-based Initial Segment Clustering module (with target 
 number set as the given speaker number). In the second 
 (marked as +HMM), the result comes from the output 
 HMM segmentation. We see that the model based 
tation significantly outperforms direct distance based 
tation (21.6% vs. 16.9% frame errors), given the 

e initialization of speaker models. In the third system 
d as +merge), the full approach presented in this paper 
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Figure 3. The HMM network topology. 
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is used, except that the speaker number is given a priori, i.e. 
compared with the second system, the two level clustering 
approach is employed. This results in a further small 
improvement (from 16.9% to 16.3%). 

Table 1. Effect of HMM segmentation and two-level 
clustering on the NIST 2002 Speaker Recognition 
Evaluation BN set (NIST frame-error rates). Note that 
the speaker number is known. 

system 
TOTAL 

(%)

MIS-
SPH 
(%)

FA- 
SPH 
(%)

MIS-
SPK 
(%)

FA- 
SPK 
(%)

SPK- 
ERR
(%)

base 21.6 1.9 2.9 6.4 3.5 6.8 
+HMM 16.9 1.1 2.1 3.7 4.2 5.8 
+merge 16.3 1.1 2.1 4.6 2.9 5.6 

Table 2 compares our result with the best result reported at 
the 2002 Speaker Recognition Workshop. In this experiment, 
the initial segment clustering was configured to stop at a target 
cluster number of 12. Then cluster level clustering is processed. 
Our system (marked in the table as MSRA) produces a frame-
error rate of 21.9%. The difference to the third system in Table 
1 (+merge, 16.3%) is that now the number of clusters is 
unknown and is determined by the likelihood criterion 
described in Section 2.7. Compared to the 2002 result, a 
relative improvement of 17% is achieved. 

Table 2. Performance on NIST 2002 Speaker 
Recognition Evaluation BN set (NIST frame-error 
rates). In this experiment, the speaker number is not
known a priori.

TOTAL 
(%)

MIS-
SPH 
(%)

FA- 
SPH 
(%)

MIS-
SPK 
(%)

FA- 
SPK 
(%)

SPK- 
ERR
(%)

NIST 
2002 26.4 1.2 2.1 7.9 5.8 9.4 
MSRA 21.9 1.1 2.1 2.1 7.5 9.1 

We have also tested the system on the soundtrack of a 
professionally produced TV program, the Microsoft .Net Show 
[10]. The soundtrack contains voices from a program host and 
several experts discussing technical topics. The recording is 
high quality without background noise or speaker overlap. The 
result is shown in Table 3. The numbers given are averages 
over five 10-minutes segments taken from different episodes. 

From the result we see that the system is quite accurate in 
processing this kind of audio recordings. The average frame-
error rate is only 3.5%. 

Table 3. Performance on Microsoft “.Net Show” program. 

TOTAL 
(%)

MIS-
SPH 
(%)

FA- 
SPH 
(%)

MIS-
SPK 
(%)

FA- 
SPK 
(%)

SPK- 
ERR
(%)

3.5 0.1 0.0 0.6 0.0 2.7 
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4. Conclusion & Discussion 

ave presented an improved model-based speaker 
tation system. It differs from previous systems in that 
del-based system is initialized with models obtained 
 simpler distance-based system, and that the speaker 
ing uses a two-level approach. In our experiments, the 
based segmentation performed 28% relative better than 
e based segmentation, but the initialization of the 
r model is crucial to the final performance. The use of 
el clustering, which uses the distance-based approach 
ide an initial set of clusters and then cluster merging 

on more accurate GMM models, achieves another 4% 
 improvement if the number of speakers is known, and 

ition provides a robust way to automatically determine 
ber of clusters. 
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