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Abstract 

This paper reports the results of syllable recovery from speech 
using an articulatory model of the syllable. The contribution of 
syllable recovery to the overall process of speech recognition 
is discussed and speech recognition results are presented. 

1. Introduction 

In this paper, we report recent work on syllable recovery in 
speech recognition. The first two sections are based on 
unpublished material [1] and extend the published accounts of 
our approach to syllable structure [2,3]. The paper then 
contrasts the application of our new approach with a more 
conventional approach (section3), and reports results (section 
4). We show that syllable recovery is possible and worthwhile 
and we discuss further enhancements which can be made to 
the system. 

1.1. Syllable structure 

The structure of the syllable can be described or analyzed in 
various ways (we include later a scheme first reported in [3]).  
Most obviously, syllables can be viewed as groupings of 
segments – a vowel nucleus with up to three consonants before 
and after. We can write the possibilities as 
(C)(C)(C)V(C)(C)(C) where the brackets show the consonants 
to be optional. Language specific phonotactic constraints limit 
the sequences of consonants (e.g. see [4] for English). 

Another conventional approach to syllable structure is 
shown in Figure 1, where the tree structure defines a frame for 
any potential syllable. The syllable structure models can be 
quite complex, with specifications for components of both 
onset and coda  (cf. [4]).  Note also that onset and coda may 
not be evidenced, for example when the syllable is just an 
isolated vowel.   

Typically, the structural approach does not specify that 
the nucleus must be a vowel (cf. the segment string 
specification given above).  However, both the structural 
approach and the segment string specification require an 
additional constraint – such as the maximal onset principle [5] 
– to work with phonotactic constraints to identify syllables in 
sequence.  Without such additional detail the allocation of a 
consonant to one syllable or the next is not determined. Some 
of these points are illustrated below in Figure 2. 

The analyses can get complicated, for example when 
geminate consonants are involved, but the outline given here 
illustrates the point that syllable structure is more than just the 
sequential arrangement of speech segments. 

1.2. Sonority 

A slightly less conventional approach, but with a good 
tradition, notes that speech segments vary along a continuum 
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nority values, with vowels being most sonorant and 
ess stops least sonorant.  Mid/high values of sonority are 
ed by liquids and nasals.  A comprehensive account can 
nd in [4].  The value of this approach for our purpose 

s twofold. 

rstly, from the perspective of sonority syllables are 
ity waves with the nuclei as the sonority peaks and the 
le boundaries as sonority troughs.  The waves are 
h in the sense that sonority values decrease to troughs 
 side of a peak.  The sonority contours thus offer another 
of considering consonant sequencing constraints, or 
ps more powerfully, an explanation of such constraints, 
at a word like splints conforms to expectations 
d from theory (see [4] for details).  A word like asks 
not, however, and the use of sonority in modeling 
les remains an active research topic. 
e second benefit of a sonority approach is that it shifts 

ion away from the sequential arrangement of segments, 
owards an articulatory process model.  This has been 
red, for example, by Beckman et al [6] who define 
ity in terms of impedance forward of the vocal folds.  
as obvious potential for speech recognition processing, 
t to which we return below. 

2. Articulatory model 

rlier papers [2,3] we introduced, and illustrated the 
tial value of, a new approach to syllable structure.  Our 
se here is to explain that model in more detail and to 
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transition target  transition target      transition target   transition target 
      tr |tr-tar| tr            tr |tr-tar| tr           tr |tr-tar| tr            tr |tr-tar| tr 
 
 
      tr| tr-tar |tr| d-tar |tr| tr-tar |tr| s-tar |tr| tr-tar |tr| d-tar |tr| tr-tar |tr 

Figure 3 This shows the proposed syllable structure 
comprising specified targets and unspecified 
transitions.  The unspecified transitions are italicised in 
the bottom line which shows the surface sequence of 
articulatory activity. 

discuss the value of this new approach in the light of new data 
on syllable recovery. 

In the manner of Ohala [7] our approach is to look at a 
possible account of the evolution of speech.  Our conjecture is 
that mandible movement cycles of mouth opening and closing 
produced, initially, specified resonant vocalizations with 
unspecified transitions between them – in short, sequences of 
different vowels (cf. sonority waves, as discussed by Beckman 
et al [6] and Fujimura [8]). The repertoire of vocalizations 
thus produced is rather restricted and the ‘natural’ next step is 
to specify the transitions.  The result is a sequence of syllable 
targets (vowels) separated by dynamic targets as specified 
transitions.  But note, there must now be unspecified 
transitions between the syllable targets and the dynamic 
targets.  Recursively, we can go one layer deeper, and invoke 
transition targets to get the syllable frame illustrated below in 
Figure 3. 

There are several points to note about this model.  Firstly, 
the natural periodicity of syllabic activity is provided, 
ultimately, by the physiology and can be derived via a task 
dynamics analysis of mandible movement [6,9].  Whilst not 
every syllable involves a mandible movement the oscillatory 
pattern of such movement provides the underlying periodicity 
for all syllable sequencing. 

Secondly, the optionality of consonants up to three before 
and after the nucleus is apparently accounted for i) in terms of 
number (the next layer down would add another four 
specified articulations either side of the nucleus) and ii) in 
terms of time – the overall periodicity provides a syllable time 
frame within which successive linguistically specified 
articulatory targets have to be reached or approximated, with 
intervening motion not specified; there is insufficient time to 
fit in more specified targets. 

Thirdly, the mapping between the articulatory targets 
(s-tar, d-tar, tr-tar) and conventional phonetic segments is not 
trivially obvious although the number of articulatory events 
(targets) does seem right (see also [6]).  In general, it provides 
a completely new syllable model as the basis for a novel 
approach to speech recognition. 
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3. Recognition 

ave been doing the research on Pseudo-Articulatory 
sentation (first reported in [10]) in Speech Recognition 
two approaches in parallel. The first approach is based 
rlier doctoral work by Dorota Iskra [11], but extended 
tter phone models. The second approach is completely 
ecause it makes use of recovered syllable information, 
 is discussed in detail in section 2 above.   

he earlier approach 

arlier approach [11] to recognition works in two stages. 
irst stage is responsible for the transition from the 
tic representation of the incoming signal to the pseudo-
latory representation with feature trajectories available 
function of time. The second stage is the movement 
ly from the pseudo-articulatory representations to the 
tic level of description and produces a sequence of 
 labels. The results of this part have assisted with and 
lemented the recognition results obtained with the new 
ach.   

 new approach 

is approach, three successive stages can be clearly 
guished in the recognition process. The first stage is 
y the same as the first stage in the earlier approach. The 
d stage concerns the derivation from the pseudo-
latory representations of syllable structures and 
ces a sequence of recovered syllables. The third stage 
s on the transition from the syllable patterns to the 
tic level of description and produces a sequence of 
 labels. This part of the work has been presented in 
 in [2].   
e recognition work has been continued using an 

thm to solve the time difference problem to find the 
andidate phone sequence, since there are two sequences 
didate phone labels available from the earlier approach 
stage approach) and the new approach (three stage 
ach).  The statistical analysis of the final recognition 
s is presented later and shows that the recognition 
mance is very promising. 

4. Results 

e moving on to the discussion of recognition results, the   
 database used in the processing, and also the results 

t are introduced and explained in order to help the 
 to understand the result examples. 

IMIT database and results format 

IMIT corpus of read speech has been designed to 
e speech data for the acquisition of acoustic-phonetic 

ledge and for the development and evaluation of 
atic speech recognition systems.  TIMIT contains a total 
00 sentences, 10 sentences spoken by each of 630 
ers from 8 major dialect regions of the United States.  
0 sentences spoken by each speaker are divided into 
groups: dialect, phonetically-diverse and phonetically-
act sentences. Our processing uses 10 sentences spoken 
e speaker.  
 order to explain the recognition results of recovered 
les here is one invented example.  



Record number       TIMIT phone symbol     Recovered syllabic detail 
(10msec intervals)         
 
      97                                A                              s_tar, tr  
    100                                B                              tr_tar3 
 
The waveform of every utterance is processed in 10msec 
samples, and the processing result of every 10msec is called a 
record.   The record number is used to mark the records from 
the beginning to the end. In the TIMIT database, phone 
boundaries are presented by time. According to the 
relationship between the record number and the time, phone 
boundaries are presented by the corresponding record 
numbers instead. A or B represents the phone symbol as 
found in the TIMIT transcription file. In this example, phone 
B starts at record 98, and ends at record 100. If the phone 
boundary in the TIMIT original transcription file does not 
coincide with the target boundary or the transition boundary 
in the recognized sequence, a number is placed after the target 
symbol or the transition symbol. This number refers to the 
number of records aligned with the particular original label. 
In the example, tr_tar3 in the recovered syllabic detail shows 
3 records of transition targets are aligned with the original 
label B.   

4.2. Recognition results of recovered syllable patterns  

Our approach to speech recognition focuses on the use of 
syllable structure. The second stage of this approach concerns 
the derivation from the pseudo-articulatory representations of 
syllabic details and eventually produces a sequence of 
recovered syllables. Since this part is the core of the new 
approach, we have presented below some examples of the 
results of recovered syllable patterns for the processing of 10 
utterances.  The transition targets (tr_tar) and syllable targets 
(s_tar) are very well recognized. The average accuracy rate for 
all the targets (including transition targets and syllable 
targets) is 72.8%, which is very promising.   

We present one example from the processing in figure 4. 
On the left-hand side there are record numbers and original 
phone symbols as found in the TIMIT transcription files. 
Following the colon there are the recognized syllabic details. 
A crude time alignment has been attempted here. If the phone 
boundary, however, does not coincide with the target 
boundary or the transition boundary in the recognized 
sequence, a number is placed after the target symbol or the 
transition symbol. This number refers to the number of 
records aligned with the particular original label. This is why 
the numbers can be found only at boundaries. The correctly 
recognized targets (in accord with TIMIT) are printed in bold, 
i.e. where both the target and the time overlap. 

4.3. Recognition results of final phone candidates 

In order to evaluate the recognition results, we expand the 
phone labels over their duration. Therefore, if a phone is 
labeled to last 60 msec (whether it is the original utterance or 
the recognized one), it would be counted as 6 “occurrences” 
of the same phone (10 msec each). This is meant to evaluate 
not only the recognition of the phone, but to take into account 
its duration as well. Then a percentage is calculated by 
dividing the number of correctly recognized phones by the 
number of all occurrences of this phone in the original 
utterances. The recognition percentages are very consistent 
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table within every group of phones. The vowels score 
st, and among them the long vowel with 80% recognized 
tly for /aa/. The nasals and semivowels follow with, 
6% for ng. Stops are recognized pretty well, e.g. /bcl/ - 
Some of the fricatives are recognized pretty well too, 
v/ -60%, but other results are lower. On the whole, the 
ves and the affricates do not do very well. 

 
re 4 One result example of recovered syllable patterns 

is clear that some classes of sounds are recognized 
 than others, which is not unexpected. Vowels, 
owels and nasals have the best scores. These are the 
s of sounds well known for their consistency, clarity and 
ness in their phonetic realization. These are also the 
s which can be described most adequately with the 
es selected earlier (high, back, etc.)[11]. Not 
singly, the fricative sounds pose major problems, which 
ase well known in automatic speech recognition and is 
 the acoustic nature of these sounds. Therefore, future 

s to improve the recognition results will concentrate on 
ass of sounds. 
he evaluation procedure used here is not optimal. The 
st chunk of labeled speech is 10 ms. Therefore, if the 
on of a phone is, e.g., 57 ms, for the evaluation it would 
umed to stretch over 6 10-ms windows, the same as the 
 with the duration of 63 ms. In reality, however, this 

ence could be quite significant and could account for 
of the mistakes on the phone boundaries. 
nally, it should be pointed out that the original TIMIT 
ription is not always reliable. In reality, there will be a 
tion between adjacent phones. But the TIMIT database 
es phones and phone durations one after another 

ut any transitions. That means TIMIT provides the 
 duration of one particular phone as the target, which 
cts with our approach. In our approach, the processing 
transitions between adjacent phones into account and 



can often find transitions at phone boundaries, which is 
plausible.  Since the recognition percentages are produced 
based on the TIMIT standard, this situation also has a 
negative effect on the recognition percentages.   
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Figure5 Some recognition results. The higher the recognition 
percentage, the darker the shading. Only some of the phone 
labels are visible. They are ordered in sound classes with 
silence/noise, plosives, affricates, fricatives, nasals, 
semivowels, and vowels from left to right and bottom to top. 

5. Future work 

On the whole, the phone recognition results can be regarded 
as promising. Introducing a few changes, such as improving 
phone models or correcting the time alignment problem, has 
the potential for ensuring more satisfactory recognition results 
which can then serve as the basis for introducing more speech 
data and more speakers.  The approach offers a viable 
alternative for incorporating more phonetic knowledge into 
the recognition process, which is worthwhile pursuing further. 

6. Conclusions 

This paper presents promising work on the development of an 
account of syllabic structures in speech which can be used in 
processing speech for recognition.  The theoretical work 
blends articulatory phonetics with phonology, in a way which 
is not reliant on conventional phonetic segmentation, to yield 
the basis for an articulatory model of syllables which 
facilitates direct recovery of syllables in speech processing. 

We have also shown that it is possible to recover the 
desired details of syllables from speech without resorting to 
statistical models of phone sequences, or to models of the 
syllable as a sequence of phones. This suggests that the 
syllable is a good articulatory unit for speech recognition 
processing. Additionally, the work demonstrates the potential 
of processing speech to yield independent structures and 
characteristics, each of which can be assessed separately in 
terms of linguistic and articulatory plausibility, before being 
combined in a speech recognition system.  We believe that 

speec
many 
paper
appro
Other
added
consid

[1] E
S
B
R

[2] Z
R
I
P

[3] E
A
S

[4] G
U

[5] E
P
P

[6] B
P
A
P
J

[7] O
C
S
L

[8] F
a
D
–
&

[9] H
C
G
D

[10] E
P
a

[11] I
R
U

h recognition systems must exploit in combination as 
interpretations of the incoming signal as feasible. In this 
 we have reported on a system which combines two 
aches – speech -> phone; speech -> syllable -> phone. 
 independent sources of information should also be 
, for example timing and sonority, and future work will 
er these possibilities.   
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