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Abstract 

A new simple but robust method of front-end analysis, non-
linear spectral smoothing (NLSS), is proposed.  NLSS uses 
rank-order filtering to replace noisy low-level speech 
spectrum coefficients with values computed from adjacent 
spectral peaks.  The resulting transformation bears significant 
similarities with masking in the auditory system.  It can be 
used as an intermediate processing stage between the FFT and 
the filter-bank analyzer.  It also produces features which can 
be cosine transformed and used by a pattern matcher.  NLSS 
gives significant improvements in the performance of speech 
recognition systems in the presence of stationary noise, a 
reduction in error rate of typically 50% or an increased 
tolerance to noise of 3dB for the same error rate in an isolated 
digit test on the Noisex database. Results on female speech 
were superior to those on male speech: female speech gave a 
recognition error rate of 1.1% at a 0dB signal to noise ratio. 

1. Introduction 

The filter-bank analyzer (FBA) has become the preferred 
method of feature extraction in speech recognition systems.  It 
is often implemented as two stages of processing with a bank 
of frequency domain filters following the computation of the 
power spectrum using the fast Fourier transform (FFT) [1].  
The reason usually given for the use of the FFT is that it is 
computationally more efficient than a direct realization of the 
filter-bank using a set of digital filters.  Given the required 
spectral information is contained in the log-power FFT it is 
profitable to consider the reasons why it is necessary to 
include the frequency domain filter-bank processing stage. 
The logpower spectrum produced by the FFT, shown for 
example in Figure 1, is deficient as a feature set in the 
following respects, 

• It is not pitch synchronous and contains the pitch 
structure of the speech, 

• The logarithmic function gives equal weight to 
differences in the high and low power parts of the 
spectrum, 

• The Fourier coefficients are linearly spaced in the 
frequency domain giving undue emphasis to the 
higher spectral features of the speech signal. 

The human auditory [2] system does not share these 
deficiencies. In the auditory system the firings of the auditing 
nerves are pitch synchronous. Auditory masking suppresses 
the contributions of the low power parts of the spectrum and 
the frequency response of the basilar membrane is 
logarithmically spaced. The filter-bank analysis stage of the 
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sing is used to try to correct the FFT deficiencies by 
ng the feature extraction process into line with that of 
ditory system.  
he frequency domain filters used in the FFT filter-bank 
a weighted summation of adjacent spectral coefficients. 
 doing the pitch variation in the FFT coefficients is 
ated. By adding the coefficients in the linear power 
n the effect of changes in the low-power coefficients on 
agnitude of the features is reduced.  The centre 
ncies and bandwidths of the filters follow the Mel-scale 
 is approximately logarithmic giving more weight to 
al features below 1 kHz which contain important 
nt information.  The filter bank is not totally effective 
se the critical-band filter spacing and bandwidth below 
 is usually 100 Hz and the pitch frequency of female 
 can exceed this. To remove pitch artefacts entirely 

r processing, such as discarding the higher cepstral 
nents following a cosine transform, is required. A more 

s concern is that the pitch peaks in the spectrum 
g the spectral envelope which contains the speech 
ation can be attenuated if they do not align with the 

 frequencies of the filters.  The intervening low-power 
of the spectrum are not attenuated.  While both the 
bank and the auditory system use critical-band filters the 
 frequencies of these filters is fixed in the filter-bank.  
uditory system has several thousand filters allowing the 
l-band response to be centred on the pitch peaks in the 
um.   
n algorithm which estimates the spectral envelope of the 
 signal using the peaks of the spectrum would more 

y model the auditory system and should, by rejecting the 
of the spectrum where the noise dominates, be more 
 to the effects of additive noise on the speech signal.  
 the energy of the speech sound is low this signal is lost 
ly; when the energy is higher, on voiced sections of 
, the noise distorts low-level parts of the spectrum 

g the high energy parts of the spectrum unchanged. This 
strated in Figure 1 which shows two different sets of 
samples added to the same frame of female voiced 
. While the low level parts of the spectrum are 

dly different in the two traces the pitch peaks in the 
um remain unaffected and the difference between them 
ns small. 
 this paper we present in Section 2 a new algorithm for 
e extraction which can be used independently or in 
nation with a filter-bank. This computationally simple 
thm is a superior model of the human auditory system.  
experiments described in Section 3 show that the 
thm significantly improves the performance of an 
d digit recognizer in additive noise particularly for 

e speech. Section 4 contains a discussion of the results. 



2. Non-Linear Spectral Smoothing 

2.1. The Smoothing Algorithm 

Figure 1 shows the logpower spectrum of a frame of voice 
speech, to which two different sets of noise samples at a level 
3dB below that of the speech utterance were added.  While 
there are significant differences between the low-level parts of 
the spectra the spectral peaks which contain the speech 
envelope information are little affected by the noise.  A 
technique is required which transforms the spectrum so that 
the spectral peaks remain unchanged but the lower level parts 
of the spectrum are ignored. This can be achieved by 
nonlinear spectral smoothing (NLSS) defined as follows: 

))1(),1(),(()( +−=′ ifsifsifMaxif ul          (1) 

Where f(i) is the original spectrum, f’(i) is the smoothed 
spectrum and sl and su are smoothing constants.  These 
constants lie in the range 0.95 to 0.99. Each coefficient in the 
original spectrum either remains unchanged or is replaced by 
a neighbouring exponentially decayed coefficient if this is 
larger.  The range in which this replacement occurs is 
determined by the values of the upper and lower smoothing 
constants.  Smaller constants restrict the range of replacement 
to coefficients close to the spectral peaks while larger values 
extend their effect more widely across the spectrum. 

Figure 2 shows one of the spectra of the speech frame of 
Figure 1 and both spectra after NLSS.  The peaks of the 
spectrum have been retained but the low level parts of the 
spectrum are ignored.  As can be seen there is now a 
reduction in difference between the two spectra.  When used 
in a recogniser this should result in better matches between 
noise contaminated spectra.  Readers familiar with analogue 
communication systems will recognize that the algorithm 
which is a form of rank-order filter [3], is analogous to an 
amplitude demodulator used to extract the information 
bearing envelope from the rectified carrier in an amplitude 
modulated system. 
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Figure 1: Spectra of a Frame of Voiced Speech at a 3dB 
Signal to Noise Ratio
uditory Masking 

 Has close parallels with auditory masking.  This can be 
strated with reference to Figure 3.  This shows a 

um comprising two tones and gaussian white noise.  
moothed spectrum accurately represents the spectral 
caused by the louder of the tones.  Away from the 
al peak the smoothed spectrum tracks the peaks of the 
  The smooth spectrum however does not represent at 
 secondary peak to the left of the main peak caused by 
cond tone or the noise peaks to the right of the main 
 The presence of these artefacts within the spectrum is 
d by that algorithm’s response to the dominant tone.  
ears close comparison to the masking [4] which occurs 

 human auditory system. 

el Coefficients 

 was originally proposed as an intermediate processing 
lying between the FFT and the FBA.  Figure 4 shows 
ograms of the utterance ‘two’ spoken by a woman 
 and after NLSS.  In Figure 4b the pitch information 
 dominates Figure 4a has been removed, the important 
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Figure 2:Original and Smoothed Spectra of a Frame 
of Voiced  Speech at a 3dB Signal to Noise Ratio. 
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 Figure 3: Original and Smoothed Spectra of Two 
Tones and Added Noise 



spectral elements including the formant structure have been 
preserved.  

This leads to the conjecture that it may be possible to use 
the smoothed spectrum directly dispensing with the filter 
bank entirely.  As mentioned in Section 1 however the 
generation of features lying on a logarithmic frequency scale 
is an important attribute of the auditory system and the FBA.  
The coefficients produced by NLSS lie on a linear frequency 
scale.  An approximation to logarithmically spaced 
coefficients can be made by dividing the frequency range into 
three bands, 0-1 kHz, 1-2 kHz and 2-4 kHz.  All the 
coefficients lying in the first band are retained; the 
coefficients lying in the second band are decimated by two 
while those in the third band are decimated by four.  This 
gives an equal weighting to frequencies in the first band and 
to those in the second and third bands combined, similar to a 
Mel scale filter bank. 

3. Experiments 

3.1. Experimental Set Up and Database 

Experiments conducted during this investigation used the 
Noisex database [5].  This comprises files of six different 
background noises including car, tank, aircraft, helicopter, 
and operation room noise.  In addition there is random noise 
with a spectral characteristic which is typical of a speech 
signal. Experiments were conducted using this speech 
spectrum noise (Noise06).  The database also contains 
recordings of two speakers, a man and a woman, saying 
isolated and connected digits.  The isolated digits were used 
for these experiments.  Each speaker utters the ten digits 
twenty times.  These were end-point analyzed and divided 
into ten repetitions of the digits for training and ten for 
testing.  Noisy test and training files were generated by 
adding the noise signals in the noise files to the speech signals 
at different levels to give signal to noise ratios of +24dB to -6 
dB.  Noise was added to the training material from the second 
half of the noise files and to the test material from the first 
half of the noise files. Noise statistics for Parallel Model 
Combination (PMC) were also estimated from the second half 
of the noise files.  The data as supplied is sampled at 16 kHz 
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as reduced to 8 kHz. 
e reference system comprised a front end consisting of 
 point FFT preceded by a pre-emphasis filter and 
ed by a nineteen-filter Mel-scale filter bank as 
bed in reference [5].  In order to maintain the simplicity 
 system and focus differences in performance on the 
end processing a simple dynamic programming 
thm was used for pattern matching.  A discrete cosine 
orm was used to produce twelve Mel frequency cepstral 
cients, MFCCs. These were liftered prior to the distance 
ation and Viterbi alignment.  The training data was 
d into ten sets of digit utterances to which each of the 
sts digits were matched.  This resulted in 1,000 trials 

ch of the conditions under investigation.  
periments were carried out using the smoothed FFT 

t with 128 lineary spaced coefficients and with Mel 
 coefficients using the approximation described in 

n two.  This gave 64 coefficients in total, thirty-two 
between 0 and 1 kHz, sixteen between 1 and 2 kHz and 
n lying between 2 and 4 kHz.  The upper and lower 
hing factors were set to be the same and in the range 
nd 0.99.  The filter-bank analyzer was used with and 

ut NLSS. 

esults with Matched Noise 

 first set of experiments the training and testing noise 
ions were matched.  The results of these experiments are 
 in Table 1.  The first point of note is that the 
mance on female speech was superior to that on male 
 which is at odds with most other experimental findings.  

is believed to be an artefact of the Noisex database.  
se women’s voices are on average less loud than men’s 
 a poorer signal to noise ratio results when the 
round noise level is held constant. However in the 
x database it is the signal to noise ratio which is 
lized for both speakers giving the observed 
vement in performance on the female voice. 
e first two results show the reference FBA system with 
ithout NLSS. There is a significant reduction in error 
hen NLSS is used.  The next result showed the effect of 
the FFT coefficients directly; the poor performance 
 Figure 4a Original Spectra of a Frame of Voiced  
Speech at a 3dB Signal to Noise Ratio. 

 Figure 4b Smoothed Spectra of a Frame of Voiced  
Speech at a 3dB Signal to Noise Ratio. 



achieved vindicates the use of the FBA in conventional 
recognition systems.  However when NLSS is applied to the 
FFT coefficients there is a considerable improvement in 
performance but the linear spaced FFT coefficients do not out 
perform the FBA with NLSS.  The last line of Table 1 shows 
that transforming the FFT coefficients on to a Mel scale 
produces results which are better than the other feature sets 
including the FBA with NLSS.  This indicates that when 
NLSS is included in the system the FBA’s only benefit is to 
effect a transformation on to a Mel scale. This raises the 
question as to whether the FBA is necessary when NLSS is 
included in the system. 

3.3. Results with Parallel Model Combination 

Table 2 shows the results achieved using Parallel Model 
Compensation [6] as a noise compensation algorithm.  For 
each set of features a set of corresponding noise means were 
computed from a half second section of the noise file.  This 
was scaled to match the level of noise added to the test 
utterances and combined with the templates by adding the 
FBA coefficients or the NLSS coefficients as appropriate in 
the linear power domain. Since the pattern matching stage 
assumes unit variances the variances of the new models were 
left unchanged.  This is equivalent to the Weiner filtering 
technique described in Reference [7]. 

The reference FBA system was tested with and without 

NLSS together with the Mel FFT system with NLSS.  The 
performance of all three of these systems was significantly 
superior to the match noise results presented above.  It is 
usually found that noise compensation using PMC gives 
results a little worse than those achieved under matched 
conditions.  Again we find that the system with Mel FFT 
coefficients and NLSS out performed the reference FBA 
system even when the FBA included NLSS. 

4. Discussion 

Figure. 5 graphs the error rate performance of the different 
feature sets as the signal to noise ratio is varied between +18 
and -6dB.  It shows that the systems with NLSS achieve the 
same error rate when recognizing speech with signal to noise 
ratios 2-3dB worse than the reference FBA system.  The 
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Test Male Female Ave. 
FBA 12.8 4.7 8.8 
FBA NLSS 7.4 2.5 5.0 
Lin FFT 18.5 13.0 15.8 
Lin FFT NLSS 8.7 3.1 5.9 
Mel FFT NLSS 7.0 2.0 4.5 

Table 1. Error Rate with Matched Conditions and 
Speech Spectrum Noise at a 3dB Signal / Noise 

Ratio

Test Male Female Ave. 
FBA –Comp 1.2 2.3 1.8 
FBA – NLSS - Comp 1.2 0.7 1.0 
Mel FFT NLSS Comp 0.9 0.3 0.6 

Table 2. Error Rate with Parallel Model 
Combination Speech Spectrum Noise at a 3dB 

Signal to Noise Ratio 
ition results demonstrate that the technique gives a 
um benefit at signal to noise ratios lying between +3 
dBs. Figure 1 illustrates that at a noise level of 3dB the 
al maxima caused by the pitch pulses are unaffected by 
oise which corrupts the spectrum has levels lying 
en 6 and 10dB lower.  One surmises that at higher 
 to noise ratios the noise is insufficient to affect 
ely the estimation of the spectral envelope.  Once the 
 to noise ratio drops below 0dB weaker parts of the 
 signal start to be completely masked by noise making 

icult to discriminate between words such as ‘five’ and 
 which only differ in low-level parts of the spectrum 
nting for the observed increase in the error rate.  
en these levels the noise-masking properties of NLSS 

he performance gain observed above. 
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