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Abstract
In Missing Feature Theory (MFT), it is assumed that some of 
the features that are extracted from an observation are missing 
or unreliable. Applied to spectral features for noisy speech 
recognition, the clean feature values are known to be less than 
the observed noisy features. Based on this inequality 
constraint, an HMM-state-dependent clean speech value of the 
missing features can be inferred through maximum likelihood 
estimation. This paper describes two observed biases of the 
likelihood evaluated at the estimate. Theoretical and 
experimental evidence are provided that an upper bound on 
the accuracy is improved by applying computationally simple 
corrections for the number of free variables in the likelihood 
maximization and for the global acoustic space density 
function. 

1. Introduction 
A mismatch between the training and testing conditions of 
HMM-based speech recognition systems can result in a 
degradation of accuracy. Missing Feature Theory (MFT) 
offers a framework for improving the robustness to additive 
noise [1].  These approaches have in common that the acoustic 
features extracted from the speech signal are divided into two 
disjoint sets: the ones that are computed reliably from the data 
and the ones that are unreliable or contaminated by the noise. 
In the log-spectral domain, the features can be classified by for 
instance by estimating and thresholding the instantaneous 
signal-to-noise ratio in each frequency band. [2] and [3] 
provide examples of missing feature detectors. The acoustic 
model evaluation for unreliable features is modified to express 
the uncertainty about the true value of the acoustic feature. 
When MFT is applied to static log-spectral features, this 
results in computationally simple methods for modifying the 
acoustic model. There is no requirement to recompute the 
parameters of the acoustic model when the noise properties 
change. Though acoustic modeling in the log-spectral domain 
has some distinct disadvantages that are discussed in this 
paper, it is in this context that this work is performed. It will 
be shown that the HMM state likelihoods computed in this 
classical MFT setting suffer from biases that can be corrected 
at virtually no cost. 
The outline of this paper is as follows: section 2 explains how 
MFT is applied in the setting of this paper, section 3 presents 
observed biases in the likelihood, section 4 discusses 
experimental results and section 5 concludes. 

2. 
It is a
proce
mism
will n
spectr
First, 
magn
weigh
freque
weigh
comp
dimen
or N(
respec
a ME
using 
hold e
In M
domin

Y

If Sj(k
domin
denot
Y(k). 
The H
now b
using 
is kno
noisy 
likelih
featur
constr

S

In the
densit
Gauss

(P S

where
obust Speech Recognition Using 
heory 

e 

n – Dept. ESAT 
Heverlee, Belgium 
uven.ac.be

Application of missing feature theory 
ssumed that speech and noise are independent statistical 
sses and that the noise is additive. Other model 
atches, such as unknown filtering by the acoustic channel 
ot be considered here. The front-end computes a log-
al representation of the noisy signal using a filter bank. 
the signal is spliced into overlapping frames and the 

itude spectrum is computed using a FFT. Then the 
ted sums of the magnitudes or the energies per 
ncy bin are formed, e.g. using MEL or Bark-shaped 
ts. Finally, the filter bank outputs are passed through a 
ression function, usually a logarithm. The resulting D-
sional feature vector for frame k will be called Y(k), S(k) 
k) for the noisy speech, the clean speech and the noise 
tively. In the experimental verification described below, 

L-scaled log-spectral representation of the speech signal 
a fixed frame rate was computed, but the claim should 
qually for other choices. 
FT, it is assumed that either the speech or the noise 
ates, such that 

( ) ( ) ( )( )max ,  with 1j j jk S k N k j D≈ ≤ ≤  (1) 

) dominates, the feature Yj(k) is called “reliable”. If Nj(k) 
ates, Yj(k) is called “unreliable”. Yr(k) and Yu(k) will 

e the vector of reliable and unreliable components of 
Similar subscripts will be used for S(k). 

MM state density functions of the noisy speech will 
e derived from the density function of the clean speech 
MFT. By assumption, the value of the reliable features 
wn, but unreliable features will be inferred from the 
observation and the acoustic model using the maximum 
ood estimator. To estimate the value of the missing 
es Su(k), equation (1) is taken into account through the 
aint (component-wise) 

( ) ( )k k≤u uY  (2) 

 approach considered in this paper, the state probability 
y of clean speech is modeled as a mixture of diagonal 
ians: 
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 wiq are the mixture weights, µiqj and σiqj are the mean 



and standard deviation of the jth component of the ith mixture 
of state q. Notice that each HMM with emission probabilities 
given by mixtures has an equivalent representation with 
expanded single-Gaussian states (i,q), where the original 
transition probabilities into state q are multiplied by wiq. 
Hence, only the expanded state likelihood will be considered: 
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For each (i,q), the unreliable data will be inferred by the 
maximum likelihood estimator ( )ˆ kS . Equation (3) gives the 
explicit form of the likelihood, so the MLE is easily obtained 
by taking constraint (2) into account: 

( ) ( )ˆ
j jS k Y k=  if ( )iqj jY kµ ≥ and j unreliable (4a) 

( )ˆ
j iqjS k µ=  if ( )iqj jY kµ < and j unreliable (4b) 

which corresponds to the estimator considered in [1] for the 
case of a single mixture. The estimate is augmented with the 
reliable components: 

( ) ( )ˆ
j jS k Y k=  (4c) 

In [1], (i,q)-conditioned estimate (4) is combined to a q-
conditioned estimate by weighting with the a posteriori
Gaussian probabilities using the marginal distributions of the 
reliable features. It will be shown in section 4 that 
conditioning on the expanded state (or Gaussian) leads to 
better accuracy and hence this approach – formalized by (4) - 
will be used in the remainder of this paper. 

3. Biased likelihoods 
The score is defined as the natural logarithm of the state 
likelihood. The subsections below respectively discuss a score 
bias due to the evaluation of the likelihood at the MLE and 
due to variations in the acoustic space density. 

3.1. Log-likelihood at the MLE 
Due to the diagonal structure of the covariance matrix in (3), 
the score evaluated in any feature vector X can be decomposed 
as: 
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Only the dependency of the local score on feature index j was 
maintained for ease of notation. It will now be shown that the 
score of the MLE shows a bias with respect to the score of the 
clean speech. 
For clean speech that is truly drawn from a Gaussian 
distribution with mean µiqj and standard deviation σiqj, the 
expected value of the score contribution of the jth feature is: 

( ) ( ) 1
( ) ( ) log 2

2S j j iqjE L L x P x dx πσ= = − −∫
The index S for the expectation operator denotes that it acts 
over the speech probability space.  
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se Nj(k)> µiqj, such that (2) guarantees that (4b) applies 
 values of Sj(k) drawn from Gaussian (i,q). Then  
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)<< µiqj, the feature is most likely labeled as reliable, so 
pplies and there is no bias for such a Gaussian. Hence 
ores should be corrected by subtracting 0.5 from Lj in 
4b) applies. The total approximate bias correction is then 
e between 0 and D/2. Intuitively, because the MLE picks 
oint of maximal state likelihood, it overestimates the 
 which is corrected for each degree of freedom.  

ensity of the acoustic space 
er bias in the local scores stems from the differences in 
y of the acoustic space. In a conventional HMM 
er, all states are evaluated at the same data point S(k). In 
esent MFT setting, an estimator of the clean speech is 
ced for each Gaussian. However, the comparison of 
scores at different points of the acoustic space is ‘unfair’. 
d, suppose the speech vector observations were mapped 
different space through a non-linear mapping such as 
rsion to LPC or PLP parameters, the probability density 
on would be scaled by the determinant of the Jacobian 
 of this transformation [4]. This scaling depends on the 

on in the acoustic space. Hence, the difference in score 
te hypotheses that are evaluated at different points X in 
oustic space would depend on the mapping. The state 
 will be compensated through the use of a smooth space 
y function f(X) which fits the peak log-likelihood of 
aussian, i.e. at µµµµiq its value approximates 
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mplicity, the space density function is decomposed as:  
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orrection of the score is then obtained by subtracting the 
of the space density function at the MLE (4).

4. Experiments 

he AURORA-2 database 
peech recognition task is to recognize digit strings at a 
idth of 8 kHz embedded in artificially added noise as 
d in the AURORA-2 database [5]. Each recognition 

iment at a given SNR and noise type consists of 1001 
nces, comprising a total of over 3000 digits. The 
imental verification will be based on test set A, which 
es the following noise types: suburban train (N1), 

e (N2), car (N3) and exhibition hall (N4). Since sets B 
 were included in the AURORA definition for different 
 they are excluded from the analysis. 

he speech recognizer 
front-end of the speech recognizer is the reference 
mentation Track 1 v2.0 as included in the AURORA 
ution. First, baseline models were built on the clean 
g data using the AURORA reference script for 12 
al coefficients and c0 (no log-energy), their velocity and 
acceleration features. These acoustic models will be 



referred to as CEP_D_A. All digits are represented by 16 
HMM states, connected strictly left-to-right without skips, 
each with 3 Gaussians, without state tying. The 
leading/trailing silence model has 3 HMM states with a more 
complex state transition structure (see [5]) and 6 Gaussian 
mixture components. The inter-word silence model has a 
single state which is tied to one of the states of the 
leading/trailing silence model. Subsequently, the 23 MEL-
scaled filter bank outputs were tapped and an initial model 
was created using the HTK HERest “single pass training” (see 
[6]), i.e. the CEP_D_A models are used to compute the 
forward-backward probabilities, but the mean and variances 
are computed on the MEL filter bank output vectors. Notice 
that only the static MEL feature vectors are used, without 
velocity or acceleration. Finally, five Baum-Welch iterations 
are performed on these static MEL features computed from the 
clean training data. We will call the resulting acoustic model 
MEL_STATIC.  
The decoder and acoustic model scoring are implemented in 
locally developed software that uses the same decoding 
grammar and transition penalties as the HTK reference of the 
AURORA benchmark. 
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Figure 1: baseline results for noise type N1 (train)

4.3. Baseline results 
To illustrate the impact of various steps involved in applying 
MFT, Figure 1 shows the recognition accuracy as defined in 
[6] for suburban train noise (N1) as a function of SNR for 
various acoustic models. A typical state-of-the-art recognizer 
would use MFCCs, their delta and acceleration features, which 
is represented by the baseline CEP_D_A. Since MFT does not 
easily treat delta's, the accuracy of a system using the static 
features only is shown as CEP_STATIC. This system looses 
in accuracy under clean conditions and also its robustness to 
additive noise is adversely affected. The clean performance 
and robustness for the MEL_STATIC models degrade further 
because of the poor validity of the feature independence 
assumption in the MEL domain.  
The baseline results obtained by applying the MLE estimator 
(4) are displayed as NO_CORR, showing a high noise 
robustness. Since it is our goal to examine the effect of the 
score computation, an idealized classifier of reliability was 
used: the jth feature is reliable if and only if Sj(k) > Nj(k). This 
is possible in the AURORA setup because the clean speech 
and noise data are accessible. Like in [1], this classifier is 
considered as one that provides an upper bound on the 
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Figu
mance obtainable with MFT. The results below will 
that this idealized performance can be improved upon by 
priately correcting the likelihoods for their biases. A 
cal implementation would require a classifier such as the 
al-purpose one described in [2] or [3]. The actual 
its of such a classifier depend on what can be assumed 
 the noise, such as band-limitation, cycles or repetitive 
. 
ing [1], the MFT-based clean speech estimator can be 

tioned on the state q rather than on the Gaussian. This 
to worse recognition results, as evidenced by the curve 
d STATE_CONDIT in Figure 1. This result holds for all 
types as will be shown in the next section. 

ias corrections 
s experiment, the space density function was chosen to 
an exponential form which was fit to the estimated 

iqj) using MATLAB’s curve fitting toolbox. Given the 
number of Gaussians in this experiment, the parameters 
 space density function were pooled over all dimensions 
timated to be: 

( )( )2

,
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ecognition results on test set A are shown in Figure 2 
h Figure 5. For each noise type, the baseline MFT result 
the MLE estimator (4) is given (NO_CORR) together 
he accuracy when the scores are only corrected for the 
er of degrees of freedom (CORR1) or when both 
tions are applied (CORR1 + CORR 2). For comparison, 
ccuracy with the state-conditioned (as opposed to 
ian-conditioned) estimation from [1] is given by the 
 STATE_CONDIT. 
provement in accuracy for all noise types and all SNRs 
 observed. The word error rate is reduced on average by 

relative for CORR1 and 22 % for both corrections with 
t to the NO_CORR baseline. At 10 dB SNR, CORR1 is 
effective with typically 20% error rate reduction, while 
ditional effect of CORR2 is most effective between 5 dB 
0 dB. A detailed analysis of deletions, substitutions and 
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re 2: recognition accuracy for train noise for the MFT 
baseline and using one or both corrections  



insertions errors shows that both substitutions and deletions 
are reduced by the score compensation while the number of 
insertions show little change.  

5. Conclusion 
A theoretical derivation has shown that the local Gaussian 
scores computed at the maximum likelihood estimator of the 
missing features is a biased estimator of the clean speech local 
scores. This bias would favor HMM states for which the 
observed data are replaced by the model mean. A 
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Figure 3: recognition accuracy for babble noise for the MFT 
baseline and using one or both corrections 
utationally efficient score compensation was proposed 
xperimental verification has shown the effectiveness of 

rrection.  
ionally, a simple compensation model for the score noise 
ated by the differences in acoustic space density at the 
ed missing data was proposed and evaluated.  
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Figure 4: recognition accuracy for car noise for the MFT 
baseline and using one or both corrections 

70

75

80

85

90

95

100

clean 20dB 15dB 10dB 5dB 0dB -5dB

SNR

A
cc

u
ra

cy
 (

%
)

N4 NO_CORR

N4 CORR1

N4 CORR1+CORR2

STATE_CONDIT

Figure 5: recognition accuracy for exhibition noise for the 
MFT baseline and using one or both corrections
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