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Abstract
The success of statistical language modeling techniques is cru-
cially dependent on the availability of a large amount training
text. For a language in which such large text collections are not
available, methods have recently been proposed to take advan-
tage of a resource-rich language, together with cross-lingual in-
formation retrieval and machine translation, to sharpen language
models for the resource-deficient language. In this paper, we de-
scribe investigations into such language models for an automatic
speech recognition system for Mandarin Broadcast News. By
exploiting a large side-corpus of contemporaneous English news
articles to adapt a static Chinese language model to the news story
being transcribed, we demonstrate significant improvements in
recognition accuracy. The improvement from using English text
is greater when less Chinese text is available to estimate the
static language model. We also compare our cross-lingual adap-
tation to monolingual topic-dependent language model adapta-
tion, and achieve further gains by combining the two adaptation
techniques.

1. Introduction
Statistical modeling techniques have been the mainstream in
speech recognition and natural language processing over the last
two decades. This success is in no small part attributable to
the abundance of appropriate linguistic data resources. Most
of the success, therefore, has been witnessed in languages such
as English, French and Japanese — the so called resource-rich
languages — and in domains such as air travel information and
broadcast news transcription, for which such linguistic resources
have been created, often at considerable cost. In short, statisti-
cal modeling techniques depend crucially on the availability of
accurate and large amounts of training data and it is difficult to
build a usable system if we don’t have enough data for training
the models.

More recently, there has been an increasing interest in lan-
guages such as Mandarin or Arabic for speech recognition and
natural language processing. Even though statistical techniques
developed for English, etc., have been applied to these languages
without significant modifications, the performance of automatic
speech and text processing systems is often not comparable, in
large measure due to lack of comparably large amounts of train-
ing data. The problem becomes more acute for languages with
even fewer resources.

Advances in cross-lingual information retrieval (CLIR) and
machine translation (MT) led us [1] to propose a mechanism
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veloping a statistical language model (LM) in a resource-
ent language by exploiting copious amounts of text avail-
n resource-rich languages. The core idea is that once we
sufficiently, say, from the first pass output of a rudimen-

utomatic speech recognition (ASR) system, about an Urdu
cast we are trying to transcribe, CLIR can then be used to
fy English documents on that news topic, and MT can be
to provide a translation that, even if not fluent, is adequate
ate estimates of word frequencies and the LM vocabulary.

his paper describes our investigations of this idea for the
atic transcription of Mandarin Broadcast News using (ad-
al) English newswire text. For the sake of completeness,
gin in Section 2 with a review of the cross-lingual story-

fic language models proposed in [1]. We describe the ex-
ental setup, corpora, etc. in Section 3, list the experiments
nducted and their results in Section 4, and conclude with
remarks and future directions in Section 5.

andarin Chinese is, of course, not resource-deficient for
age modeling — 100s of millions of words are available
e. However, we chose it for our experiments partly because

ufficiently different from English to pose a real challenge,
artly because the availability of large text corpora in fact
its us to simulate controlled resource deficiency.

ross-Lingual Story-Specific Adaptation

im is to sharpen a language model in a resource-deficient
age, say, Mandarin, by using data from a resource-rich
age, say, English. Of course, any other pair of languages
erve the purpose of this exposition.

et dC
1 , . . . , dC

N denote the text of N test stories in a Man-
news broadcast to be transcribed by an ASR system, and
, . . . , dE

N denote their corresponding or aligned English
ire articles, selected from some contemporaneous text

s. Correspondence here does not imply that the English
ent dE

i needs to be an exact translation of the Mandarin
dC

i . It is quite adequate, for instance, if the two stories
t the same news event. Our approach is expected to be
ul even when the English document is merely on the same
al topic as the Mandarin story, although the closer the con-
f a pair of articles the better the proposed methods are
to work. Assume for the time being that a sufficiently

Chinese-English story alignment is (somehow) given.

ssume further that we have at our disposal a stochastic
ation lexicon — a probabilistic model of the form PT (c|e)
ich provides the Chinese translation c ∈ C of each English
e ∈ E , where C and E respectively denote our Chinese and
sh vocabularies.
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Figure 1: Story-Specific Cross-Lingual Adaptation of an LM.

2.1. Computing a Cross-Lingual Unigram Distribution

Let P̂ (e|dE
i ) denote the relative frequency of a word e in the

document dE
i , e ∈ E , 1 ≤ i ≤ N . It seems plausible that

PCL-unigram(c|dE
i ) =

∑

e∈E
PT (c|e)P̂ (e|dE

i ) , ∀ c ∈ C, (1)

would be a good unigram model for the i-th Mandarin story dC
i .

We propose using this cross-lingual unigram statistic to
sharpen a statistical Chinese LM used for processing the test
story dC

i . One way to do this is via linear interpolation

PCL-interpolated(ck|ck−1, ck−2, d
E
i ) = (2)

λPCL-unigram(ck|dE
i ) + (1 − λ)P (ck|ck−1, ck−2)

of the cross-lingual unigram model (1) with a static trigram
model for Chinese, where the interpolation weight λ may be
chosen off-line to maximize the likelihood of some held-out
Mandarin stories. The improvement in (2) is expected from the
fact that unlike the static text from which the Chinese trigram
LM is estimated, dE

i is semantically close to dC
i and even the ad-

justment of unigram statistics, based on a stochastic translation
model, may help. Other variations on (2) are easily anticipated,
such as

P̃CL-interpolated(ck|ck−1, ck−2, d
E
i ) = (3)

λckPCL-unigram(ck|dE
i ) + (1 − λck )P (ck|ck−1, ck−2)∑

c∈C λcPCL-unigram(c|dE
i ) + (1 − λc)P (c|ck−1, ck−2)

,

where the interpolation weight may be chosen to let content-
bearing words be influenced more by the cross-lingual cues than
function words by making λck proportional to the inverse doc-
ument frequency of ck in the Chinese LM training text (cf. e.g.
[2]), log-linear interpolation with a global or word-dependent
λ’s, bucketing the λ’s based on Chinese N-gram counts, etc.

Figure 1 shows the data flow in this cross-lingual LM adapta-
tion approach, where the output of the first pass of anASR system
is used by a CLIR system to find the English document(s) dE

i ,
an MT system computes the statistic of (1), and the ASR system
uses the LM (2) in a second pass.

2.2. Obtaining the Matching English Document(s) dE
i

To illustrate how one may obtain the English document(s) dE
i to

match the Mandarin story dC
i , let us assume that we also have
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hastic reverse-translation lexicon PT (e|c). One obtains
the first pass ASR output, cf. Figure 1, the relative fre-
y estimate P̂ (c|dC

i ) of Chinese words c in dC
i , c ∈ C, and

he translation lexicon PT (e|c) to compute

L-unigram(e|dC
i ) =

∑

c∈C
PT (e|c)P̂ (c|dC

i ) , ∀ e ∈ E , (4)

glish bag-of-words representation of the Mandarin story
s used in standard vector-based information retrieval.
ocument dE

i with the highest TF-IDF weighted cosine-
rity to dC

i is then selected.

E
i = arg max

dE
j

sim(PCL-unigram(e|dC
i ), P̂ (e|dE

j )) . (5)

ers familiar with information retrieval literature will recog-
his to be the standard query-translation approach to CLIR.

Obtaining Stochastic Translation Lexicons

ranslation lexicons PT (c|e) and PT (e|c) may be created
f an available electronic translation lexicon, with multiple
ations of a word being treated as equally likely. Stemming
ther morphological analyses may be applied to increase the
ulary-coverage of the translation lexicons.
lternately, they may also be obtained automatically from
allel corpus of translated and sentence-aligned Chinese-
sh text using statistical machine translation techniques,
as the publicly available GIZA++ tools [3]. These tools
veral iterations of the EM (Expectation Maximization) al-
m on increasingly complex word-alignment models to in-

mong other translation model parameters, the conditional
bilities PT (c|e) and PT (e|c) of words c and e being mu-
ranslations. We use the Hong Kong News corpus [4] to
our translation models in this fashion, as described in [1].
e standard MT systems, however, we will apply the trans-
models to entire articles, one word at a time, to get a

f translated words. A sentence-aligned corpus is therefore
ecessary for our purposes and a document-aligned corpus
, in theory, to suffice for obtaining PT (c|e) and PT (e|c).
inally, for truly resource deficient languages, one may ob-
translation lexicon via optical character recognition from
ted bilingual dictionary (cf. [5]). This task is arguably
than obtaining a large LM training corpus.

Comparison with Topic-Dependent Language Models

inear interpolation of the story-dependent unigram model
ith a story-independent trigram model, as described in (2),
y reminiscent of monolingual topic-dependent language
ls (cf. e.g. [6]). This motivates us to construct topic-
dent LMs and contrast their performance with the models.
o this end, we represent each Chinese article in the train-
orpus by a bag-of-words vector, and cluster the vectors
a standard K-means algorithm. We use random initial-

n to seed the algorithm, and a standard TF-IDF weighted
e-similarity as the “metric” for clustering. We perform a
erations of the K-means algorithm, and deem the resulting
rs as representing different topics. We then use a bag-
rds centroid created from all the articles in a cluster to

sent each topic. Topic-dependent trigram LMs, denoted
k|ck−1, ck−2), are also computed for each topic exclu-
from the articles in the j-th cluster, 1 ≤ j ≤ K.

ach Mandarin test story is represented by a bag-of-words
r P̂ (c|dC

i ) generated from the first-pass ASR output, and



the topic-centroid having the highest TF-IDF weighted cosine-
similarity to it is chosen as the topic tj of dC

i . Topic-dependent
LMs are then constructed for each story dC

i as

PTopic-trigram(ck|ck−1, ck−2, tj) = (6)

λPtj (ck|ck−1, ck−2) + (1 − λ)P (ck|ck−1, ck−2)

and used in a second pass of recognition.

3. ASR Training and Test Corpora
We investigate the use of the techniques described above for im-
proving ASR performance on Mandarin news broadcasts using
English newswire texts. We have chosen the experimental ASR
setup created in the 2000 Johns Hopkins Summer Workshop to
study Mandarin pronunciation modeling, extensive details about
which are available in Fung, et al. [7]. The acoustic training data
(∼10 hours) for their ASR system was obtained from the 1997
Mandarin Broadcast News distribution, and context-dependent
state-clustered models were estimated using initials and finals as
subword units. Two Chinese text corpora and an English corpus
are used to estimate LMs in our experiments. A vocabulary C
of 51K Chinese words, used in the ASR system, is also used to
segment the training text. This vocabulary gives an OOV rate of
5% on the test data.

XINHUA: We use the Xinhua News corpus of about 13 mil-
lion words to represent the scenario when the amount of available
LM training text borders on adequate, and estimate a baseline
trigram LM for one set of experiments.

HUB-4NE: We also estimate a trigram model from only the
96K words in the transcriptions used for training acoustic models
in our ASR system. This corpus represents the scenario when
little or no additional text is available to train LMs.

NAB-TDT: English text contemporaneous with the test data
is often easily available. For our test set, described below, we
select (from the NorthAmerican News Text corpus) articles pub-
lished in 1997 in The Los Angeles Times and The Washington
Post, and articles from 1998 in the New York Times and the As-
sociated Press news service (from TDT-2 corpus). This amounts
to a collection of roughly 45,000 articles containing about 30-
million words of English text; a modest collection by CLIR
standards.

Our ASR test set is a subset [7] of the NIST 1997 and 1998
HUB-4NE benchmark tests, containing Mandarin news broad-
casts from three sources for a total of about 9800 words. We
generate two sets of lattices using the baseline acoustic models
and bigram LMs estimated from XINHUA and HUB-4NE. All
our LMs are evaluated by rescoring 300-best lists extracted from
these two sets of lattices. The 300-best lists from the XINHUA
bigram LM are used in all XINHUA experiments and those by the
HUB-4NE bigram LM in all HUB-4NE experiments. We report
both word error rates (WER) and character error rates (CER),
the latter being independent of any difference in segmentation
of the ASR output and reference transcriptions.1.

4. ASR Performance of Cross-Lingual LMs
We begin by rescoring the 300-best lists from the bigram lattices
with trigram models, and report results in Table 1.

For each test story dC
i , we perform CLIR using the first pass

ASR output to choose the one most similar English document

1Since there is no explicit word boundary marker, Chinese word
segmentation is often ambiguous and some reference report CER instead
of WER
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nguage model Perp WER CER p-value
NHUA trigram 426 49.9% 28.8% –
-interpolated 375 49.5% 28.7% 0.208
ic-trigram 381 49.1% 28.4% 0.003
ic + CL-interp. 352 49.1% 28.3% 0.004
B-4NE trigram 1195 60.1% 44.1% –
-interpolated 750 59.3% 43.7% < 0.001
ic-trigram 1122 60.0% 44.1% 0.660
ic + CL-interp. 752 59.4% 43.7% 0.015

ble 1: Word-Perplexity and ASR Performance of LMs.

om NAB-TDT. Then we create the cross-lingual unigram
l of (1). Since [7] did not provide for separate development
valuation partitions of the test set, we choose a global in-
lation weight λ for the story-specific CL-interpolated LM
via a simple EM procedure that maximizes the total like-

d of the 1-best hypotheses of all the test utterances from
st ASR pass. The performance of this model for XINHUA
UB-4NE is also reported in Table 1. Next, we build topic-
dent LMs (6) for XINHUA and HUB-4NE, as described2

ction 2.4. The performance of the two topic-trigram LMs
so reported in Table 1. Finally, we interpolate the topic-
m for each story with the CL-interpolated trigram of (2).

vidently3, the CL-interpolated LM is outperformed by the
traditional topic-trigram LM on XINHUA. On HUB-4NE
ver, where Chinese text is scarce, the CL-interpolated LM
rs considerable benefits via the large English corpus.

Likelihood-Based Story-Specific Selection of Interpola-
eights and the Number of English Documents

xperiments above naı̈vely used the one most similar En-
document for each Mandarin story, and a global λ in (2),
atter how similar the best matching English document is
iven Mandarin news story. It stands to reason that choos-
ore than one English document may be helpful if many

a high similarity score, and perhaps not using even the best
ing document may be fruitful if the match is sufficiently
It may also help to have a greater interpolation weight λ

ories with good matches, and a smaller λ for others. For
iments in this subsection, we select a different λ for each
ory, again based on maximizing the likelihood of the 1-best
t given a CL-Unigram model. The other issue then is the
e and the number of English documents to translate.
-best documents: One could choose a predetermined

er N of the best matching English documents for each
arin story. We experimented with values of 1, 10, 30, 50,
d 100, and found that N = 30 gave us the best LM per-
nce, but only marginally better than N = 1 as described
. Details are omitted, as they are uninteresting.
ll documents above a similarity threshold: The argu-
against always taking a predetermined number of the best
ing documents may be that it ignores the goodness of the
. An alternative is to take all English documents whose
rity to a Mandarin story exceeds a certain predetermined
old. As this threshold is lowered, starting from a high

, the order in which English documents are selected for a

00 topic clusters are created for XINHUA, while only 4 clusters
pported by the 96K-word HUB-4NE corpus.
ll p-values reported in this paper are based on the standard NIST
SWE test [8], and indicate the statistical significance of a WER

vement over the corresponding trigram baseline.



0 30 60 90 120 150
300

400

500

600

# of En Doc (dE
i
)

P
er

pl
ex

ity

Reference  
1−Best List

0 30 60 90 120 150
550

560

570

580

−
Lo

g 
Li

ke
lih

oo
d

Figure 2: Perplexity v/s Num of dE
i for a Typical Test Story.

particular Mandarin story is the same as the order when choos-
ing the N -best documents, but the number of documents selected
now varies from story to story. It is possible that for some sto-
ries, even the best matching English document falls below the
threshold at which other stories have found more than one good
match. We experimented with various thresholds, and found that
while a threshold of 0.12 gives us the lowest perplexity on the
test set, the reduction over Table 1 is insignificant. This points
to the need for a story-specific strategy for choosing the number
of English documents, instead of a global threshold.

Likelihood-based selection of the number of English doc-
uments: Figure 2 shows the perplexity of the reference transcrip-
tions of one typical test story under the LM (2) as a function of
the number of English documents chosen for creating (1). For
each choice of the number of English documents, the interpola-
tion weight λ in (2) is chosen to maximize the likelihood (also
shown) of the first pass output. This suggests that choosing the
number of English documents to maximize the likelihood of the
first pass ASR output is a good strategy.

For each Mandarin test story, we choose the 1000-best-
matching English documents and divide the dynamic range
of their similarity scores evenly into 10 intervals. Next, we
choose the documents in the top 1

10
-th of the range of simi-

larity scores, not necessarily the top-100 documents, compute
PCL-unigram(c|dE

i ), determine the λ in (2) that maximizes the
likelihood of the first pass output of only the utterances in that
story, and record this likelihood. We repeat this with documents
in the top 2

10
-th of the range of similarity scores, the top 3

10
-

th, etc., and obtain the likelihood as a function of the similarity
threshold. We choose the threshold that maximizes the likeli-
hood of the first pass output. Thus the number of English doc-
uments dE

i in (1), as well as the interpolation weight λ in (2),
are chosen dynamically for each Mandarin story to maximize
the likelihood of the ASR output. Table 2 shows ASR results for
this likelihood-based story-specific adaptation scheme.

Note that significant WER improvements are obtained from
the CL-interpolated LM using likelihood-based story-specific
adaptation even for the case of the XINHUA LM. Further-
more, the performance of the CL-interpolated LM is even better
than the topic-dependent LM. This is remarkable, since the CL-
interpolated LM is based on unigram statistics from English doc-
uments, while the topic-trigram LM is based on trigram statistics.
We believe that the contemporaneous and story-specific nature
of the English document leads to its relatively higher effective-
ness. Our conjecture, that the contemporaneous cross-lingual
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NHUA trigram 426 49.9% 28.8% –
-interpolated 346 48.8% 28.4% < 0.001
ic-trigram 381 49.1% 28.4% 0.003
ic + CL-interp. 326 48.5% 28.2% < 0.001
B-4NE trigram 1195 60.1% 44.1% –
-interpolated 630 58.8% 43.1% < 0.001
ic-trigram 1122 60.0% 44.1% 0.660
ic + CL-interp. 631 59.0% 43.3% < 0.001

2: Perplexity and ASR Performance with a Likelihood-
Story-Specific Selection of the Number of dE

i ’s and λ.

tics and static topic-trigram statistics are complementary,
ported by the significant further improvement in WER ob-
by the interpolation of the two LMs, as shown on the last

or XINHUA.
he significant gain in ASR performance in the resource
ent HUB-4NE case are obvious. The small size of the
-4NE corpus makes topic-models ineffective.

5. Concluding Remarks
2 demonstrates that even when a nontrivial amount (13M

s) of training text is available in the language of interest,
cant reductions in perplexity (23%) and WER (1.4% abso-

may be had by language models that exploit cross-lingual
nformation. They are even more effective when LM train-
xt is hard to come by in the language of interest: 47%
tion in perplexity and 1.3% absolute in WER.
e are very encouraged by these results and plan to explore
to further reduce our dependence on the translation model
|e) by developing a notion of cross-lingual lexical triggers.
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