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Abstract
In this work, Region Dependent Transform (RDT) is used as a
feature extraction process to combine the traditional short-term
acoustic features with the features derived from Multi-Layer
Perceptrons (MLP) which is trained from the long-term fea-
tures. When compared to the conventional feature augmentation
approach, substantial improvement is obtained. Moreover, an
improved RDT training procedure in which speaker dependent
transforms are take into account is proposed for feature com-
binination in the Speaker Adaptive Training. By incorporating
the higher dimensional features output from the layer prior to
the bottleneck layer into our Speech-to-Text (STT) system us-
ing RDT, significant improvement is achieved as compared to
using the conventional bottleneck features. In summary, by us-
ing the features derived from MLP with RDT, 8.2% to 11.4%
relative reduction in Character Error Rate is achieved for our
Mandarin STT systems.
Index Terms: Multi-Layer Perceptrons, bottleneck features,
Region Dependent Transform, discriminative training, Man-
darin speech recognition

1. Introduction
During the past decade, a number of algorithms have been
developed to capture long-term features for automatic speech
recognition [1, 2]. In order to utilize the extra information
provided in the long-term acoustic features, the bottleneck
features from Multi-Layer Perceptrons (MLP) has been
proposed in [3]. Lower-dimensional acoustic features are
usually preferred for efficiency in terms of training data and
computation, and bottleneck MLP provides a machanism for
dimension reduction. In [4, 5], significant improvement has
been shown by combining the bottleneck features with the
traditional acoustic features, e.g. Perceptual Linear Predictive
(PLP) [6]. In these works, the conventional dimension reduc-
tion algorithm, e.g. Linear Discriminative Analysis (LDA),
are usually used for feature combination. Nevertheless, these
methods do not directly minimize speech recognition errors. In
[7], we proposed to use Region Dependent Transform (RDT)
[8] to extract lower dimensional features from the augmented
features using the Minimum Phone Frame Error (MPFE)
criterion [9], and significant improvement has been achieved as
compared to the conventional approach.

In this work, we improve the RDT training procedure to
include the speaker-dependent transforms in the optimization
for feature combination in the Spaker Adaptative Training
(SAT). In addition to MLP bottleneck features, other features
derived from MLP are also explored and significant improve-
ment is achieved. The experimental results using our Mandarin
Speech-to-Text (STT) system show that, by using the features
derived from MLP with RDT, 8.2% to 11.4% relative reduction

in Character Error Rate (CER) is achieved.

The paper is organized as follows. The experiment setup
is described in Section 2. Section 3 reviews RDT and depicts
how it is used to incorporate the bottleneck features into our
SI and SAT systems. We further explore to use RDT on other
features in Section 4. Finally, it is concluded in Section 5.

2. Experiment Setup
The acoustic models in this work were trained from the 1900
hours of audio data released by LDC for the GALE Phase
4 evaluation. The language models (LM) used in the ML
experiments were for the GALE P3 Evaluation and they
were trained on 4.6 billion characters text, while those in the
MPFE experiments were trained on 6.8 billion characters text
for GALE P4 Evaluation. Both of them were estimated on
a vocabulary size of 64K. All decoding experiments were
conducted in two decoding passes. The first pass, unadapted
decoding, provides supervision for model adaptation in the
second pass. The first pass uses a Speaker Independent (SI)
model, while an SAT model is used in the second pass. Details
of the decoding system setup can be found in [10]. The total
number of nodes in the input, hidden, bottle-neck and output
layer of the MLP are 475, 3500, 26 and 76, respectively. The
MLP is trained from the time-warped Linear Predictive TRAP
(wLPTRAP) features [11] which are computed in the same
way as in [5].

Various systems developed in this work are evaluated on
eight test sets: dev07 (2.6 hours), dev08 (1.0 hour), eval08 (1.5
hours) and dev09sub (3.0 hours), eval09 (2.6 hours), dev10c
(5.8 hours), dev10r (12.1 hours) and dev10d (12.2 hours).
Where eval08 and eval09 are the non-sequestered data of the
evaluation sets for GALE Phase 3 and 4, respectively. dev10c,
dev10r and dev10d are the carefully transcribed, regular and
difficult development sets for GALE Phase 5 evaluation.

3. Region Dependent Transform
3.1. Review of RDT

RDT was successfully used as a method for discriminative fea-
ture extraction in large vocabulary speech recognition [8, 12].
The acoustic space is partitioned into a number of regions. Each
region is associated with a specific transformation. Based on the
application, the regions can be different acoustic categories, e.g.
phone or phone state clusters. The transformed feature of RDT
is a weighted sum of the region-specific transformed features,
defined as

xt =
NX

i=1

p(i|ot)Aift (1)
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where N is the number of regions, p(i|ot) the posterior
probability of region i given a feature vector ot at time t,Ai the
affine transformation for region i, ft the input feature vector at
time t. In principle, ot and ft are the same acoustic features
at time t. In practice, ot and ft can be different acoustic
observations derived from the same speech frame with different
time span using different algorithms.

The affine transforms, Ai, can be estimated discrimina-
tively under the MPFE criterion [9]. For R training utterances
with transformed features X = {X1, ..., XR} and reference
transcriptions {W ref

1 , ..., W ref
R }, the MPFE objective function is

defined as

HMPFE(X, λ) =
RX
r

X
Wr

p(Xr | Wr, λ)βp(Wr)α(Wr, W
ref
r )P

W ′

r

p(Xr | W ′
r, λ)βp(W ′

r)

where Xr = {xr
1, ..., x

r
k} is the sequence of transformed

feature vectors of utterance r having k frames long, Wr is a
hypothesis word sequence of the utterance, α(Wr, W

ref
r ) is the

phoneme frame accuracy score of that hypothesis with respect
to the reference, the exponent β is used to reduce the dynamic
range of the acoustic scores, and λ = {μ1, ..., μS , Σ1, ..., ΣS}
is the set of Gaussian means and covariances of an HMM that
is trained from X. λ is trained using the Maximum Likelihood
(ML) criterion given current features. The use of ML criterion
for λ is to force the training to focus on improving the feature
transforms [8]. The resulting transforms are not tied to the
specific λ. In fact, they can be generalized for training other
HMMs.

Ai can be optimized by gradient decent using derivative

∂HMPFE(X, λ)

∂Ai

=
X
r,t

p(i|or
t )

∂HMPFE(Xr, λ)

∂xr
t

f
r
t

T

The derivative of MPFE with respect to xr
t can be expressed as

a summation of two terms:

∂HMPFE(Xr, λ)

∂xr
t

=

„
∂HMPFE(Xr, λ)

∂xr
t

«
λ

+
∂HMPFE(Xr, λ)

∂λ

∂λ

∂xr
t

The first term is the derivative of HMPFE(X, λ) with respect to
xr

t holding λ as a constant. The transforms and HMM are up-
dated iteratively. The Limited Memory BFGS [13] method is
used for the gradient decent.

3.2. Baseline RDT Implementation

To apply RDT to integrate the features derived from MLP into
our STT system, a region is defined as a phone in our system
as it is more relevant to the MPFE and MLP training criteria.
The phone posterior probability from the MLP is used in RDT
as the region posterior, p(i|ot), and ot is the 475 wLPTRAP
features. Therefore, RDT is performed on the acoustic regions
divided by MLP.

In the SI training, the 26 bottleneck features derived
from the MLP are augmented with the 144-dimensional long
span features (LSF) which is a 9-frame concatenation of
15-dimensional PLP and pitch, F0, to accommodate Mandarin
− a tonal language. The resulting 170-dimensional features
are the input features, ft, to RDT. There are 76 phones in the
Mandarin STT system. Hence, 76 regions are used in the RDT.

The region specific transforms, Ai, are initialized as

A
0

i = [L 0], ∀i ∈ [1, N ]

where L is the projection of the 144-dimensional LSF features.
It is estimated using LDA and Maximum Likelihood Linear
Transform (MLLT) [14]. 0 is a 60-by-26 zero matrix. Thus,
there is no contribution from the MLP features in the initial
transformations. The initial RDT-transformed features are
actually the LSF after LDA and MLLT. As a result, the
initial HMM can be trained without the augmentation of
MLP features. Based on this design, RDT performs a joint
optimization on feature transformation to the combined feature
of the LSF and MLP. If multiple pass decoding strategy is
used, all of the different HMMs can be trained from the same
RDT-transformed features using the ML criterion. These
HMMs can be further improved using MPFE training.

The RDT training procedure for the SAT models is the
same as for the SI models, except that the PLP and F0 are
first transformed by a set of speaker-dependent transforms
(denoted as pre-transforms) estimated using CMLLR. At the
end of the RDT training, another set of speaker-dependent
transforms (denoted as post-transforms) are estimated on the
RDT-transformed features based on the HMM obtained from
the RDT training.

In this work, a conventional approach of feature combi-
nation which is similar to [5] is used as the reference for
evaluating the performance of RDT in feature extraction.
In the SI training, the 26-bottleneck MLP features are first
transformed by MLLT. The resulting features are concatenated
with the 45-dimensional features obtained by projecting the
144-dimensional LSF features using LDA and MLLT. In
the SAT training, the process is almost the same as in the
SI training, except that the PLP and F0 features are first
transformed by the pre-transforms and a set of post-transforms
are also applied on the concatenated features at the end.

The SI MPFE results in Table 1 show that, by using the
conventional feature augmentation approach, although 1.0%
absolute reduction in CER for dev08 is obtained, no significant
improvement is observed for the other three test sets. When
RDT is applied to project the combined features from 170 to
60 dimensions, 1.0% to 1.4% absolute reduction in CER is
achieved across the test sets. As compared to the conventional
approach, 0.8% to 1.4% extra improvement can be obtained by
using RDT in feature augmentation.

Table 1: Character Error Rate for MPFE Speaker Independent
Systems using MLP bottleneck features with or without RDT

SI Sys. Desc. dev07 dev08 dev09sub eval08
a baseline 10.9 9.3 11.0 14.5
b +MLP 10.6 8.3 11.0 14.5
c +RDT 9.8 8.3 9.9 13.1

The benefit of using RDT is still prominent in the MPFE
SAT results as shown in Table 2. Column two in the table
specifies which SI system in Table 1 provides hypotheses for
the adaptation. The improvement obtained by the conventional
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approach disappear after speaker adaptation. By using RDT in
the SAT training, 0.6% to 0.9% absolute reduction in CER is
obtained. An absolute extra improvement of 0.2% to 0.3% can
be obtained if the RDT SAT system is adapted to the RDT SI
outputs. In summary, 9% to 10% relative reduction in CER is
achieved by integrating the 26-bottleneck MLP features into
our STT system using RDT.

Table 2: Character Error Rate for MPFE Speaker Adapted Sys-
tems using MLP bottleneck features with or without RDT

System SI Sys. dev07 dev08 dev09sub eval08
baseline a 9.4 8.3 9.2 12.4
+MLP b 9.3 8.3 9.2 12.5

+RDT b 8.8 7.7 8.7 11.4
c 8.6 7.5 8.4 11.1

3.3. Speaker Adaptive RDT

Since the post-transforms are not taken into account in the
RDT training for the SAT system, the discriminative power of
the RDT transforms could be compromised by these ML-based
transforms. To tackle the issue, we adopt the Speaker Adaptive
(SA) RDT [12] to re-estimate the RDT transforms after speaker
adaptation.

To use SA-RDT in the SAT training, Equation 1 is rewritten for
SA-RDT as follows

xt = Sk

NX
i=1

p(i|ot)Aift (2)

where Sk is the post-transforms for speaker cluster k
which the utterance belongs. The transforms are updated in the
following procedure:
1. Update Ai while keeping Sk to be an identity matrix
2. Estimate Sk on the resulting RDT transformed features
using CMLLR

3. Update Ai again while keeping Sk fixed
Step 1 to 2 is equivalent to the baseline RDT training procedure
described in Section 3.2.

By using SA-RDT in the SAT training, as shown in Ta-
ble 3, 0.1% to 0.3% absolute reduction in CER is observed in
the ML speaker-adapted decoding as compared to the baseline
implementation.

Table 3: Character Error Rate for ML SAT using baseline- or
SA-RDT to augment MLP bottleneck features

System dev07 dev08 dev09sub eval08
baseline-RDT 9.7 8.7 10.1 12.7
SA-RDT 9.6 8.6 9.9 12.5

The improvement shrinks after the MPFE training for the
HMMs. As shown in Table 4, only 0.2% absolute reduction in
CER is observed for eval08 while no change for the other test
sets. The setting in these experiments are slightly different from
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Figure 1: Features in different stage of MLP

Section 3.2, and the results here are not completely comparable
to those in Table 2.

Table 4: Character Error Rate for MPFE SAT using baseline-
or SA-RDT to augment MLP bottleneck features

System dev07 dev08 dev09sub eval08
baseline-RDT 8.8 7.8 8.8 11.7
SA-RDT 8.8 7.8 8.8 11.5

4. Input Features
Only the bottleneck features have been used in the input
to RDT thus far. As shown in Figure 1, in addition to the
bottleneck features, the 475 wLPTRAP input features and
the 3500 outputs from the first hidden layer after the sigmoid
nonlinearlity (denoted as PreMLP features) can be combined
with the PLP and F0 as the input features to RDT. As RDT
is a discriminative feature extraction process, we do not need
to rely on the bottleneck layer in the MLP for dimension
reduction. Among these features, we expect that the PreMLP
features should contain the most useful information. These
PreMLP features are obtained by transforming the wLPTRAP
features using a nonlinear transform in the MLP. This nonlinear
transformation should be more powerful than RDT while some
information could be lost by reducing the 3500-dimensional
PreMLP features to be 26-dimensional bottleneck features
using the affine transform between the first hidden layer and
the bottleneck layer in the MLP.

By combining the 3500 PreMLP features with the 144
LSF features, the dimension of input feature to the RDT
increases to 3644 while the dimensionality of the features
output from RDT is kept to be 60. To keep the RDT training
computationally tractable, a single-region baseline-RDT is
used. This global affine transform is also initialized in the same
way as in Section 3. The similar mechanism is also applied
on the wLPTRAP and the bottleneck features for controlled
experiments. A reference experiment in which RDT is applied
to reduce the 144-dimensional LSF features to 60 dimensions
is also provided.

The ML speaker adapted results in Table 5 show that, by
applying RDT to reduce the 144 dimensional LSF features

223



derived from PLP and F0 to 60-dimensional features, no signif-
icant difference is observed as compared to the baseline system
in which LDA and MLLT are used. This might imply that
there is not more information available for RDT to extract. By
combining the 475-dimensional wLPTRAP features with PLP
and F0, we obtained 2% to 7% relative reduction in CER when
compared to the baseline system. Therefore, we can conclude
that wLPTRAP features carry some useful information that
can be extracted by RDT without a MLP. By using the 3500
PreMLP features in feature augmentation, 3% to 4% relative
reduction in CER is achieved as compared with the system
directly using wLPTRAP features. The extra improvement is
from the nonlinear transformation of the first-hidden layer. The
performance of the system using the 26 bottleneck features
is degraded by as much as 4% relative as compared to using
PreMLP features. As mentioned above, this could be because
some of the information is lost when the 3500 PreMLP features
is transformed to the 26 bottleneck features in the MLP.

Table 5: Character Error Rate for ML Speaker Adapted Systems
using different features

System dev07 dev08 dev09sub eval08
PLP+ F0 10.5 9.2 10.9 13.9
RDT(PLP+F0) 10.5 9.4 10.9 13.6
RDT(PLP+F0+wLPTRAP) 9.8 9.0 10.4 12.9
RDT(PLP+F0+PreMLP) 9.4 8.7 10.1 12.4
RDT(PLP+F0+MLP) 9.7 8.8 10.4 12.9

After the MPFE training for the HMMs, there are still
2% relative gain for using the 3500 PreMLP features as
compared to the 26 bottleneck features, as shown in Table 6.
Both of the systems are adapted to the SI system in which the
26 bottleneck features and RDT are used. As we compare it to
the system with only PLP and F0 features, we achieved 8.2% to
11.4% relative reduction in CER by using the PreMLP features
with RDT.

Table 6: Character Error Rate for MPFE SAT System using
different features

System eval09 dev10c dev10r dev10d
PLP+F0 8.8 14.6 9.4 28.7
RDT(PLP+F0+MLP) 7.9 13.7 8.7 26.6
RDT(PLP+F0+PreMLP) 7.8 13.4 8.5 26.1

5. Conclusions
We have demonstrated how features derived from Multi-Layer
Perceptrons (MLP) can be integrated into a state-of-the-art
Speech-To-Text (STT) system using Region Dependent Trans-
form (RDT). Significant improvement is obtained when com-
pared to a conventional feature combination approach. The
RDT training procedure has been improved to include the
speaker-dependent transforms in the optimization for feature
combination in the Speaker Adaptive Training. As a result, im-
provement is observed. Instead of using the conventional bottle-
neck features fromMLP, the higher dimensional features output
from the layer prior to the bottleneck layer are used in the RDT
for feature combination. Substantial improvement is, therefore,

obtained as compared to using the bottleneck features. Overall,
by using the features derived from MLP with RDT in our Man-
darin STT system, 8.2% to 11.4% relative reduction in Charac-
ter Error Rate is achieved.
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