
Alternative Frequency Scale Cepstral Coefficient
for Robust Sound Event Recognition

Yi Ren Leng1, Huy Dat Tran1, Norihide Kitaoka2, Haizhou Li1

1Human Language Technology Department, Institute for Infocomm Research,
A*STAR, Singapore, 2Nagoya University, Japan

yrleng@i2r.a-star.edu.sg, hdtran@i2r.a-star.edu.sg, kitaoka@nagoya-u.jp,

hli@i2r.a-star.edu.sg

Abstract
There are two issues when applying MFCC for sound event
recognition: 1) sound events have a broader spectral range
than speech thus the log-frequency scale is less informative; 2)
low frequency noise is more prevalent thus the log-frequency
scale captures more noise. To address these issues, we study
two alternative frequency scales and show that they outperform
MFCCs for sound event recognition under mismatch conditions
using Support Vector Machines (SVMs) without the need for
complex algorithms.
Index Terms: Robust Recognition, Sound Event Recognition,
SVM, MFCC

1. Introduction
Sound Event Recognition (SER) is to automatically detect and
classify generic sound events ranging from gunshots, clapping
and the ringing of a phone. The principles of SER are similar to
those of automatic speech recognition and speaker recognition,
thus the conventional MFCC feature has also been adopted in
SER systems [1, 2].

MFCCs are designed to reflect the human perception of
pitches. Unlike speech or music signals, general sound events
have more spectral variations (Figure 1). The speech signal
has a distinct peak in the low frequency region which is well-
captured by the Mel scale. However, events featuring a single
sharp peak near the middle of the spectrum or containing a large
spread of frequencies will not be effectively captured by theMel
filterbank. This difference between speech and generic sound
events has prompted us to study the effect of the filterbank
center frequencies.

MFCC-based classifiers have been shown to perform poorly
in noisy and noise-mismatched conditions [3] despite showing
good results in clean conditions. A possible reason for this
is that the frequency perception of human auditory system is
inadequately represented by the Mel scale under such noisy
conditions. The noisy signal can be enhanced to reduce the
effect of noise by spectral subtraction [4] or other techniques
but these methods tend to involve complicated algorithms that
are difficult to implement in realistic systems.

For many realistic conditions, the additive background
noise is concentrated in the low frequency region (Figure 2).
Common examples are automobile engines on a busy road, air
conditioner and speech babble at a mall. High frequency noise,
if any, tends to occur in short bursts or at low amplitudes such
as whistling or the ringing of an alarm. As a result, the Mel
scale’s concentration in the low frequency range increases the
mismatch between clean and noisy conditions. We need to
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Figure 1: Spectra of four different sound events

address the issue of feature robustness for most common sound
events.

From [5, 6], changing the bandwidth of the Mel filterbanks
improves the robustness of MFCCs for speech applications.
However, unlike speech, generic sound events do not benefit
particularly from the Mel scale. For robust sound event
recognition, it should be more productive to devise a different
frequency scale entirely rather than to attempt to compensate
for the shortcomings of the Mel scale.

We propose two alternatives to the Mel scale for Robust
Sound Event Recognition: the Linear and Exponential scales.
Our experiments involve both general sounds, including speech,
and voiced sounds using Support Vector Machines (SVM)
classifiers. We shall show that our novel cepstral features are
superior to MFCCs under noise-mismatched conditions.

2. Cepstral Coefficient Extraction
MFCCs are extracted using the following steps:
1. Short-Time Fourier Transform (STFT) of the Hamming-
windowed waveform

2. Binning the STFT spectral power with a Mel filterbank
3. Discrete Cosine Transform (DCT) of the natural log of
the Mel-binned spectral power
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Figure 2: Spectra of four different noise conditions

We choose to use 24 filters and 12 cepstral coefficients like the
CENSREC-4 [7] database. For our proposed features, the Mel
filterbank in step 2 of the feature extraction process is replaced.

2.1. Filterbank Center Frequencies

The conventional Mel filterbank is made up of overlapping
triangular filters that peak at the filterbank center frequencies
and terminate at adjacent center frequencies. We change the
distribution of the filterbank center frequencies which indirectly
changes the distribution of the filterbank bandwidths.

We have two main reasons for not using the Mel scale:
the wide frequency range of generic sound events and the
concentration of realistic noises at low frequencies. It was
shown in [5, 6] that modifying the bandwidth of the Mel
filterbank improved the recognition accuracy in Automatic
Speech Recognition. We present two alternative frequency
scales that attempt to address the above points individually
(Figure 3).

Table 1 shows the Euclidean distance between a sound
event at 40dB of noise with various mismatched SNRs. We
can see that MFCCs exhibit a larger mismatch than our two
proposed features over the range of SNRs.

The frequency scales presented are linear in their native
transformed domains g:

gi = gmin +
i

n + 1
(gmax − gmin) (1)

n is the total number of filters, gi is the center frequency for the
i-th filter, and gmin and gmax are the minimum and maximum
frequencies. The transformation g = h(f) transforms Hertz
frequencies to the transformed domain.

15dB 10dB 5dB 0dB
MFCC 3.20 4.07 4.82 5.38
Linear 2.05 2.80 3.49 4.05

Exponential 1.03 1.55 2.08 2.54

Table 1: Comparison of Euclidean distance of “bells” class in
“Hall” noise condition
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Figure 3: Comparison of Filterbanks and Frequency Scales

2.1.1. Linear

The uniform frequency distribution of this scale is used to
accommodate the wide frequency range of sound events. h is
the identity function as g = h(f) = f .

2.1.2. Mel

The Mel scale g is a logarithmically spaced scale defined by
Equation (2) where f is given in Hertz.

g = h(f) = 1127 log

(
f

700
+ 1

)
(2)

The transformation back to the Hertz scale h−1(g) is shown
in Equation (3).

f = h
−1(g) = 700e

g

1127
− 1 (3)

2.1.3. Exponential

The Exponential scale g can be described as the inverse of the
Mel scale and is designed to study the effect of shifting away
from the noisy low frequency region. Equation (4) is used to
derive g from the Hertz scale f .

g = h(f) =
1

10
e

f log(10) (4)

The transformation back to the Hertz scale h−1(g) is given
by

f = h
−1(g) =

log(10g)

log(10)
(5)

3. Experimental Setup
Our experiment is divided into two sections: general sound
events, including speech, and voiced sound events. We define
voiced sounds as sounds originating from the throat such as
laughter and shouting while the general sound events include all
possible sounds. The mechanism for generating voiced sounds
are similar to that for speech and we treat them separately from
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Figure 4: Classification accuracy for general sounds

the general sounds which encompass a much wider range of
physical processes.

The same types of environmental noise are added to the
event clips to simulate background noise. We define the “Clean”
condition as the raw event clips with additive noise of 40dB
SNR to simulate a more realistic environment. The testing
database consists of event clips with additive noise of 15, 10, 5
and 0dB SNR. Training is performed on the clips with additive
noise of 40dB SNR and labelled as “clean”. Cross-validation
is performed by randomly selecting half of the clips in each
class for training and testing against the remaining half of the
database.

The general sound event database used in our experiments
consists of 20 sound classes: 19 sound events from “RWCP
Sound Scene Database in Real Acoustic Environment” [8] and
one speech class from CENSREC-4[7]. The speech class
comprises of the digits one to five spoken by different females
in Japanese. Each class consists of 100 clips containing exactly
one event with a random amount of silence at the beginning and
end of each clip.

For the voiced sounds, a total of four classes are used: baby
cries, laughter, adult speech and screams. Due to the limited
data available, there are 46 clips for screams and 70 clips for
the remaining three classes.

The clips for additive noise are taken from the CENSREC-
4 and NOISEX-92 1 databases. The “Car”, “Hall” and “Office”
clips from CENSREC-4 are used directly while the “Speech
Babble” clip from NOISEX-92 is downsampled to 16kHz to
give the “Canteen” noise types.

We use the Proximal Support Vector Machine (PSVM)
classifier documented in [9]. To summarize the feature vector,
we take its mean over frames.

4. Results and Discussion
The classification results for 10-fold cross-validation, obtained
via the maximum voting principle from binary SVM classifiers,
are shown in Figures 4 and 5. The values presented are averaged

1http://spib.rice.edu/spib/select noise.html
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Figure 5: Classification accuracy for voiced sounds

from the individual class accuracies: 20 for general sounds
and 4 for voiced sounds. Under clean or matching conditions,
the three features show similar results. The results for general
sounds show a larger variance as there are 20 classes available
as compared to the 4 voiced sounds. However, the general
sounds are more separable due to the varied physical processes
used to generate them, unlike the voiced sounds that share a
common source. As a result, the general sounds have a higher
clean condition accuracy that rapidly decreases with noise while
the voiced sounds have a lower starting accuracy that gradually
decreases with noise.

4.1. Linear vs MFCC

For general sounds, this feature is generally superior to the
MFCC baseline. At 15dB, there is about a 20% relative
improvement in accuracy over MFCC that tapers down to
nothing as the SNR decreases. For voiced sounds, the results
are inconclusive as only in the canteen environment does the
Linear scale show any visible improvement.

This result indicates that a well-distributed filterbank is
more suitable for the large frequency range of general sounds.
For voiced sounds, the large frequency range is not beneficial as
most of the information is concentrated in the low frequencies.

4.2. Exponential vs MFCC

For general sounds, this feature is superior to the MFCC over
all noise levels excepting the matching condition. The relative
improvement ranges from 60% at 15dB to around 100% at 0dB.
For voiced sounds, the improvements appear to be dependent on
the type of environmental noise although it is still superior over
most of the situations studied.

This suggests that the emphasizing the high frequency
region increases the noise robustness of the feature. In all
but the car and office environments for voiced sounds, the
Exponential scale showed a significant increase in relative
accuracy that grows with the SNR. The two situations stated
still show improvements, just that they are not as significant.
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Table 2: t-test p-values for general sounds

15dB 10dB 5dB 0dB
Canteen

Lin vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

Car
Lin vs Mel <0.01 <0.01 <0.01 0.32
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

Hall
Lin vs Mel <0.01 <0.01 <0.01 0.30
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

Factory
Lin vs Mel <0.01 <0.01 <0.01 0.96
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

4.3. Exponential vs Linear

Of the two proposed frequency scales, the Exponential scale is
clearly superior to the Linear scale for general sounds. For the
voiced sounds, the Exponential scale is still largely superior.
The general trend for the relative improvements are similar to
that for the Exponential vs MFCC comparison.

Based on these findings, avoiding the noisy low frequency
regions appears to give better results than to focus on having a
wide frequency range.

4.4. t-test

To determine if our results are statistically significant, we
calculated the p values from one-sample right-tail t-test results
at 5% significance level using Matlab2. We only include the
results for the noisy conditions as this paper is focused on robust
recognition (Tables 2 and 3).

For Linear vs MFCC, the general sounds show 13 out of 16
statistically significant results but only 5 out of 16 for voiced
sounds.

For Exponential vs MFCC, all 16 results are statistically
significant for general sounds. For voiced sounds, 14 out of 16
results are statistically significant. The two exceptions are the
car and office environments for voiced sounds.

For Exponential vs Linear, the results are similar to that
for the Exponential vs MFCC comparison. All 16 results
are statistically significant for general sounds and for voiced
sounds, 14 out of 16 results are statistically significant. The
two exceptions are again, the car and office environments for
voiced sounds

5. Conclusion
The Linear frequency scale shows the same trend over SNR
as the Mel scale: rapidly decreasing accuracy with SNR. The
wider frequency range for the Linear scale contributes to its
higher accuracy at all but the lowest SNR (0dB). The accuracy
for the Exponential scale decreases much slower than both
the Mel and Linear scales, allowing us to conclude that it
is the most robust of the three scales studied. Even for the
classification of voiced sounds where the Mel scale is arguably

2http://www.mathworks.com/help/toolbox/stats/ttest.html

Table 3: t-test p-values for voiced sounds

15dB 10dB 5dB 0dB
Canteen

Lin vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

Car
Lin vs Mel 0.66 0.11 0.72 0.97
Exp vs Mel <0.01 <0.01 <0.01 0.48
Exp vs Lin <0.01 <0.01 <0.01 0.11

Hall
Lin vs Mel 0.06 0.02 0.95 1.00
Exp vs Mel <0.01 <0.01 <0.01 <0.01
Exp vs Lin <0.01 <0.01 <0.01 <0.01

Factory
Lin vs Mel 0.11 0.29 0.53 1.00
Exp vs Mel <0.01 <0.01 <0.01 0.94
Exp vs Lin <0.01 <0.01 <0.01 0.09

more relevant, the Exponential scale feature is still able to
outperform MFCCs for the majority of the test conditions.
This suggests that the Exponential scale’s ability to cope with
additive noise outweighes the effectiveness of the Mel scale
with voiced sounds in mismatched conditions.

The Linear and Exponential scales that were presented were
arbitrarily chosen to cater to a large range of events and noise
types. For more specific tasks such as classifying vehicles based
on their engine sounds or identifying security threats such as
explosions and gunshots in an urban environment, it should be
possible to design a specific scale that is better suited to the
particular situation.
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