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Abstract
We have developed a method to automatically detect incidents 
by detecting  abnormal  sound  events  from  audio  signals 
recorded in real environments. The proposed method uses the 
multi-stage  Gaussian  Mixture  Model  (GMM),  which  learns 
rare  sounds  using  multiple  GMMs.  In  this  work,  we 
investigated the relationship between sound environment and 
detection  performance,  and  found  that  the  performance 
deteriorates in noisy environments, and that the performance 
largely depends on the SN ratio of the abnormal sounds. Next, 
we investigated methods for determining hyperparameters of 
the multi-stage GMM, which involves intermediate thresholds, 
numbers of mixtures  of GMMs and the detection threshold.  
The  experimental  results  showed  that  the  combination  of 
percentile-based  threshold  determination  and  Bayesian 
information criterion (BIC)-based mixture determination was 
most  effective.  However,  when  using  the  automatically-
determined parameters, the detection performance deteriorated 
by up to 20%.
Index  Terms:  CCTV,  incident  detection,  abnormal  sound 
detection, Gaussian mixture model

1. Introduction
Nowadays, a large number of closed-circuit TVs (CCTVs) are 
deployed in various locations  including shopping malls and 
offices. Although huge amounts of video have been captured 
by CCTVs, most of them are just stored in a storage device 
and are never actually monitored. Although the CCTVs may 
help deter crimes [1], it would be useful if monitoring could  
detect  an  incident  immediately,  enabling  the  victim  to  be 
helped. 

Automatic incident detection from video is actively being 
studied [2,3].  Video-based incident detection can be applied 
to CCTVs that are already deployed, but video-based methods 
require a huge amount of computation, and it is still difficult 
to deal with the large variation of incidents [4].

There  have  also  been  many  studies  on  audio-based 
incident  detection.  Such  detection  of  incidents  from audio 
signals may be faster than detection from video, with a much 
lower computational requirement. Kim et al. [5] proposed an 
incident detection method combining a microphone array and 
images.  Their  method  helps  surveillance  by  camera  by 
estimating the direction of a sound event using a microphone 
array  and  points  the  camera  towards  the  sound  source. 
Kawamoto  et  al.  [6]  proposed  another  system  using  a 
microphone array based on a similar idea.  There have been 
other  systems in which  audio  signals  are used not  only for 
auxiliary purposes  but  also for  detecting a specific incident 
accurately.  For  example,  Ntalapiras  et  al.  [7]  developed  a 
system for detecting the sounds of gunshots and explosions, 
and  Zhuang et  al.  [8]  proposed  a method  for  detecting  the 
sound  of  falling.  The  detection  of  specific  sounds  can  be 

realized using standard methods such as the Gaussian Mixture 
Model (GMM) with high accuracy.

Regarding  actual  use  of  this  kind  of  incident  detection 
system,  it  is  difficult  or  often  impossible  to  gather  sounds 
produced  during  incidents  for  training  the  detector  model. 
Moreover,  the  conventional  audio-based  incident  detection 
methods cannot identify an unknown sound even if the sound 
is obviously abnormal. To solve this problem, we proposed an 
abnormal  sound  detection  method  that  used  only  “normal” 
sounds  for  training  [9].  The  proposed  method  constructs  a 
model  for  normal  sounds  using  a  multi-stage  GMM,  and 
detects outliers as abnormal sounds. In our previous work [9], 
the  proposed  method  was  evaluated  in  only  the  limited 
environment  of  a  relatively  silent  office.  In  this  paper,  we 
report evaluation results in various environments (both indoor 
and outdoor), and investigate several methods for determining 
hyperparameters for abnormal sound detection. 

2. Abnormal sound detection using a 
multi-stage GMM

First, we explain abnormal sound detection using a multi-stage 
GMM [9]. As stated, the proposed method uses only “normal” 
sounds  for  training  the  model,  which  is  basically a  GMM. 
Figure  1 shows  the  framework  of  the  abnormal  sound 
detection.  The  problem  is  that  the  ordinary  GMM  often 
misdetects impulsive sounds (such as door slams) contained in 
the training data as “abnormal” sounds, because there are far 
fewer impulsive  sounds  than  stationary background sounds. 
To solve this problem, we propose a multi-stage GMM.

Figure 1: Basic framework of abnormal sound detection

Figure  2 shows the training and detection scheme using 
the  multi-stage GMM. Since it  is  difficult  to  model  all  the 
training data using one GMM, we express the training signal 
using multiple GMMs. First we train GMM1 using the entire 
training signal,  and then choose parts of the training signal 
that are given low likelihood by GMM1. The chosen signals 
are  then  used  to  train  GMM2,  and  the  same  process  is 
repeated  until  a  predefined  number  of  GMMs  have  been 
trained. Note that this method cannot be substituted by only 
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increasing  the  number  of  Gaussians  of  one  GMM,  or 
clustering  the  training  data  beforehand,  as  long  as  the 
maximum likelihood  criterion  is  applied  for  training.  If  we 
increase  the  number  of  mixtures,  the  ML-based  estimation 
process  tries  to  model  the  stationary background  sounds  in 
detail  while  ignoring  the  impulsive  sounds  because  this 
strategy is optimum as the vast majority of the training signal 
is  background  sounds.  Moreover,  discriminative  training 
cannot  be  applied  because  we  have  only  “normal”  sounds, 
Therefore, the proposed method is reasonable for modeling all 
of the training data including their “tail” part.

Figure 2: Training of a multi-stage GMM.

3. Evaluation of the proposed method in 
various environments

In our previous work, the proposed method was evaluated in a 
relatively quiet office [9], but we need to evaluate it in various 
environments including indoor and outdoor  environments  in 
order  to  confirm  its  the  effectiveness.  Therefore,  we 
investigated the performance of the proposed method in three 
environments in addition to the office environment. 

3.1. Experimental conditions

Table 1: Recording environments

Environment Description A-weighted 
noise level [dB]

Office A quiet office 42

Lounge Lounge of a laboratory 50

Cafeteria Cafeteria  of  Aobayama 
campus, Tohoku Univ.

71

Outdoor Crossing  in  front  of 
Library, Aobayama campus

56 to 76

Table 2: Other experimental conditions

Sampling 16 kHz, 16 bit

Features 6 frames of MFCC (16 dim.) + log 
power, compressed to 17 dim. using 
PCA

Frame 25  ms  Hamming  window,  10  ms 
shift

No. of GMM stages 3

No. of GMM mixtures 2 to 256, determined a posteriori

Threshold Determined a posteriori

We  recorded  environmental  sounds  in  four  environments 
(including the office environment). Table 1 shows the detail of 
the environment. The office was a quiet room with relatively 
low PC fan sound with occasional  talking sounds  and door 
slams. The lounge was usually quiet, but with the sounds of 
talking and video games at lunch time. The cafeteria sounds 
were  recorded  in  the  cafeteria  of  Aobayama  campus  of 
Tohoku  University  around  lunch  time.  The  outdoor  sounds 
were recorded at a crossing in Aobayama campus. The sounds 
were recorded for four hours continuously at the same time on 
two different days. The sound signals of one day were used as 
training data, and those of the other day were used for testing.  
Other conditions are shown in Table  2. We prepared  seven 
“abnormal”  sounds  (security  buzzer,  security  alarm,  falling 
chair,  smashing  glass,  firecracker,  female  scream and  male 
scream) recorded in a quiet room, each of which was recorded 
four  times  from  different  distances.  We  superimposed  the 
recorded  abnormal  sounds  onto  the  recorded  environmental 
sounds. 

3.2. Experimental results
The  experimental  results  are  shown  in  Figure  3.  In  this 
experiment, hyperparameters such as the number of mixtures 
and thresholds were determined a posteriori so that the best F-
measure was obtained. Relatively high detection performance 
was obtained  in  Office  and  Lounge,  while  the performance 
was  lower  in  Cafeteria  and  Outdoor.  These  results  are 
consistent with the noise levels of the environment, as shown 
in Table 1.
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Figure 3: Experimental results for abnormal sound 
detection

3.3. SNR and detection performance
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Figure 4: Detection performance for various SNR conditions.

Next,  we investigate how the signal-to-noise ratio  (SNR) of 
abnormal  sounds  affects  the  detection  performance.  We 
changed  the  magnitude  of  the  “Cafeteria”  and  “Outdoor” 
sounds and mixed them with the abnormal sounds to create 
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various SNR conditions (the abnormal sounds were regarded 
as “signals” in this case). Figure  4 shows the results, which 
clearly  reveal  that  the  SNR  greatly  affects  detection 
performance. It is also found that the “Cafeteria” environment 
is  more  difficult  for  this  task  than  the  other  three 
environments, which is because the background sound in the 
“cafeteria” includes  impulsive  sounds  such as  the clatter of 
dishes.  The  relationship  between  the  difficulty  of  detecting 
abnormal sounds and the features of the environmental sounds 
should be investigated in future.

4. Estimation of hyperparameters
In  the  previous  experiments,  hyperparameters  such  as  the 
number  of  mixtures  for  each  GMM  and  thresholds  were 
determined  a  posteriori to  obtain  the  best  F-measure. 
However,  in  real  situations,  we  should  determine  these 
hyperparameters  should  be  determined  using  only  training 
data.  In  this  section,  we  examine  several  methods  for 
determining the hyperparameters.

4.1. Determination of intermediate thresholds
In the multi-stage GMM, we use intermediate thresholds for 
deciding whether a sample should be used for training the next 
GMM  or  not.  We  examined  the  following  methods  for 
determining the intermediate thresholds.
• Ptile method [10]: A threshold is determined so that a pre-

defined fraction of samples with low likelihood are chosen 
for training the next GMM.

• Otsu’s method [11]:  The likelihood values of the samples 
are  modeled  as  a  mixture  of  two  Gaussians  with  equal 
variance and weight, and the threshold is determined so that 
the two Gaussians are separated.

• Improved Otsu’s method: Otsu’s method, allowing the two 
Gaussians having different weights.

• Kittler’s method [12]: Similar to Otsu’s method, where the 
two Gaussians have different weights and variances.

We conducted  an experiment  for  comparing these threshold 
determination methods.  The threshold for the last GMM and 
the  number  of  mixtures  of  each  GMM were  determined  a 
posteriori.  We  observed  the  average  difference  of  the  F-
measure  obtained  using  the  optimum  thresholds  from  that 
determined  by  one  of  the  above  methods.  If  the  optimum 
threshold  is  obtained  using  the  threshold  determination 
method, the average F-measure difference becomes zero.

The experimental results are shown in Fig.5, which reveal 
that  the  Ptile  method  (1%)  and  Kittler’s  method  gave 
relatively good  performance.  The  degradation  of  F-measure 
was around 0.05 compared with the optimum thresholds.
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Figure 5:  F-measure difference using various 
intermediate threshold determination methods. 

(the error bars are standard deviations)

4.2. Determination of number of mixtures
Next,  we  investigate  the  following  three  methods  for 
determining the number of mixtures of the GMMs. 

• BIC-based  method:  The  Bayesian  information  criterion 
(BIC) is used for determining the number of mixtures [14].

• Average  likelihood  difference  method:  This  method 
observes the discrimination  between the samples accepted 
and rejected by a GMM. When we have a GMM with  n 
mixture   n , we can determine the intermediate threshold 
using one of the methods explained in 4.1.  Let X 1  be a set 
of  samples  that  are  accepted  with  the  GMM  with  the 
determined threshold, and  X 2  be a set of those that are 
rejected. Let LX∣  be the average log likelihood given 
by GMM   for samples X . Then the optimum number of 
mixtures n is determined as  

  n=arg max
n

LX 1∣n −LX 2∣ n .   (1)
The  number  of  mixtures  of  the  last  GMM is  determined 
using BIC.  

• Maximum likelihood method:  When using a  model-based 
threshold  determination  such  as  Kittler’s  method,  we  can 
calculate likelihood for likelihood values the GMMs output. 
The maximum likelihood method determines the number of 
mixtures  so  that  the  likelihood  that  is  output  by  the 
threshold determination models become maximum.
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Figure 6: F-measure difference using various mixture 
determination methods. 

(The error bars are standard deviations)

Figure  6 shows the experimental results, where “Opt” means 
the  result  when  the  optimum  number  of  mixtures  was 
determined  a posteriori. In this experiment, the Ptile method 
(1%)  and  Kittler’s  method  were  used  for  determining 
intermediate thresholds. The threshold for the last GMM was 
determined  a  posteriori.  From these  results,  the  BIC-based 
method was found to be the best among the three methods.

4.3. Determination of final threshold
Finally,  we  investigate  the  automatic  determination  of 
threshold  of  the  last  GMM.  In  4.1,  we  discussed  the 
determination  of  intermediate  thresholds,  but  the  final 
threshold is determined by different method. Determination of 
an  intermediate  threshold  involves  determining  whether  a 
sample should be accepted by the previous GMM or by the 
next  ones.  The  threshold  of  the  last  GMM is  to  determine 
whether a sample is accepted by the multi-stage GMM or not,  
and all of the training samples should be accepted. In reality, 
rejection  of  a  small  number  of  samples  can  be  allowed to 
prevent false acceptance of abnormal sounds. 

We  investigated  the  following  three  methods  for 
determining the final threshold.
• Lowest likelihood method: Set the threshold to the lowest 

likelihood within the training samples. The threshold is the 
largest value that accepts all of the training samples.
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• 3sigma method: Let   and   be the average and standard 
deviation of likelihood of all training samples, respectively. 
Then this method sets the threshold to −3  .

• Ptile method: The same method as that used to determine 
the intermediate threshold. In the following experiment, 1% 
of the training samples were rejected.

We carried out an experiment to compare these methods.  In 
this experiment, the Ptile method (1%) and Kittler’s method 
were  used  for  determining  the  intermediate  thresholds,  and 
BIC  was  used  for  determining  the  number  of  mixtures  for 
GMMs.  The  results  are  shown  in  Figure  7.  In  this  figure, 
“Opt”  means  that  the  final  thresholds  were  determined  a 
posteriori. When the Ptile method was used for intermediate 
threshold  determination,  the  three  methods  gave  similar 
performance;  when  Kittler’s  method  was  used,  the  lowest 
method  gave  slightly  better  performance,  but  the  absolute 
performance was lower than that when using the Ptile method 
for intermediate threshold determination.
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Figure 7: F-measure difference using various final 
threshold determination methods.

(The error bars are standard deviations)

4.4. Final performance
In  summary,  the  best  methods  for  determining 
hyperparameters are as follows.
• Ptile (1%) method for determining intermediate thresholds
• BIC-based method for determining the number of mixtures 

of GMMs
• Ptile (1%) method for determining the final threshold

Figure  8:  Final  detection  performance  for  various 
environments

    Figure  8 compares  the  results  between  results  by  the 
optimum  hyperparameters  and  that  by  automatically 
determined hyperparameters. The F-measure obtained by the 
automatically determined hyperparameters was around 0.6 in 
quiet  environments.  This  result  is  too  low  for  automatic 
incident detection, but it could be used for indexing recorded 
CCTV video.  Conversely,  the  performance  of  the  proposed 
method  in  noisy  environments  was  very low (around  0.2), 
showing  the  difficulty  of  automatic  incident  detection  in  a 
noisy environment. 

5. Conclusions
In  this  paper,  we  proposed  an  abnormal  sound  detection 
method  for  incident  detection  and  described  the  evaluation 
results.  First,  we described  an overview of abnormal  sound 
detection using multi-stage GMM, and evaluated the proposed 
method in four environments. The evaluation results revealed 
that  the  detection  performance  depends  on  the  SNR  of 
abnormal  sounds,  and  that  the  kind  of environmental  noise 
also  greatly  affects  the  performance.  Especially,  impulsive 
sounds  in  the  environmental  noise  prevent  the  detection  of 
abnormal sounds. 

Next,  we  investigated  automatic  determination  of 
hyperparameters,  such  as  the  thresholds  and  number  of 
mixtures  of  each  GMM.  We  conducted  experiments 
comparing several methods,  and found that the best method 
for threshold determination was the Ptile method that rejected 
a  pre-defined  fraction  of  the  training  samples.  The  best 
method for GMM mixture determination was based on BIC, 
which  is  a  standard  method  for  determining  the 
hyperparameters of statistical models.

The the experimental result  showed that there is a large 
difference  in  performance  between  using  the  optimum 
hyperparameters  and  automatically  determined  ones,  so  we 
need to develop better methods for abnormal sound detection 
as well as automatic parameter determination.
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