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Abstract
Observation uncertainty techniques offer a way to dynamically
compensate automatic speech recognizers to account for the in-
formation missing in real world scenarios. These techniques
have been demonstrated to effectively be able to compensate
multiple environment distortions and improve the integration of
ASR systems with speech enhancement pre-processing through
uncertainty propagation. Unfortunately observation uncertainty
techniques rely on statistical methods and as such are limited to
GMM-HMM architectures. In this paper we explore the appli-
cation of observation uncertainty and uncertainty propagation
techniques to multi-layer perceptrons (MLPs). We develop so-
lutions for propagation through a generic MLP and exemplify
potential gains with an large vocabulary robust ASR experiment
on the AURORA4 database using an Hybrid MLP-HMM recog-
nizer.
Index Terms: automatic speech recognition, uncertainty prop-
agation, observation uncertainty, multilayer perceptron

1. Introduction
Automatic speech recognition (ASR) systems rely to a large ex-
tent on acoustic models to determine the phonetic content un-
derlying a given input waveform. Such models are previously
trained off-line using large speech databases. In real word situa-
tions, however, the incoming speech is distorted by environmen-
tal conditions which can not be predicted and thus a mismatch
occurs. Observation uncertainty techniques have emerged as
an alternative to classical approaches like front-end or model-
based methods to reduce this mismatch. The main idea behind
observation uncertainty is considering the input signal as ran-
dom rather than deterministic to reflect the missing informa-
tion causing the mismatch. This has two main implications,
on the one hand the speech features conventionally inputed to
the recognizer are replaced by a posterior distribution of the
clean features conditioned on the available information. This
posterior can be determined from different sources like para-
metric models of speech distortion [2] or models of packet loss
in mobile communications [3]. On the other hand, the recog-
nizers are modified to account for this uncertain description of
the features. Such modifications lead to methods like front-end
uncertainty decoding or modified imputation [4] which have
low computational needs compared to classic model-based ap-
proaches [5].
One particular method of obtaining a posterior of the clean fea-
tures which is relevant for the content of this paper is short-time
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Fourier transform (STFT) domain uncertainty propagation [6].
In this technique a posterior distribution of the clean features is
initially obtained in the STFT domain. This posterior is then
propagated into the feature domain to yield the desired clean
feature posterior which can be combined with observation un-
certainty techniques. Interestingly, the process of propagation
provides itself an minimum mean square error (MMSE) esti-
mator of the features which notably improves performance [7].
This paper explores the application of both uncertainty prop-
agation and observation uncertainty techniques to multi-layer
perceptrons (MLPs). This type of artificial neural networks are
used as an alternative to Gaussian mixture models (GMM) as
acoustic models [8] and also as a feature extraction which can
be inputed to conventional GMM-HMM architectures [9].
When used as an acoustic model, Fig. 1, left, MLP-HMM hy-
brid architectures lack of the ability to quickly adapt to envi-
ronmental distortions. There is no simple closed-form solution
to update the model parameters with new data and adaptation
is limited to the inclusion of additional linear layers or conven-
tional gradient based re-training. It is therefore of interest to
explore the possibility integrating MLP-HMM hybrid systems
with observation uncertainty techniques which would provide
such systems with a mean for quick adaptation to environmen-
tal distortions.
When used as a feature extraction, Fig. 1, right, MLPs are
usually applied after the cepstral transformation, providing a
non-linear discriminant analysis post-processing step [9]. It
is also therefore of interest to study uncertainty propagation
through multilayer perceptrons which would allow to both gen-
erate MMSE-MLP estimates of the clean MLP features and ob-
tain measures of uncertainty that can be combined with methods
like uncertainty decoding or modified imputation.
This paper is divided as follows. Section 2 discusses the topic
of observation uncertainty and uncertainty propagation with
MLPs. Section 3 proposes two solutions for implementing
propagation on generic MLPs of large size, as those used in
ASR tasks. Section 4 exemplifies potential gains of the method
by performing large vocabulary robust ASR tests using the AU-
RORA4 database and a generic posterior with varying a priori
information.

2. Observation Uncertainty and
Uncertainty Propagation with MLPs

2.1. Observation Uncertainty

In a GMM-HMM architecture the space of all acoustic realisa-
tions is clustered into a set of states, each of which is modeled
with a GMM. A fundamental step of the recognition process is
then to compute the likelihood that the lth time frame of clean
speech features xl belongs to a state q. In the simplest case each
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Figure 1: Left: MLP used as acoustic model. Right: MLP used
as step in feature extraction. Also depicted domains of observa-
tion uncertainty and uncertainty propagation.

state is defined by a single Gaussian yielding the following state
emission probability

bq(xl) = p(xl|q) = N(xl;µq,Σq) (1)
Observation uncertainty techniques deal with the case in

which only noisy features yl are available. Although it might
not be possible to completely recover xl from yl, for example
by speech enhancement, it might be possible to stablish at least
some bounds to the values of the clean features in the form of
a posterior distribution. Most of observation uncertainty tech-
niques use a Gaussian posterior for this purpose

p(xl|yl) = N(xl;µ
x|y
l ,Σ

x|y
l ) (2)

A simple way of modifying Eq. 1 to account for this un-
certain description of the features is to compute the expected
emission probability. This leads to the well known expression
of front-end uncertainty decoding1

E{bq(xl)} =

∫
bq(xl)p(xl|yl)dxl

= N(µ
x|y
l ;µq,Σ

x|y
l + Σq) (3)

In an hybrid MLP-HMM architecture, the entire acoustic
space is modeled with one or more MLPs corresponding to
different streams of features. The MLP is then used to di-
rectly compute the posterior probability of each class ck (i.e.
phoneme) given each frame xl as

p(ck|xl) = MLP(xl) (4)
Equivalently to the case of front-end uncertainty decoding

we can integrate the MLP function over all posterior values, or
equivalently compute the expected class probabilities

E{MLP(xl)} =

∫
MLP(xl)p(xl|yl)dx. (5)

Solving this integral would therefore allow interfacing
MLP-HMM based recognizers with observation uncertainty
techniques, thus providing hybrid ASR systems with a wide
range of algorithms for dynamic adaptation to environmental
distortions. This is particularly relevant if we take into account
the limited ability of such systems for dynamic adaptation.

1Note that this expression can be easily extended to multiple mix-
tures by using the linearity of the expectation operator.

2.2. Uncertainty Propagation

As mentioned in the introduction, uncertainty propagation pro-
vides a mean of obtaining a posterior distribution of the features
by propagating a posterior of the clean spectrum from the STFT
domain, where speech enhancement can be performed in an op-
timal way. For the particular case of propagating the posterior
associated to the Wiener filter it is trivial to demonstrate that the
mean of the resulting posterior is, in fact, a MMSE estimator of
the features extracted [7]. Formally speaking, let Yl represent
a STFT time frame of a noisy signal and Xl the original clean
spectrum frame, let also

θl = f(Xl) (6)

denote a non-linear transformation of the spectrum. Then
the MMSE estimator of θl is obtained as

θ̂
MMSE
l = arg min

θ̂l

{
E

{∥∥∥θl − θ̂l

∥∥∥2}}
= E{θl|Yl}
= E{f(Xl)|Yl} (7)

where E{f(Xl)|Yl} is the expectation of the posterior
p(θl|Yl), resulting of propagating p(Xl|Yl) through f().
Setting f() equal to an MLP function would consequently yield
a MMSE-MLP estimator. For such an estimator to be feasible
the transformation of p(Xl|Yl) through the MLP, or at least
the expected MLP output, must be however computable. The
integral proposed in Eq. 5 actually computes that value for the
particular case in which p(xl|yl) is Gaussian. Since the pos-
terior used in [7], p(Xl|Yl) is a particular case of Gaussian
posterior2 such a MMSE-MLP estimator could be computed.
It should also be noted that the MLPs are used as a post-
processing step of other transformations, typically cepstra [9].
In [6] solutions were developed for the propagation of uncer-
tainty through MFCC and RASTA-LPCC features. It was also
demonstrated that a Gaussian distribution adequately fits the
propagated cepstra posterior, thus enabling the computation of
uncertainty propagation for such setups.

3. Approximate Propagation through MLP
A multilayer perceptron is a non-linear function obtained by
concatenation of various layers of nodes. Each layer receives
either the features input to the MLP or the output of the preced-
ing layer. The jth node of the layer computes a weighted sum
of all inputs as

zjl =

I∑
i=1

Wij · xil + wj (8)

where Wij and wj are the node weights and bias respec-
tively. As a next step, a non-linear function is applied to the
output of the node. The most typical is the sigmoid function
corresponding to

z̃j = sig(zj) =
1

1 + exp(−zj)
. (9)

where the frame index l has been removed for simplicity.
A generic MLP can have an arbitrary number of layers resulting

2It is originated from a model with zero-mean complex Gaussian
priors for speech and noise, which leads to a Wiener filter.
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in a very complex non-linear function. Computing the transfor-
mation of a Gaussian variable through an MLP is therefore a
very complex task. The topic of transformation of a random
variable through a MLP has nevertheless already been treated
in the literature. Its main source of application is sensibility
analysis of MLPs against noise. A close form solution for the
probability density functions resulting of Gaussian input noise
for a two layer perceptron was derived in [10]. Unfortunately
there is no known solution for the corresponding expectations.
Various works on MLP performance use a Taylor series approx-
imation of the sigmoid. Such approximations are however lo-
cal, thus, only valid for low uncertainty values and lead to high
errors otherwise. To this respect a solution was developed in
[1] for the purpose of transforming both Gaussian inputs and
weights through a single layer of perceptrons. This solution
escapes the locality problem by combining the unscented trans-
form with the Taylor series expansion. Such solution is however
not suited for multilayer perceptrons and is not scalable to the
sizes used in ASR systems.
In order to derive a general formulation for the propagation
through a MLP some simplifications have to be made. MLPs
used in ASR normally account for the entire acoustic space for
a stream of features and are therefore very large. The number of
nodes usually ranges from 300 to 1000. In addition to this, there
is evidence supporting that the node outputs of a MLP have a
weak statistical dependence [10]. With such characteristics, a
possible simplification is to assume that the output of each node
after the weighted sum in Eq. 8 can be modeled as an indepen-
dent Gaussian variable due to the central limit theorem. With
this assumption the problem is reduced to the propagation of a
Gaussian variable through the sigmoid function. In addition to
this, when propagating the output of a layer to the next, only
the first two moments need to be passed on, which simplifies
the process furthermore. Two possible solutions for the propa-
gation through the sigmoid follow.

3.1. Unscented Transform

The unscented transform is a pseudo-Monte Carlo method
which allows to estimate the mean and covariance of a non-
linearly transformed variable by transforming a set of determin-
istically selected characteristic points. Under the assumption of
statistical independence between nodes the unscented transform
is reduced to

E{sig(zj)} ≈ µz̃
j =

3∑
i=1

Vi · sig(Sj
i ) (10)

Var{sig(zj)} ≈
3∑

i=1

Vi ·
(

sig(Sj
i )− µz̃

j

)2
(11)

where the weights Vi and sample points Si are determined
according to [11, Eq. 12]. The corresponding estimate is thus
simple to compute and fast. Errors are however introduced, de-
pendent on the SNR, particularly in the variance estimation.

3.2. Piecewise Exponential Approximation

A possible way to obtain a closed form solution for propaga-
tion is to use the piecewise exponential approximation of the
sigmoid [12]. This has the form

sig(zj) ≈ 0.5 · 2zju(−zj) + (1− 0.5) · 2−zju(zj) (12)

where u(x) is the unit step function. For a Gaussian input
the first and second moments of the transformed variable are
straightforward to obtain yielding the following formulas

E{sig(zj)} ≈ 0.5 · Ω(ln(2)µzj , ln(2)2Σzj )

− 0.5 · Ω(− ln(2)µzj , ln(2)2Σzj )

+ φ(0,−µzj ,Σzj ) (13)

and

E{sig(zj)
2} ≈ 0.25 · Ω(2 ln(2)µzj , 4 ln(2)2Σzj )

+ 0.25 · Ω(−2 ln(2)µzj , 4 ln(2)2Σzj )

− Ω(− ln(2)µzj , ln(2)2Σzj )

+ φ(0,−µzj ,Σzj ) (14)

where φ is the cumulative density function (CDF) of the
Gaussian variable. Here Ω is the partial expectation of the ex-
ponential of a Gaussian variable, which can be derived similarly
to the moments of the log-normal distribution [5, App. C]

Ω(µ,Σ) = E{exp(zj)u(zj)}
= exp(µ+ 0.5 · Σ)φ(0, µ+ 0.5Σ,Σ) (15)

This closed-form solution is exact for Eq. 12 and thus the
only error is due to the approximation of the sigmoid. Conse-
quently this solution is not affected by the SNR but introduces
constant errors in mean and variance. A similar closed form
solution can be obtained for the correlation between the layer
nodes which depends on the CDF of the bivariate Gaussian
distribution. This is however left outside of this analysis.

4. Experiments and Results
In order to test the proposed propagation approximations as well
as the potential of the MMSE-MLP approach, a robust ASR test
with an Hybrid MLP-HMM recognizer was carried out. For this
purpose, the AURORA4 database [13], which corresponds to a
noisy version of the 5K-word Wall-Street Journal database, was
used. The setup, depicted in Fig. 1, left, used a simpler version
of our own in-house hybrid ASR system AUDIMUS [8] with a
single stream of MFCC features. This was complemented with
delta and acceleration coefficients as well as cepstral mean sub-
traction. A MMSE-STSA estimator was used as pre-processor.
The train set used was clean speech 16KHz and the test set cor-
responded to the conventional sennheiser microphone set.
The test compared providing the MLP with a MMSE point-
estimate of the clean features x̂MMSE

l versus computing the ex-
pected MLP output as in Eq. 5 using the posterior associated to
that MMSE estimator. To generate both point-estimate and pos-
terior an ideal Gaussian distortion model in cepstral domain was
used. For each frame of features of noisy speech yl and corre-
sponding frame of clean speech xl an ideal measure of cepstral
distortion dl = yl − xl was computed. This information was
used to determine the mean and variance of the Gaussian a pri-
ori distributions p(xl) and p(dl) as


µx

l = 0
Σx

l = |xl|2
µd

l = (1− β)µd
l−1 + βdl with β ∈ [0, 1]

Σd
l = |µd

l − dl|2.

(16)
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Figure 2: Word Error Rate (WER) as a function of a priori
knowledge on the cepstral distortion mean µd

l for the street
noise noisy file of the AURORA4 database.

where the parameter β controlled the available a priori in-
formation by smoothing the ideal noise mean. The mean, or
equivalently the point estimate, and variance of the posterior
distribution generated with this model correspond to

x̂MMSE
l = µ

x|y
l =

Σx
l

Σx
l + Σd

l

(yl − µd
l ) (17)

Σ
x|y
l =

Σx
l Σd

l

Σx
l + Σd

l

(18)

where the multiplication and division operations are here
element-wise.
To compare the proposed approximations of the MMSE-MLP
estimator in Eq. 5 with a more accurate computation of the
integral, a Monte Carlo simulation was used.
Fig. 2 displays the results obtained for the street noise test
which are representative of the overall results. As expected,
both the conventional MMSE point-estimate and the MMSE-
MLP estimators have a performance increasing with the a priori
information β. For values near perfect information β = 1 the
noise amplitude is known with a high certainty and thus all
estimates produce a completely denoised signal. However,
when the information about the distortion mean decreases,
MMSE-MLP estimates show a much more robust behaviour
than the conventional MMSE point-estimate. The Monte Carlo
ideal estimate (MC) attains up to a 20.8% relative reduction
of WER compared to the point-estimate (MMSE) on average
for all noises. The unscented transform (UT) approximation
reaches 17.9% while the piecewise approximation (PIE)
obtains a 15.5% reduction. At β = 0 the MMSE estimator
even fails to improve baseline results in some noises although
it is provided with ideal variance information. MMSE-MLP
estimators remained under baseline for all conditions.

5. Conclusions
An exploratory study of application of observation uncertainty
and uncertainty propagation techniques to MLPs has been car-
ried out. It has been demonstrated that uncertainty propagation
and observation uncertainty can be attained by computing an
approximate MMSE-MLP estimate. Approximate solutions for
propagation have been proposed and their efficiency assessed
through a robust ASR test and Mote Carlo simulation. It has
also been demonstrated that such techniques yield significant
gains compared to point-estimates when uncertainty informa-
tion is available. Such an approach could be employed for dy-
namic adaptation of hybrid systems in combination with other
observation uncertainty techniques or as a mean to obtain more
robust MLP-based features.
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