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Abstract
In this work we propose an acoustic-similarity based technique
to improve the recognition of in-grammar utterances in typi-
cal directed-dialog applications where the Automatic Speech
Recognition (ASR) system consists of one or more class-
grammars embedded in the Language Model (LM). The pro-
posed technique increases the transition cost of LM paths by
a value proportional to the average acoustic similarity between
that LM path and all the in-grammar utterances. Proposed mod-
ifications improve the in-grammar concept recognition rate by
0.5% absolute at lower grammar fanouts and by about 2% at
higher fanouts as compared to a technique which reduces the
probability of entering all the LM paths by a uniform value.
The improvements are more pronounced as the fanout size of
the grammar is increased and especially at operating points cor-
responding to lower False Accept (FA) values.
Index Terms: Embedded Grammars, Acoustic Similarity, dia-
log systems

1. Introduction
At any given stage of interaction between a directed-dialog ap-
plication and a user, it is easier to guess the user’s intention
than the exact choice of words in the user’s response. For ex-
ample, when a user calls in to an Interactive Voice Response
(IVR) system of railways it is easy to guess that (s)he is most
likely interested in one of the following: (a) train status, (b)
reservations, (c) fares, (d) agent, or (e) something else. But it
is relatively difficult to guess how (s)he will phrase the query.
The problem is compounded by the disfluencies (fillers, false
starts, repetitions) inherently present in human speech. Thus,
using an Automatic Speech Recognition (ASR) system based
on a set of rule-based grammars which enumerate all the pos-
sible user responses is cumbersome and sub-optimal. At the
same time, using a standard large-vocabulary Language Model
(LM) would also be sub-optimal as it does not take advantage of
the restricted set of words and phrases that the user can choose
from. In such situations, a class-LM is typically used.

Class-LMs [1] are similar to the standard LMs except for
the following difference: some of the entries in class-LMs are
tokens/classes which contain one or more words or phrases
which typically either occur in similar context or convey
the same meaning. Consider the following utterances used
to train a LM: flights to Bangalore, early
morning flights to New Delhi, operator,
agent please. The corresponding utterances for a class-
LM would be: flights to CITY, early morning
flights to CITY, AGENT, AGENT which contains
two classes: CITY and AGENT with corresponding entries
as {Bangalore, New Delhi} and {operator, agent please},
respectively. Use of class-LMs also offers other advantages:

entries can be added to the classes (referred to as fanout-
increase) without the need to retrain the LM. Classes can easily
be transferred from one dialog system to other. Class-LMs
typically need less data to train than the standard LMs. In the
current work, classes are referred to as Embedded Grammars
(EG) and the class entries as ’in-grammar’ utterances.

Several techniques have been proposed to improve the ASR
accuracy in a class-LM setting. The multi-pass approach of [2]
dynamically manipulates the vocabulary between passes based
on the identity of the EGs recognized in the previous passes.
For example, in an utterance containing a city EG and a state
EG, the first pass would detect the state name and then add ap-
propriate city names to the city EG. This dynamic vocabulary
based approach improves the recognition accuracy while reduc-
ing the active memory requirements. Authors in [3] present
a probabilistic framework to unify grammars and n-gram lan-
guage models for improved speech recognition and spoken lan-
guage understanding. This unified framework is shown to im-
prove cross-domain portability as well as significantly reduce
word error rates.

In several of the directed-dialog applications it is more im-
portant to recognize the in-grammar utterances correctly than
the words in the bypassing LM. For example, authors in [4]
show that in many of their commercially deployed dialog sys-
tems the non-grammar words (i.e., words which do not occur
in any grammar and thus don’t carry any semantic meaning) are
rather generic across different applications and that the ASR ac-
curacy on these words does not affect the overall performance
of the dialog application. Authors in [5] show that handling
these non-grammar words using a phone-loop (a filler garbage
model) as prefix and suffix to a context free grammar improved
the performance of the dialog systems.

Motivated by these, we present a technique to specifically
improve the recognition of in-grammar utterances. The basic
premise of the proposed technique is to increase the likelihood
of grammar-paths being chosen over the bypassing LM paths at
the time of decoding. This is achieved by selectively increasing
the transition costs of LM words which are acoustically simi-
lar to one or more in-grammar words. The proposed technique
can thus be thought of as a LM-penalizing technique. We show
that the performance of the proposed technique is better when
compared to an approach where the transition costs of all the
non-grammar LM words are increased uniformly.

Section 2 describes how the transition costs of acoustically-
similar LM words are increased. Section 3 has a description of
the technique used to quantify acoustic similarity of two words.
In section 4, experimental details such as database, evaluation
metric and baseline techniques are described. A detailed com-
parative analysis of the proposed technique is presented in sec-
tion 5. Section 6 concludes the paper.
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2. Acoustic similarity based increase in
transition costs of LM paths

Given a LM word, W , the Acoustic Similarity between W and
each of the path-initial words of the EG paths is computed. The
similarity computation can be any relevant black box that takes
pairs of phone level baseforms and returns a similarity value
as long as it satisfies the following constraints: (a) is in the
range 0 − 1, (b) higher value implies more acoustic similar-
ity, and (c) the value is 1 if and only if the baseforms of the
pair are exactly the same. Assume these values for the word
W are A(W, e1), A(W, e2), . . . , A(W, ek), where we have as-
sumed that there are k unique EG-path-initial words. Average
of the top N(= 2) values is the average acoustic similarity of
W (called λw) with the EG. The goal is to increase the tran-
sition cost to the LM word based on how high the λw value
is. Further, assume that the transition cost assigned by the LM
training procedure to the word W is ωo. The new transition cost
ωn is controlled by a set of two parameters: Λ = {τ, α}, where
τ is the threshold on λw that decides whether the word qualifies
as ’acoustically strongly similar’ or not. The parameter α is the
extra cost factor applied to the ’acoustically strongly similar’
words. τ and α can each take values over the range 0 − 1 and
are independent of each other. Two scenarios arise based on the
relative values of λw and τ .

1. If λw > τ , W qualifies as acoustically strongly similar
and the new transition cost for W is calculated as:

ωn = ωo − log(α ∗ (1− λw))

For example, if we assume λw to be 0.8 (i.e., high acous-
tic similarity with EG) and α to be 1, the transition cost
goes up by a factor of −log(0.2) = 1.61. On the other
hand, if λw is 0.2, the transition cost goes up by only
−log(0.8) = 0.22. As α is reduced from 1, the transi-
tion cost goes up by an extra factor of log(α).

2. If λw <= τ , W is not considered acoustically strongly
similar and there is no change in its transition cost (i.e.,
ωn = ωo).

3. Acoustic Similarity Computation
Computing acoustic similarity is an active area of research. A
detailed theoretical analysis of acoustic similarity and its for-
mulation in ASR paradigm can be found in [6]. Authors also
present optimal vocabulary selection to reduce overall acoustic
similarity in an ASR application. Authors in [7] applied the
edit distance framework to Hidden Markov Models (HMMs) to
quantify word similarity and to predict recognition errors. Au-
thors in [8] used such an acoustic similarity measure to aug-
ment the decoded word list with alternate confusable words.
Authors in [9] present a acoustic similarity metric based on
dynamically-aligned Kullback Leibler (KL) divergence mea-
sure between HMMs by introducing non-linear state alignment
to account for speaking rate and durational variations.

The acoustic similarity computation technique used here
is a Conditional Random Field (CRF)-based technique origi-
nally developed to improve the accuracy of approximate pho-
netic matches in spoken term detection applications [10]. A
CRF is trained to model confusions and account for errors in
the phonetic decoding derived from an ASR output. The train-
ing data for the CRF consists of pairs of input and output phone
sequences corresponding to the reference phone sequence and

Table 1: Acoustic similarity values for a few words pairs

word-pair acoustic similarity value
information, introduction 0.5872
information, reservation 0.2979
information, reservations 0.1677
scheduling, schedules 0.8969
scheduling, schedule 0.7550
scheduling, reservation 0.0886

the decoded phone sequence, respectively. The CRF train-
ing data is D = {DP(i),AP(i)}N

i=1, where each DP(i) =

{DP
(i)
1 , DP

(i)
2 , . . . , DP

(i)
n } is the phone sequence of a rec-

ognized word, AP(i) = {AP
(i)
1 , AP

(i)
2 , . . . , AP

(i)
n } is the

ground truth phone sequence of the corresponding word and N
is the total number of word pairs in the training data. The CRF
is trained to model the distribution: P (AP|DP). To incorpo-
rate the effect of phonetic context, a variety of features are used
which include the identity of the current decoded phone, iden-
tity of up to ±3 adjacent decoded phones and the identity of the
current and the previous ground truth phone.

During evaluation, given the phone sequences {XT,YT}
of two words, the marginal of predicting YT given XT is com-
puted. Higher marginal imply more acoustic similarity between
the two words. However, these marginals cannot be directly
used as similarity scores. For example, consider the marginals
for the following four pairs: (a) M(IY,IY) = 12.22, M(UW,UW)
= 10.817, M(UW,IY) = 0.102, M(IY,UW) = 5.1. The score is
a high positive number when the two phone strings are iden-
tical and drops gradually as the dissimilarity increases. Note
that these scores are not symmetric and their dynamic range is
not fixed. The following simple normalization ensures that the
scores are symmetric with a dynamic range of {0 − 1}.

A(X,Y) =
1

2

h M(X, Y )

M(X, X)
+

M(Y, X)

M(Y, Y )

i
Table 1 presents the acoustic similarity values for a few words
pairs. It is evident from the table that the similarity values are
in line with our expectations.

For every LM Word W , the acoustic similarity between W
and every EG-path-initial word (i.e., e1, e2, . . ., ek ) is com-
puted: A(W, e1), A(W, e2), . . . , A(W, ek). Average of the top
two similarity values is the average acoustic similarity of W
(called λw) with the EG.

4. Experiments
4.1. Database

The database used in this study is from an IVR system for
railways. The various EGs in the database are: (a) reserva-
tions, (b) train-status, (c) schedules-fares, (d) introduction, (e)
agent, (f) help, (g) repeat, (h) something-else, and (i) EXTRA-
FANOUT. The EXTRA-FANOUT EG simulates the often en-
countered practical scenario of addition of proper-names to the
grammar: be it dynamic addition of cities, airport codes, cus-
tomer names and/or stock-market companies. The other EGs
are self-explanatory. The different rules that form the EGs are
designed by human operators who are experts in designing di-
alog systems and have a deep understanding of human-system
interactions.

The training data for the class-LM had 4204 utterances. A
simple parser was written to tokenize the grammar instances in
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the training data. This tokenized data was used to train a class-
LM. The data contains 175 unique words in the LM. The num-
ber of unique words in grammar varies from 16 (no extra fanout
case) to 2400 (4000 extra-fanout case). The test data consists of
2000 utterances. The ground truth grammar label was assigned
by a human operator familiar with the IVR system. 280 utter-
ances received a ’no-concept’ label which implies that no part
of these utterances could be assigned to any of the grammars.

4.2. Evaluation metric

As mentioned earlier, our goal is to improve the accuracy of
in-grammar recognition. For a given test utterance one of the
following five scenarios is possible based on the ground-truth
grammar label and the corresponding predicted grammar label:

1. Correct Meaning (CM): The predicted label matches the
ground truth label,

2. Wrong Meaning (WM): The predicted label is different
from the ground truth label,

3. Meaning Deleted (MD): The system predicts ’no-
concept’ while the ground truth had assigned a label,

4. Meaning Inserted (MI): The system predicts a grammar
label while the ground truth had assigned ’no-concept’,

5. No Meaning (NM): The ground truth as well as the sys-
tem assign a ’no-concept’ label to the utterance.

The metric used for evaluation is the average of Correct Accept
(CA) values corresponding to False Accept (FA) values of 2,
3 and 4%. This is also the operating point for the deployed
application. CA and FA are defined as:

CA =
CM

(CM + WM + MD)
∗ 100%

FA =
(WM + MI)

total−utterances
∗ 100%

The FA rate is controlled by varying the threshold on the asr-
confidence above which the predicted meaning label is retained.
As this threshold is increased, more number of WM and MI will
be re-labeled as MD bringing down the FA. At the same time,
increase in the threshold will also reduce the number of CM
instances resulting in a reduced CA.

4.3. Baseline techniques

The performance of the proposed technique is compared with
the following baseline setups.

In the first setup, the class-LM is replaced by a grammar-
only setup. Thus, in this setup all the test utterances will be
forced to be recognized as one of the in-grammar utterances.
This setup is referred to as the ’S-A’ setup.

In the second setup, all the transition costs are as they are
learnt by a standard LM training algorithm. This as-is class-LM
setup is referred to as the ’S-B’ setup.

In the third setup, referred to as the ’S-C’ setup, the tran-
sition costs of all the words in the LM, irrespective of their λw

values, are uniformly increased by a constant value. The new
transition costs are given by: ωb

n = ωo − log(δ) where ωo is
the transition cost assigned by the LM training procedure to the
word W . δ can take values between 0 and 1. Lower values im-
ply higher transition costs. At δ = 1, this setup resembles the
as-is class-LM (S-B) setup.

Table 2: Performance of various techniques at different fanouts.
The performance metric used is the average of CA correspond-
ing to FA of 2, 3, and 4%. S-A: grammar-only; S-B: class-LM
as-is; S-C: class-LM with uniform increase in LM transition
costs; S-D: class-LM with proposed optimal acoustic similarity
based LM cost increases

fanout S-A S-B S-C S-D
none 89.0 91.7 91.3 91.8
5 88.6 90.2 90.3 90.6
10 88.3 89.8 89.8 90.1
20 87.6 88.9 89.1 89.3
50 87.2 87.7 88.5 88.8
100 86.3 86.6 87.2 87.9
500 83.1 83.2 83.3 84.4
1000 82.6 81.3 82.1 83.2
4000 79.6 77.3 78.3 79.7

5. Results
Table 2 compares the performance of various techniques at dif-
ferent fanouts. Increase in fanout has two main effects: (a) the
probability of entering any of the grammar paths is reduced,
and (b) higher number of grammar paths increases the chances
of ASR confusion among the grammar paths. These two fac-
tors lead to a drop in performance for each of the techniques as
the fanout increases. Note that at each of the fanouts, the per-
formance of the proposed technique is superior to all the other
techniques. Moreover, the gap between the performance of the
proposed technique and that of the other techniques increases as
the fanout increases. The grammar-only scheme has the poor-
est performance for most part. This scheme, by design, has
few MD or NM decisions as every utterance is forced to go
through the grammar. The FAs in this case are largely from MI
instances: The 280 ’no-concept’ utterances are all labeled as MI
and the threshold on the ASR-confidence has to be increased to
a high value to bring down the FA to the required 2/3/4%. This
higher threshold on the ASR-confidence leads to a drop in CA.

At very low values of δ in the S-C technique, the transition
costs of all the LM words are increased by a substantial amount
and the scenario resembles the grammar-only scheme. At inter-
mediate δ values, this technique prefers the grammar paths but
does not entirely bypass the LM paths thus keeping the NM to
a reasonable number and indirectly boosting the CA.

Fig. 1 compares the Receiver Operating Curve (ROC) for
the (a) class-LM as-is scenario (blue-solid-squares, S-B in Table
2), and (b) proposed acoustic similarity based LM cost change
scenario (red-dashed-triangles, S-D in Table 2) for the fanout-
500 case. Note that the proposed technique leads to larger im-
provements at lower FA values. Our analysis shows that the pro-
posed LM-penalizing technique increases the ASR-confidence
of all the outcomes (CM as well as MI), but the increase in con-
fidence is much more for the CM instances than it is for the
MI instances. For example, the average relative increase in the
confidence of MI instances is about 10% whereas the average
relative increase in the confidence of CM instances is close to
50%. Thus, at higher thresholds on the confidence (i.e., at op-
erating points corresponding to lower FAs), the proposed tech-
nique leads to more number of CM and hence a better CA as
compared to that of the other techniques.

Table 3 takes a closer look at the performance for the ’train-
status’ EG. This EG is of particular significance because a few
of the LM words with high λw are most similar to paths in this
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Figure 1: Comparison of ROC for (a) class-LM as-is
case (solid-blue-squares), and (b) proposed acoustic-similarity
based LM transition cost case (red-dashed-triangles) when the
fanout is 500.

EG. Table 3 shows that as the fanout is increased from 0 to
100, the number of ’train-status’ utterances which are correctly
recognized and with a high asr-confidence drops from 406 to
371. Of these 35 (406-371) utterances, 31 were correctly recog-
nized but had a very low asr-confidence (as against being incor-
rectly recognized). Moreover, the proposed technique boosted
the confidence of 15 of these utterances which is almost the
number of extra utterances which were correctly recognized by
the proposed technique (387 vs. 371). We have seen similar
trends in performance of the proposed technique for other EGs
and at other fanouts.

Thus, it can be concluded that (a) drop in performance
due to the increased fanout is largely because of drop in asr-
confidence for the in-grammar utterances, and (b) the improve-
ment in performance due to the proposed technique is largely
because of the boost in asr-confidence for in-grammar utter-
ances.

The next step is to understand what leads to this boost in the
asr-confidence. To understand that, we need to first understand
how the ASR-confidence is computed: The confidence is de-
fined as a function of the ratio of the overall likelihood of the 1-
best ASR output and that of the second-best output. Thus, if the
top 2-best outputs have a similar likelihood the ASR-confidence
is going to be quite low. It is also reasonable to expect that
the top-N ASR outputs would have substantial acoustic simi-
larity among themselves. The proposed technique specifically
reduces the likelihood of utterances which are acoustically sim-
ilar to in-grammar utterances and thus directly boosts the asr-
confidence of such in-grammar utterances.

6. Discussion and Future Work
The optimal values of τ and α haven’t been discussed yet.
Although the exact optimal combination varies across fanouts
there is a noticeable trend in these values. As the fanout in-
creases, the λw values of the LM words will either remain the
same or increase. Thus the optimal threshold τ to select acous-
tically strongly similar LM words should increase as the fanout
increases. Indeed, the optimal value of τ at fanout-4000 is 0.7
while it gradually drops down to around 0.3 for lower fanouts.
The parameter α decides the extra cost penalty applied to the
acoustically strongly similar LM words. At higher fanouts,
the entry costs to the grammar utterances is high (function of
-log(1/fanout-size)) and thus the extra cost penalty to be applied

Table 3: Performance for the ’train-status’ EG. CM-a: CM with
high asr-confidence for no-fanout case, CM-b: CM with high
asr-confidence for fanout-100-as-is case, CM-c: CM with high
asr-confidence for fanout-100-proposed-LM-penalizing case

EG ==> train-status
CM-a 406
CM-b 371
CM-c 387
CM-to-MD 2
corresponding reversals 0
CM-to-WM 2
corresponding reversals 0
high-conf-CM-to-low-conf-CM 31
corresponding reversals 15

to the LM words should also be higher. Indeed, the optimal α
value for lower fanouts is around 0.4 while it is around 0.1 for
higher fanouts.

We are currently exploring ways to formulate a closed-form
equation that can prescribe the optimal values of τ and α for
a given combination of EGs and LM words. Efforts are also
underway to validate the proposed technique across different
databases.
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