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Abstract

Prosody and syntax are highly related, even if the prosodic
structure cannot be directly mapped to the syntactic one and
vice versa. This paper presents an experiment for exploring in
what degree a powerful HMM-based automatic prosodic seg-
mentation tool can recover the syntactic structure of an utter-
ance in speech understanding systems. Results show that the
approach is capable of recalling up to 92% of syntactic clause
boundaries and up to 71% of embedded syntactic phrase bound-
aries based on the detection of phonological phrases. Recall
rates do not depend further on the syntactic level (whether the
phrase is multiply embedded or not), but clause boundaries can
be well separated from lower level syntactic phrases based on
the type of the aligned phonological phrase(s). These findings
can be exploited in speech understanding systems, allowing for
the recovery of the skeleton of the syntactic structure, based
purely on the speech signal.
Index Terms: prosody, syntax, phonological phrase, syntactic
analysis, speech understanding

1. Introduction
Exploring the relationship between prosodic and syntactic
structures of human speech has motivated much research ac-
tivity. However, a uniform model, capable of describing the
interface between syntactic representation of a sentence and its
phonological representation still does not exist. Of course, the
phenomenon is complex and probably the claim for such a uni-
form model is not realistic. Nevertheless, one common issue
shared by the majority of theories dealing with the relationship
syntax-prosody is that they are closely related, but this rela-
tion cannot be expressed as a definite mapping between syn-
tax and prosody. Selkirk apostrophes this approach as prosodic
structure hypothesis which holds that the prosodic structure of
a sentence is related to (but not fully dependent on) the sur-
face syntactic structure [1]. In contrast, some theories argue
that prosody is directly governed by the surface syntactic phrase
structure [2], but experience shows rather that the relationship
syntax-prosody is more difficult, especially as we are approach-
ing to the lower levels of the prosodic structure hierarchy.

The prosodic structure is hypothesized to be arranged in a
hierarchy [1], [3] as follows (top-down): the utterance is com-
posed of intonational phrases (IP), which can be divided into
phonological phrases (PP). Phonological phrases are composed
of phonological words PW, called sometimes prosodic words.
The hierarchy can be further refined until the syllable level, but
units inferior to PW (or even PP) will not be used in this paper.

This prosodic structure is often represented as a tree or bracket-
ing of the utterance.

During the syntactic analysis of sentences, a similar hierar-
chy is supposed to exist, which connects the basic constituents
(e.g. words) of a sentence. Words form groups, called also
phrases (XP). Phrases can embed other (daughter) phrases and
in this way, a layered hierarchy exists among them. The phrase
is usually named after its dominant word called head, which is
the word that determines the behaviour of the entire word group
within the constituent situated one level higher in the hierarchy.
In this way, one can distinguish noun phrases (NP) with a head
of type noun, verbal phrases (VP), adverbial phrases (AdvP)
and so on. The syntactic analysis of a sentence usually ends in
a hierarchical tree-form representation.

In speech technology, syntactic analysis of a written sen-
tence is a common task prior to speech synthesis. The first ini-
tiatives date back even to 1980s. The underlying assumption for
this approach is that the required prosodic features of the sen-
tence to be synthesized can be well predicted relying on syntac-
tic analysis. In other words, one assumes that surface syntactic
structure determines the prosodic structure. As this determina-
tion is only partial, applications were often restricted to well
described domains, such as name and address synthesis [5].

All of the above presented applications of the syntax-
prosody interface are directed from syntax to prosody, which
means that it is usually the prosody that should be predicted by
analysing the syntax. The inverse direction, e.g. deducing some
syntactical attributes based on prosody is less frequently used.
An interesting exploitation of the prosody to syntax mapping is
using prosody in syntactic disambiguation. Price et al. found in
perception tests that prosody helps syntactic disambiguation in
many - even if not in all - cases [6]. They have also proposed
an automatic prosodic labeller which used normalized duration
features to provide break classification. Disambiguation based
on prosody is also known in automatic speech recognition.

Disambiguation is often illustrated by literally identical
sentence pairs, which have two or even more syntactical anal-
ysis hypotheses. Instead of creating such less or more artificial
sentence pairs, which usually provide only a moderate and of-
ten non-realistic corpus for analysing purposes, the authors de-
cided to analyse the correspondence between the automatically
aligned phonological phrase boundaries (these represent an au-
tomatic prosodic analysis) and automatically generated and pre-
viously disambiguated syntactic boundaries (these represent the
surface syntactic structure) on a big speech corpus. The basic
interest is to see and measure in what degree the different lev-
els (called also layers [1]) in the prosodic and syntactic hier-
archy can be mapped to each other, and to analyse further if
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any type of phonological or syntactic phrase exists which has
a special impact on syntactic or phonological structure, respec-
tively. An important outcome of the experiment is to evaluate
in what degree an automatic prosodic segmentation for phono-
logical phrases can reflect the underlying syntactic structure.

This paper is organized as follows: first, the automatic
prosodic segmentation approach is detailed and the syntactic
analyser is briefly presented. The next section reviews the used
data and the used approach. Finally, results are shown and dis-
cussed, then conclusions are drawn.

2. Automatic prosodic segmentation of
speech

For the recovery of the prosodic structure directly from the
speech signal, automatic prosodic segmentation is used, de-
scribed in details in [4] and [7]. The prosodic segmenter is
intended to recognize and align a sequence of phonological
phrases (PP). This is done in a Hidden Markov Model (HMM)
based alignment and recognition framework, which uses as
acoustic models 7 different models of phonological phrases (see
Table 1). The classification of PPs is performed based on their
associated intonation contour, represented by fundamental fre-
quency and energy features (see section 2.1). PPs are defined
as prosodic units which have their own stress and intonation
contour [3]. The standard intonation contour of a PP shows a
smart rise at the stress (the modelled Hungarian language has
fixed first syllable stress), then follows a descending contour.
However, as PPs are embedded into the utterance, the higher
level utterance intonation influences their characteristics. This
explains why 7 different models were trained. Clause onset (co)
and clause ending (ce) usually alter the standard PP intonation
contour, so does the focus (strongly stressed PP, ss) and the con-
tinuation rise (cr). The continuation rise usually alters the sub-
sequent PP causing the stress to be often undetectable or turned
into negative (low) stress (ls). The output of the prosodic seg-
menter is the aligned PP sequence.

Table 1: Phonological phrase (PP) types modelled for prosodic
segmentation.

Prosodic label Description
co Clause onset PP
ss Strongly stressed PP
ms Medium stressed PP
ce Low clause ending PP
cr High ending (continuation rise) PP
ls Low-stress PP
sil Silence

During prosodic segmentation, a sophisticated prosodic
model is used as a constraint. The model presumes that the
utterance in the prosodic hierarchy corresponds to the sentence
interpreted as a syntactic entity. Therefore, sentences are sup-
posed to be composed from a sequence of prosodic phrases as
follows: each sentence begins with a clause onset PP (co) and
ends with either a low clause ending PP (ce) or a high ending
PP (cr). Stressed PPs (ss and ms) are allowed to appear within
the sentence. The ss symbol refers to a stronger accent expected
to be placed to the focus of the sentence. The low-stress PP (ls)
is allowed optionally, but only immediately after a high ending
(continuation rise, cr). Between all sentences, a silence (sil)
is supposed. The authors underline that in this alignment ap-

proach, continuous tracking of prosody is implemented instead
of looking for discrete indices of breaks or tones. This pro-
vides a soft and more flexible framework, which is believed to
be closer to human perception processes.

2.1. Acoustic-prosodic pre-processing

Fundamental frequency (F0) is extracted by ESPS method us-
ing a 25 ms long window. Intensity is also computed with a
window of 25 ms. The frame rate for both variables is set to
10 ms. The obtained F0 contour is firstly filtered with an anti-
octave jump tool. This is followed by a smoothing with a 5 point
mean filter. F0 is linearly interpolated in log domain. The in-
terpolation is omitted for voiceless sections longer than 150 ms
and also for F0-rises higher than 110% after an unvoiced part.
Delta and acceleration coefficients are also appended to both F0

and intensity streams (more details can be found in [4]).

2.2. Prosodic segmentation vs. word-boundaries

In earlier works of the authors [4] [7], prosodic segmentation
for phonological phrases was used to recover word-boundaries
in Hungarian and Finnish languages. This was feasible, because
(i) the prosodic-acoustic models of phonological phrases were
trained on samples in which phonological phrase boundaries co-
incided with word-boundaries; (ii) the languages analysed were
fixed stress language, this means that if a word or word group
(syntactic phrase) is stressed, stress can be found always on the
first syllable; (iii) in high correlation with the first-syllable fixed
stress, Hungarian shows a left branching structure in syntactic
analysis [10] (in contrast, English is right branching [1]).

3. Syntactic analysis
Experiments presented in this paper were done for the Hungar-
ian language, as syntactic analyser the HunPars tool was used
[8]. This syntactic analyser uses a so-called phrase-structure
grammar, completed by lexical databases and a morphological
analyser. This latter augments considerably the complexity, but
it is still necessary due to the agglutinating quality of the Hun-
garian language: without this module, syntactic interconnec-
tions would be unrecoverable. The analyser outputs tagged and
layered syntactic analysis hypotheses for each input sentence.
In case of multiple hypotheses, the actually correct one was se-
lected by an expert, as in present paper the authors do not aim
disambiguation based on prosody.

4. Material and method
The material used was the BABEL Hungarian language speech
database [9]. A subcorpus of 330 sentences was used, contain-
ing 155 different sentences uttered by a total of 60 speakers. The
utterances are segmented on phoneme level, obtained by per-
forming automatic forced alignment with a Hungarian language
ASR. From the automatic phoneme segmentation, a word-level
based segmentation was generated. In parallel, sentences were
fed into the HunPars syntactic analyser. Hereafter, the corre-
spondence of the automatically detected phonological phrase
boundaries and syntactic phrase boundaries is investigated for
each level (layer) in the syntactic structure hierarchy in a depth
of 5 levels (top-down: 0, −1, −2, −3, −4, see Fig. 1): sen-
tences are divided into clauses (level 0). Clauses consist of first
level syntactic phrases (level −1), which can contain daughter
phrases (level −2) and so on down to level −4. Syntactic and
prosodic boundaries are regarded to met if they occur within
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Figure 1: Hierarchical view of syntactic levels

150 ms time interval. This value is chosen based on the fol-
lowing considerations: (i) the time interval should allow some
deviation in a range of a length of a demi-syllable, because ref-
erence word-boundaries (necessary for the identification of the
onset and ending times of the syntactic phrases) are segmented
automatically, and (ii) the prosodic segmenter has also some
uncertainty (for example, if an utterance ends with an unvoiced
sound, it is often inevitably chopped). Of course, (iii) phonolog-
ical phrases aligned by the prosodic segmenter are much longer
than 150 ms (average phonological phrase length is 618 ms for
the test corpus with standard deviation of 211 ms). Syntactic
phrase (XP) onsets are always aligned to phonological phrase
(PP) onsets, XP ends are always aligned to PP ends.

5. Results and discussion
In the first experiment, phonological phrase segmentation is
used to recover syntactic phrases. The performance is evalu-
ated using the recall measure defined as:

Recall =
tp

tp+ fn
, (1)

where tp stands for correctly recovered syntactic phrase bound-
aries (true positives) and fn stands for missed syntactic bound-
aries (false negatives). Results are shown in Table 2 separated
for phrase onsets and phrase endings. As multiple level syntac-
tic embeddings are possible, several syntactic boundaries can
occur at the same place. In one scenario only the highest level
syntactic boundary is counted in case of multiple level occur-
rences (referred to as 1B/W), while in the other one all differ-
ent level syntactic boundaries are counted (MB/W). This means
that a word preceded by level 0, −1 and −2 syntactic bound-
aries yields one 0 level hit (true positive) in 1B/W if detected,
but gives a total of 3 hits, one for each level 0, −1 and −2 in
MB/W if detected (and, of course, gives false negatives for all
the 3 levels if remains undetected).

Table 2: Recall of XP boundaries by PP boundaries summa-
rized for all PP types.

XP Onset Ending # of occ.
Level 1B/W MB/W 1B/W MB/W (MB/W)

0 0.85 0.85 0.79 0.79 3124
−1 0.45 0.70 0.48 0.68 10339
−2 0.42 0.70 0.48 0.69 5763
−3 0.44 0.74 0.45 0.65 814
−4 0.48 0.70 0.50 0.67 187
All 0.54 0.72 0.55 0.69 20227

Average recall rate was found 71% (in MB/W) or 55% (in
1B/W), which is considerably higher in case of clauses: 85%

(onsets) and 79% (endings). For statistical evidence Kruskal-
Wallis tests were performed on the obtained data. These also
confirm that phonological and syntactic phrases are correlated
(χ2 = 6430.606; p < 0.000).

Pairing up the corresponding XP onset and XP ending
boundaries on each level and comparing recall rates by Mann-
Whitney and Wilcoxon W tests show that on clause level onsets
are significantly better detected (Z = −7.807; p < 0.000).
However, on levels −1 and −2, there is no significant differ-
ence in recall rates counted for onsets and endings (level 1:
Z = −0.407, p > 0.1; level 2: Z = −0.016; p > 0.1). There
were no significant differences either on levels −3 and −4.

Non-clause syntactic levels do not yield different recall
rates, this means that lower level syntactic phrases are not less
intensively marked by prosody: clauses can be identified by a
higher recall rate, but there is no significant difference between
XPs depending on the syntactic level (χ2 = 0.224; p > 0.1).
Each XP seems to behave as independent entity in terms of de-
tectable prosodic features, independently of its position in the
syntactic hierarchy.

In the next step, the reliability of the segmentation was anal-
ysed, separated for all PPs except for silence (sil). This is im-
portant if one would like to use the output of the PP aligner to
recover the syntactic structure of the utterance. The reliability
is measured with precision:

Precision =
tp

tp+ fp
, (2)

where tp stands again for the number of phonological phrase
boundaries which coincide with syntactic phrase boundaries,
and fp stands for inserted PP boundaries which do not coin-
cide with XP boundaries within 150 ms (false positives). If the
recovery of the syntactic structure is based on prosody, the syn-
tactic level should be identified based on the PP type. Tables
3 (for phrase onsets) and 4 (for phrase endings) show relative
frequencies of the level of the recovered syntactic phrase de-
pending on the type of the phonological phrase. Precision is
also shown in the last column.

Table 3: Distribution of XP level based on PP type (PP onsets
compared to PP onsets) and precision of PP and XP onsets

PP Distribution of XP level # of Prec-
type 0 −1 −2 −3 occ. ision
co 0.86 0.07 0.04 0.02 1736 0.84
ss 0.12 0.78 0.07 0.02 2517 0.58
ms 0.09 0.83 0.06 0.01 1399 0.55
ce 0.14 0.80 0.04 0.02 2094 0.46
cr 0.22 0.72 0.04 0.01 1326 0.51
ls 0.50 0.41 0.07 0.02 1456 0.57
all 0.36 0.56 0.05 0.02 10539 0.58

Based on the results in Table 4, a detected co type PP onset
corresponds to a clause onset by 86% relative frequency. Level
−1 syntactic phrase onsets are well predictable if the PP type is
ss, ms, ce, or, to a lesser extent, cr. PP type ls onset is ambigu-
ous, it can sign both a clause onset (50% rel. frequency) and
a first level syntactic phrase onset (41%). Down from syntac-
tic level −2, all PP types are distributed uniformly, the aligned
PP type cannot be used to predict syntactic level. Results prove
that intonational phrases and clauses are very closely related,
and that clauses can be automatically well separated from lower
level syntactic phrases, especially at level−1, which can be also
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well separated from lower level phrases. This means that three
layers of the syntactic hierarchy can be powerfully recovered:
level 0, level −1 and lower levels, which cannot be further sep-
arated (but occur much more rarely then level −1 phrases).

Table 4: Distribution of XP level based on PP type (PP endings
compared to XP endings)

PP Distribution of XP level # of Prec
type 0 −1 −2 −3 occ. is
co 0.05 0.74 0.11 0.08 1736 0.58
ss 0.09 0.68 0.20 0.03 2517 0.64
ms 0.08 0.68 0.18 0.04 1399 0.60
ce 0.83 0.11 0.04 0.02 2094 0.80
cr 0.60 0.28 0.09 0.03 1326 0.73
ls 0.13 0.64 0.17 0.06 1467 0.57
all 0.34 0.49 0.13 0.04 10593 0.66

The detected ce PP ending mostly corresponds to a clause
ending, this is approved by the 83% frequency (Table 4). The
ending of PP of type cr signs often a clause ending (60%), al-
though it can also correspond to a level −1 XP ending with a
relatively high frequency (28%). Ending of PPs of types co pre-
dicts a level −1 XP ending by 74% frequency, endings of PPs
ss, ms and ls can refer to level −1 and −2 XP endings. Levels
−1 and lower levels cannot be separated further based on the
comparison of endings of PPs and XPs.

Precision and recall of PP segmentation were also analysed
with a reduced PP set: ms and ls PP types were discarded dur-
ing the PP alignment, as ss was expected to replace ms. PP
type ls was discarded because it yielded ambiguous results in
XP onset detection regarding the identification of the syntac-
tic level. Results for PP/XP onsets show significantly higher
precision (overall 64%) and lower recall (overall 48%, 1B/W)
rates, while precision of PP/XP ending detection is not signifi-
cantly different, but recall rates are worse. The lower recall can
be explained by the fact that PPs with less characteristic stress
(ms and ls) are sometimes identified as ss but may also remain
undetected (PP ss cannot replace all of their occurrences). How-
ever, this approach allows for more precise clause onset detec-
tion (see Table 5).

Table 5: Distribution of XP level based on PP type with reduced
PP set (onsets compared to onsets), precision and 1B/W recall

PP Distribution of XP level # of Prec-
type 0 −1 −2 −3 occ. ision
co 0.88 0.07 0.02 0.02 1835 0.92
ss 0.13 0.77 0.07 0.02 3455 0.58
ce 0.26 0.67 0.04 0.02 1914 0.53
cr 0.37 0.58 0.04 0.01 1782 0.57
all 0.42 0.51 0.05 0.02 8986 0.64

Recall 0.80 0.39 0.34 0.37 Total recall: 0.48

Relations between the types of the prosodic (co, ss, ms ce,
cr, ls) and syntactic phrases (NP, AdjP, AdvP, NumP, VV, VV-
Inf, PostpP) were also investigated. It was found that there is
no significant difference in the PP type depending on the type
of XP (χ2 = 0.349; p > 0.1).

6. Conclusions
In the paper automatic recovery of the syntactic structure was
addressed based on prosody. The output of a phonological
phrase level segmentation tool was used to predict syntactic
phrase boundaries. Up to 92% of clause boundaries and about
70% of lower level syntactic phrase boundaries could be au-
tomatically recalled. Precision of clause boundary detection
was 84%, precision of lower level syntactic boundary detec-
tion ranged between 46% and 58%. Clause level and underly-
ing syntactic phrase level could be well separated based on the
type of the aligned phonological phrase. Further hierarchy be-
tween syntactic phrases can also be recalled down until to level
−1, based on prosody. No relation was found between the type
of the syntactic phrase the type of the phonological phrase, al-
though the investigated language was the Hungarian, character-
ized by free word order. Based on the results presented, prosody
seems to have a synchronizing and signalling function in terms
of identification of the underlying syntactic units, but does not
seem to reflect the relations among these units. It is quite nor-
mal if we take into consideration that these relations are asso-
ciated to semantic level, and prosody seems to keep itself to-
tally away in this regard: quasi zero correlation was explored
between the types of the phonological and syntactic phrases.
The results shown in the paper were obtained for the Hungarian
language, but no language specific knowledge was used during
the experiments, the only module supposed to be adapted to the
language is the phonological phrase aligner, which needs some
language specific modelling, but has already been successfully
used for Finnish and German languages. The presented results
can highly contribute to support automatic speech understand-
ing.
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