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Abstract 
Recently, a remarkable performance result of 23.0% Phone 
Error Rate (PER) on the TIMIT core test set was reported by 
applying Deep Belief Network (DBN) on phonetic recognition 
[1]. Despite the good performance reported, there is still sub-
stantial room for improvement in the reported design in order 
to achieve optimal results. In this letter, we present an 
improved but simple architecture for phonetic recognition 
which uses logMel spectrum directly instead of MelFrequency 
Cepstral Coefficient (MFCC), and combines Deep Learning 
with conventional BaumWelch reestimation for subphoneme 
alignment. Experiments performed on TIMIT speech corpus 
show that the proposed method outperforms most of the 
conventional methods, yielding 21.4% PER on the complete 
test set of TIMIT and 22.1% on the core test set.  
IndexTerms: phonetic recognition, deep learning.  

1. Introduction 
Most of the current state-of-the-art Automatic Speech 

Recognition (ASR) systems model speech using Hidden 
Markov Models (HMMs). Although HMM-based systems can 
handle large vocabulary systems due to its ability to model the 
sequential structure with tractable computational complexity, 
it is known that acoustic models using HMMs do not yield sat-
isfactory performance compared to humans [2], necessitating 
more sophisticated models for speech data.  

Among many alternative models [2]–[4], Deep Belief Net-
work (DBN) [5], has reported a remarkable performance result 
of 23.0% Phone Error Rate (PER) on the TIMIT core test set 
[1]. DBN is a general machine learning algorithm belonging to 
a new field of machine learning called Deep Learning [6]. The 
algorithm is characterized by layers of simple generative 
models initialized layer-by-layer in an unsupervised way, 
followed by the discriminative retraining of the whole layer 
using supervised techniques. Despite the good performance 
reported in [1], there is still substantial room for improvement 
in the reported design. In this letter, we present an improved 
but simple architecture for phonetic recognition using Deep 
Learning, which yields 22.1% PER on the TIMIT core test set.  

2. Review of Deep Learning 
The idea of utilizing deep layered architecture for pattern 
recognition is not new. Unfortunately, training a deep 
architecture, such as a multilayer Perceptron, is known to be a 
challenging problem because of the poor generalization 
property and suboptimal solutions [6]. Recently, a remedy to 
this problem has been proposed by Hinton [5], by pretraining 
each layer from the lower one to the upper one using 
unsupervised learning algorithm. The original unsupervised 
learning algorithm used by Hinton was the Restricted 
Boltzmann Machine (RBM), and some other unsupervised 
algorithms are also known to be effective [6]. After pre-
training, the well-known error backpropagation algorithm can 
be used to fine-tune the network for its final classification or  

 

 
 

Figure 1: A typical deep learning architecture 
 

 
Figure 2: A Restricted Boltzmann Machine 

 
regression purpose. This procedure, demonstrated in Figure 1, 
is known as ‘Deep Learning’.  

RBM plays an important role for the success of Deep 
Learning. It is a special case of Boltzmann Machines [7] with 
one visible layer, one hidden layer, and no intralayer 
interactions. A typical RBM is shown in Figure 2. This type of 
Boltzmann machines is useful because the conditional 
probability of observing a visible vector given hidden states 
can be factorized as the product of the conditional probabilities 
of the visible vector given each unit of the hidden states 
separately.  

RBMs belong to energy-based models. In energy-based 
models, each configuration of the units is given a scalar energy, 
and its observation probability is expressed in terms of its 
energy borrowing the theory from Statistical Mechanics. For 
typical RBMs, the energy function E(x,h) given a 
configuration of visible and hidden units (x and h) is given as 
follows:  

(1) 

where x and h are binary visible and state vectors respectively, 
and b, c, and W are model parameters. Let θ = {W, b, c}. The 
probability of a given configuration is given as follows:  

                             (2) 

where � �� hx hx, )),(exp()( �� EZ is the partition function.  
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Figure 3: The overall diagram of the proposed architecture for 
phonetic recognition.  
 
Training an RBM can be done by maximizing the log-
likelihood )(log)/1()( dx �� � �datad PNL ��  given the 

data samples, where N is the sample size. Unfortunately, a 
straight¬forward derivation of the learning rule involves 
sampling from the equilibrium distribution of the RBM, which 
is known to be painfully slow and seriously affected by the 
high variance of the data sampled from the equilibrium 
distribution [8]. An alternative is to use Contrastive 
Divergence [8], which performs just one-step Gibbs sampling, 
obtaining the sample from the corresponding distribution 

),(1 hx�P  instead of sampling from the equilibrium distribution. 
The final learning rule for RBMs is given as follows:  

 

 

 
where η is a learning rate, data�	
  data is the expectation 

over )()|( ddh PP� , and recon�	
 is the expectation over 

),(1 hx�P . Note that we obtain the mean-field update rule if we 
substitute <xi><hj>  for <xihj>. 

3. Phonetic Recognition using Deep 
Learning 

3.1 Overall Architecture for Phonetic Recognition 
Figure 3 shows the overall diagram of the proposed archi-
tecture for phonetic recognition. The details of each part are 
explained in the following sections.  
 
3.2 Data Preprocessing 
The most widely used feature for speech recognition is Mel-
Frequency Cepstral Coefficients (MFCC). MFCC is advan-
tageous in that its coefficients are mostly uncorrelated, thus 
justifying the use of diagonal covariance matrix in Gaussian 
mixture models used by HMM. However, RBMs used for 
Deep Learning can capture the dependencies between feature 
coefficients, and it turns out that using log-transformed Mel 
spectrum with normalized power shows better performance. 
Note that MFCCs with delta and acceleration coefficients can 
be regarded as a special case of possible linear combinations 
of the log-transformed Mel spectrum values along several 
frames.  

To obtain the feature, the first step is to normalize the 
signal power for each utterance. This process is necessary 
since simple Mel spectrum is not invariant to the scaling of 

signal amplitude. The power of each frame with 25 ms 
window size and 10 ms shift size is calculated. To reduce the 
effect of silence regions before and after the speech, Pm, the 
mean of power values above half of the maximum power, is 
calculated and used as a variable threshold. The mean of 
power values above 0.2Pm is used as a normalization factor, i.e. 
the original signal is divided by this factor to get the 
normalized speech signal. The normalization is done for each 
utterance separately.  

After power normalization, all the speech signals are pre-
emphasized by the lter of the form 1 - 0.97z 1, hamming-
windowed, processed by a Mel-frequency filterbank with 26 
bands, and log-transformed with the same window and shift 
size as above. Then, each frequency component is normalized 
separately to have zero mean and unit variance.  

After obtaining 26 normalized frequency components per 
each frame following the procedure above, 21 adjacent frames, 
corresponding to 210 ms of time context, are concatenated and 
used as an input to the RBM with linear visible units [5]. The 
input dimension of the first layer RBM is thus 546.  

 
3.3 Pretraining Each Layer 
In principle, the performance of RBMs improves as the 
number of hidden units increase [6]. In preliminary exper-
iments, 500, 1000 and 2000 hidden units were examined. 
Since no significant performance difference could be observed 
between 1000 units and 2000 units, the dimension of hidden 
units for all the RBMs was fixed to 1000.  

After training the first layer using the RBM with linear 
visible units [5], upper layers are trained using the standard 
binary RBM one by one using the mean field output of the 
previous layer as their visible units. Up to 5 layers are trained 
to examine the effect of deep architecture.  

 
3.4 Discriminative Retraining of the Whole Layer 
The original phoneme labels of TIMIT with 61 classes are 
used in training, rather than merging them beforehand, to 
obtain better experimental results. We also utilized the 
substate representation for phonemes, assuming 3 temporal 
states for each phoneme. This is crucial for performance since 
many vowels actually consist of distinguishable substates, for 
example, ‘ay’, ‘ao’, ‘au’, and so on. As a result, the nal 
output of the network consisted of 183 classes. Since there are 
practically nondistinguishable substates, e.g. the rst part of 
‘ay’ and ‘a’, conventional softmax representation for the 
classi cation is not suitable. Normal logistic units are used 
instead. Crossentropy function is used for the error measure.  

To assign temporal states to each phoneme segment, uni-
form segmentation is adopted at first. After the network 
converges, realignment of the states is done by the procedure 
described in Section III-E.  

 
3.5 Realigning Subphoneme Labels using Baum-
Welch Estimation 
For the realignment of the subphoneme labels, a classical 
Baum-Welch estimation of state transition probabilities along 
with Viterbi forced alignment is performed to realign the states 
[3]. One unrealistic assumption of the observation 
independence between the concatenated neighborhood frames 
is made to utilize the existing framework. Interpreting the 
normalized network output as the probability of substates 
given the observation, one can obtain observation posteriors 
by dividing it by the prior probability of substates. However, 
this assumption clearly affects performance, since in our 
preliminary experiments, concatenating 31 frames for the 
observation vector resulted in worse performance than 
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concatenating 21 frames. Further research is needed in this 
direction.  
 
3.6 Deciding Phoneme Labels using Viterbi Decoding 
The standard Viterbi decoder for 3 state hidden Markov 
models could be used to decide the phoneme labels. However, 
this involves various tuning parameters such as the weight 
between the language model, the acoustic model, and the 
phoneme insertion probability. Rather than optimizing the 
language parameters, the following simple decoding scheme 
as presented in [3] is used. The probabilities for 3 substates for 
each phoneme are simply averaged to form the phoneme 
probability for each frame, and a Viterbi decoding with the 
frame bigram matrix as transition probabilities is performed, 
giving almost equivalent performance to the standard 3 state 
decoders while involving much less parameter tuning.  

For performance comparison, 61 phoneme classes are 
mapped to 39 classes as in [9] after phone sequence decoding.  

4. Experiments 
4.1 Database 
TIMIT speech corpus [10] was used for the database. All the 
SA recordings were removed from the database to prevent 
possible biasing of the result.  

The performance of the proposed algorithm was tested on 
both the complete test set, which consisted of 1344 sentences, 
and the core test set, which consisted of 192 sentences. Recent 
phone recognition algorithms on TIMIT speech corpus report 
their results on the core test set only, utilizing the development 
set, a part of the complete test set with 50 speakers and 400 
sentences, as a validation set [2]. We followed the same 
configuration for the core test set. For the experiment on the 
complete test set, the original TIMIT training set was 
randomly divided into a training set with 3396 sentences and a 
validation set with 300 sentences. The validation set was used 
to prevent overfitting of the discriminative training.  
 
4.2 Detailed Setup 
Details of our experimental setup is as follows. 21 consecutive 
frames of 26 band logMel spectrum was used as input. The 
number of hidden units of the RBM was fixed to 1000. A 
weight decay of 0.00002 multiplied by the learning rate was 
used. The momentum term for RBMs was increased from 0.5 
to 0.9 after the first five epochs. Learning rate was fixed to 
0.001 for the first layer of RBM with Gaussian visible units, 
and fixed to 0.01 for other layers. The first layer was trained 
for 300 epochs and other layers were trained for 50 epochs 
each. Mean field update was used for Gaussian visible units. 
Initial values of parameters for RBMs were set with random 
values following Gaussian distribution with mean zero and 
standard deviation 0.1. For the discriminative training, the 
backpropagation algorithm with standard gradient descent was 
used. The learning rate was adjusted to give the best 
convergence ratio, and decreased by a factor of 0.5 whenever 
the reconstruction error remained stale for more than 5 epochs. 
After the initialization with uniform segments, 60 epochs of 
training were performed. After each Baum-Welch estimation 
and Viterbi forced realignment, 20 epochs of training were 
performed. The training was stopped when the validation error 
started increasing after the realignment. Usually six to ten 
Baum-Welch iterations were enough to obtain the convergence 
of substate labels.  
 
4.3 Basis Vectors Obtained by RBM 
One benefit of RBM is that it can automatically detect 

relationships between features, representing them in its weight 
values that can be interpreted as basis vectors. As a result, it 
can extract meaningful basis vectors from the logMel 
spectrum, possibly giving better features than MFCC. To show 
this, the basis vectors of RBM obtained from the first layer are 
depicted in Figure 4. One can see Gaborlike basis vectors 
along with frequency modulations and bursts, which are 
intuitively meaningful.  
 
4.4 Performance on Core Test Set 
Table I shows the performance of the trained network with 
varying number of hidden layers on the validation set and the 
core test set, respectively. Adding more than three layers does 
not significantly improve the recognition performance, 
although adding more than five layers may improve the 
performance slightly. If we choose the number of layers based 
on the validation error, the final PER on the core test set 
becomes 22.1%.  
 
4.5 Comparison with Other Methods 
Table II compares the performance of proposed deep learning 
based phonetic recognizer with previously reported results on 
TIMIT dataset.  

The difference between the DBN method [1] and our 
proposed method is summarized in Table III. The proposed 
method uses concatenated frames of normalized log-Mel 
spectrum directly as the input of RBMs, rather than computing 
MFCCs with delta and acceleration coefficients. [1] resorted to 
the output of conventional HMM-based recognizers for 
obtaining substates of each phoneme segment (confirmed by 
personal communication). According to [1], adding a 
bottleneck layer reduced the PER by 1%. However, the 
reduction only occured on the core test set and not their 
development set. At best, adding a bottleneck layer 
corresponds to incorporating domain specific knowledge into 
the model. Lastly, their model has approximately 4 times more 
parameters than ours.  
 
 

 
Figure 4: The basis vectors of RBM from the first layer. The x-
axis represents the time and the y-axis represents the 
frequency bin.  

 
Table 1. Phone error rate (PER) values of the RBM on TIMIT 
core test set  

The number of hidden layers  
1  2  3  4  5  

validation  22.9%  20.8%  20.5%  20.4%  20.5%  
test  24.5%  22.6%  21.7%  22.1%  21.9%  

1251



Table 2. Phone error rate (PER) comparison on the complete 
TIMIT test set excluding SA records  

Test set   Method   PER   
  CDHMM using HTK (2009, [4])   27.3%   
Complete   Conditional Random Field (2009, [4]) 

Recurrent Neural Network (1994, [3])   
25.7% 
25.0%   

  Proposed Deep Learning   21.4%   
  Hidden Trajectory Model (2007, [11])   24.8%   
Core   Heterogeneous Classifiers (1998, [2]) 

Deep Belief Network (2009, [1])   
24.4% 
23.0%   

  Proposed Deep Learning   22.1%   
no CV set 
Complete   

Hierarchical NN + 5 block STC (2006, 
[12]) Proposed Deep Learning   

21.5% 
21.1%  

 
Table 3. Comparison of DBN [1] and the proposed method 

 DBN [1] Proposed 

Context Length 11 frames 21 frames 

Data Preprocessing 39 dim. MFCC 26 dim. Mel spect 
Network Architecture 429-2048*4-128-183 546-1000*3-183 
Substrate aligning   Fixed using CD-HMM Baum-Welch 
 
 

In [12], a hierarchical neural network structure is used 
along with weighted and DCT-transformed split temporal 
context inputs to yield 21.5% PER. In their experiments, 
the full training set was used for model training without 
using the validation set. For a fair comparison, the result 
of our proposed method with full training data is provided. 
Learning rate was halved one epoch before the 
realignment, and seven realignments were done for the 
full convergence. The proposed method yielded 21.1% 
PER. Also note that in [12], the phoneme set is slightly 
different from the standard. 
 

5. Conclusions 
An improved but simple architecture for phonetic 

recog-nition has been presented, which uses log-Mel 
spectrum directly instead of MFCC, and combines Deep 
Learning with conventional Baum-Welch re-estimation 
for subphoneme alignment. Experiments performed on 
TIMIT speech corpus have shown that the proposed 
method outperforms most of the conventional methods, 
yielding 21.4% PER on the complete test set of TIMIT 
and 22.1% on the core test set.   
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