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Abstract
The similarity language model is a statistical model that makes
efficient use of long distance information when possible and
falls back to standard ngram language model when not. To esti-
mate the probability distribution of a given target context, each
training example of the ngram model is retrieved and its simi-
larity to the target context is estimated. In this work, this is done
by performing a string alignment and training the system to es-
timate the similarity of each possible alignment. Whereas in
the ngram model all such examples are deemed equal, the more
similar an example is to the current context, the more weight it
is given in the estimation of the probability distribution. The
proposed model outperforms a modified Knener-Ney 4-gram
model.
Index Terms: language model, ngram, similarity, string align-
ment

1. Introduction
The most common state-of-the-art language model used in auto-
matic speech recognition systems is the n-gram language model
(LM). This model is typically smoothed using the modified in-
terpolated form of Kneser-Ney, first introduced in 1995[1], and
modified in 1999 by Chen and Goodman[2].

This model is efficient by making the Markov hypothesis
that the next word can be predicted using only the immediate
preceding words, e.g. 3 words in the case of a 4-gram language
model, while natural languages may exhibit arbitrary long dis-
tance dependencies. For instance, a famous quote of Marcus
Aurelius is: “He who lives in harmony with himself lives in har-
mony with the universe.”. The reflexive pronoun is “himself ”
and not “herself ” because the subject is “he”, which is located
6 words before, and thus forgotten by a typical ngram LM.

As already noted in 1996 by Jelinek[3], it is thus a challenge
to come up with a better statistical language model that can
capture long dependencies. The proposed similarity language
model approach is introduced in section 3, while section 4 re-
views a number of related approaches that have been proposed
so far in the literature. The implementation of the proposed
model is described in section 3.4, and experimental results are
given in section 5.2.

2. Ngram Language Model
The role of a probabilistic language model is to give the best
possible estimation of the probability of any word sequence w,
w = w1w2...wi, i ∈ N∗. Let V be the set of all possible
words, i.e. the vocabulary, and let wl

k be the sub-sequence of w
composed of the words wkwk+1...wl. The probability P (w) is
decomposed into components probabilities:

P (w) = P (w1).P (w2|w1).P (w3|w2
1)...P (wi|wi−1

1 )

so that the language model problem boils down to estimating
the probability of a word given its history, i.e. all the words
preceding it.

The most common probabilistic language model is the
ngram LM. Given a training corpus C, an ngram of order n is
a subsequence of length n of the corpus. Let Nn(wi

i−n+1) be
the number of occurrences of the ngram wi

i−n+1 in the training
corpus. The ngram LM probability estimation of order n of any
word sequence w is:

Pn(wi|wi−1
1 ) = Pn(wi|wi−1

i−n+1) =
Nn(wi

i−n+1)

Nn−1(wi−1
i−n+1)

(1)

Note that an ngram LM of order n is a Markov model of
order n−1 and that the first wordswi−n

1 are ignored to estimate
the probability Pn(w).

2.1. Smoothing approach

The probability distribution of the ngram LM of order n needs
to be smoothed because of the data sparsity problem: there are
Vn possible ngrams of order n so most of them have never
been seen in the training corpus, even if they do exist in the
language being modelled. For instance, the vocabulary of our
speech recognition system consists in 63690 words; there are
thus 1.64 × 1010 billion possible 4-grams while our training
corpus contains less than a billion words. Smoothing com-
monly involves interpolating ngram LMs of orders from 1 to
n. The most efficient and popular smoothing technique is the
Kneser-Ney approach[1], derived from the absolute discounting
method. There are many other techniques that are all thoroughly
compared in the review of Chen and Goodman[2].

The absolute discounting method states that for each ngram
that occurs c > 0 times in C, a discountD(c) ≤ c is subtracted.
The discount of a zero count is zero. The discounted mass of
probability is attributed to the lower-order models. Introducing
absolute discounting in equation 1 gives:

Pn
abs(wi|wi−1

i−n+1) =
Nn(wi

i−n+1)−D(Nn(wi
i−n+1))∑

x∈VN
n(wi−1

i−n+1x)

+(1− λ
wi−1

i−n+1
)Pn−1

abs (wi|wi−1
i−n+2) (2)

The coefficient λ
wi−1

i−n+1
is chosen so that the probability

distribution sums to 1 and is:

1− λ
wi−1

i−n+1
=

∑
x∈VD(Nn(wi−1

i−n+1x))∑
x∈VN

n(wi−1
i−n+1x)

(3)

The classical discounting algorithm assumes the discount
D(c) ∈ [0, 1[ is constant and the same for all nonzero counts.
The modified version proposed by Chen and Goodman[2], used
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in this article, defines three constant discounting factorsD(c) ∈
{d1, d2, d3+} for ngrams with respectively one, two, and three
or more counts. These factors are usually learned by optimizing
perplexity on a held out text data set.

The interpolated Kneser-Ney smoothing technique is de-
rived from the absolute discounting method by modifying the
counts of the lower-order models, hence replacing Nn(w) by:

Nn
1+(w) = |{v ∈ V/Nn(vwi

i−n+2) ≥ 1}| (4)

3. Similarity Language Model
3.1. Motivation

Long dependencies are important to estimate the likelihood of
a word sequence, but are still not sufficiently used in clas-
sical ngram language models. Let’s take again a look to
the quote of Marcus Aurelius: “He who lives in harmony
with himself lives in harmony with the universe.”. Let’s as-
sume that the current history h is “he who lives in harmony
with”, so the system has to compute the probability distribution
P (w|h), which a 4-gram LM will approximate by the distri-
bution P (w|in harmony with). On the huge corpus of Google
Books [4], the ngram viewer reveals that since about 1987, both
4-grams “in harmony with itself” and “in harmony with him-
self” exist but the former is more common; so a 4-gram LM is
likely to make the wrong choice for this quote, even with the
correct beginning of the sentence.

Should some sentences of the training corpus contain the
4-gram “in harmony with himself” with the preceding words
“he who”, taking into account this longer history would defi-
nitely help to choose the word “himself” over “itself”. More
generally, the more similar a training sentence is to the current
history, the more informative it is to predict the next word.

So the similarity approach acknowledges that all training
examples that match the target word sequence up to a fixed or-
der are not equal: some bring more information than others.
And the more similar a training example is, the more weight it
should be given.

Let sim(w, t) ∈ [1,+∞[ be the similarity between the his-
tories of the target word sequence w = w1...wi and a reference
word sequence t = t1...tj that belongs to the training corpus.
Let Nn

s (w) be the similarity count of order n, defined as:

Nn
s (w) =

∑
t∈C/tj−1

j−n+1=wi−1
i−n+1

sim(w, t) (5)

The proposed approach thus consists in weighting more or
less each training example t with sim(w, t).

The similarity probability of order n of w is estimated on
the training corpus as follows:

Pn
s (wi|wi−1

1 ) =
Nn

s (w)∑
x∈V N

n
s (w

i−1
1 x)

(6)

Note that if all training examples have the same similarity,
then equation 6 simplifies into the classical equation 1 of the
ngram language model. This is one of the strengths of this ap-
proach: it only gives more weight to a training example if it
contains more information than the ngram it corresponds to.

As for ngram LMs, the similarity LMs of orders from 1
to n are interpolated together using the modified Kneser-Ney

smoothing. So, equation 2 is adapted as follows:

Pn
sabs(wi|wi−1

i−n+1) =
Nn

s (w)−D(Nn
s (w))∑

x∈V N
n
s (w

i−1
1 x)

.
λ
wi−1

i−n+1

λ′
wi−1

i−n+1

+(1− λ
wi−1

i−n+1
)Pn−1

sabs (wi|wi−1
i−n+2) (7)

The discounting factors D(Nn
s (w)) are the same as in sec-

tion 2. The coefficient λ
wi−1

i−n+1
is defined as in equation 3,

while λ′
wi−1

i−n+1

is defined the same way but with the similarity

counts Nn
s (·). This is done to keep the same balance between

the interpolated models as with classical ngram LMs.
The counts of the lower-order models are modified to inte-

grate the similarity information, replacing N1+(w) by:

Nn
1+sim(w) =

∑
v∈V/Nn(vwi

i−n+1)>0

∑
t∈T

sim(w, t)

|T | (8)

Where T is the set of training examples that end with
vwi

i−n+1. Hence, while the modified count of Kneser-Ney
smoothing gives the count 1 to the set T , the similarity mod-
ified count is set to the average similarity of the set T .

3.2. Similarity model

In the previous section, we have assumed that the similarity
measure sim(w, t) between the target word sequence w and
any training word sequence t was known, and we have used it
to derive the probability estimate ofw. We now describe how to
compute sim(w, t) in order to measure the similarity between
long word histories.

Different approaches and types of information may be used
to compute sim(w, t). For instance, one could compute some
lexical distance between the words in both histories of w and t,
or adopt the ”bag-of-word” hypothesis and measure the size of
the intersection between both histories, regardless of the words
position. We have chosen to model sim(·, ·) by a multinomial
distribution with a few parameters that are trained on a develop-
ment dataset D. These parameters are described next.

Contrary to the bag-of-word hypothesis, our parameters are
defined to essentially compare relative word positions in both
histories. This is done by aligning w and t with a criterion
that minimizes the Levenshtein distance between w and t. As
classically done in the String Edit theory, we consider four edit
operations: match (M), substitution (S), insertion (I) and dele-
tion (D). Every operation has the same cost of 1, except for the
match operation that has a cost of 0. An example of the best
alignment γw,t with this criterion is:

w well speech is not the most
t speech is really the most
γw,t I M M S M M

All training sequences t that share the same alignment γw,t

are grouped together into a single class with the same similar-
ity value: sim(w, t) = F (γw,t), with F (·) a discrete func-
tion. Hence, this approach discriminates for instance between
the alignments “I S M M M M” and “I S M S M M”, which is
conform to our intuition that the former alignment is closer to
w than the latter.

The total number of parameters of the similarity distribution
depends on the length of the histories. We limit this number of
parameters by considering a fixed maximum length L = 12 for
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word histories and by considering only alignments that occur
more than K = 1000 times in the training corpus.

3.3. Parameter training

The parameters of the similarity distribution described in the
previous section are trained on a development dataset D. The
training criterion is the language model perplexity, which is
commonly used for similar purposes [5]. The perplexity is
defined as 2H(P,D) where H(P,D) is the cross-entropy of
the probability distribution P measured on the dataset D.
Assuming that it is represented as a single sequence D =
m1m2 · · ·mM of M words, the cross-entropy of P measured
on the set D is:

H(P,D) =
1

M

∑
i∈[1,M ]

log2P (mi|m1m2...mi−1) (9)

The similarity distribution sim(·, ·) is trained by first as-
signing a uniform distribution to sim(·, ·), and then optimizing
the discount value for each order, by minimizing the perplexity
on D. Then, the number of occurrences of each possible align-
ment γ·,· is computed on D and these statistics are sorted by
descending order.

The parameter of sim(·, ·) associated to one such align-
ment is optimized independently, starting from the most fre-
quent alignment and descending this list until the limit of K
number of occurrences is reached. The parameters of the align-
ments below this limit still follow the uniform distribution. Op-
timization of each parameter is realized by minimizing the per-
plexity of the similarity language model on D.

3.4. Language Model data structure

The most common way to train an ngram LM of order n is to
build a data structure, usually a specialized tree, that contains
the probability of ngrams of length between 1 and n and the
interpolation factors. This enables an efficient runtime perfor-
mance of complexity O(NlogN) where N is the total number
of n-grams, when the LM is stored in the tree. However this
structure is not convenient to investigate different research hy-
pothesis on language modelling, since changing any parameter
requires to retrain the whole language model.

In our implementation, we thus adopt an hybrid lazy-
learning approach. First, a bigram LM is learned classically,
because bigram counts are typically high. Then, an index is
built on the training corpus to retrieve every sentence that con-
tains a trigram history. That is to say, if P (wi|wi−1

1 ) is the cur-
rent probability to estimate, a query with wi−1wi−2 will return
all the training sentences containing the words wi−1wi−2. So
the runtime complexity becomesO(NlogN)+O(R) whereN
is the number of trigram keys of the index (i.e. all the bigrams
w1w2 for which a trigram w1w2w3 exists) and R is the num-
ber of sentences retrieved. Once a probability distribution has
been computed for a given history, it is stored in a cache. On a
Intel Core2 Duo at 2.8Ghz it takes about an hour and a half to
compute perplexity on the test text data set of 59562 words.

4. State of the art
We now review some related works that explore solutions to go
beyond the standard ngram LM. A good reference for a detailed
presentation of most of the techniques is the review of Good-
man [5].

One of the first idea that comes to mind to improve an n-
gram LM is to train an higher-order model; but because of data

sparsity, most of the higher-order models will not have enough
data to be reliably estimated and thus are not useful. The vari-
gram approach introduced by Kneser [6] consists in varying the
order of the ngram model for each context, depending of the
data available. It makes better use of the corpus data, but is still
hindered by the data sparsity problem.

To overcome this issue, many approaches, including the
proposed work, start from the observation that if large exact
n-grams are rare, similar large n-grams are much more likely
to occur. So many works choose to cluster words together, be
it syntactically, semantically or statistically.Skipping LM allow
some of the words in the ngram history to be skipped [8]. An-
other approach is based on the trigger principle: the occurrence
of a given word may increase the probability of another; see for
instance the thesis of Rosenfeld [8]. In his review [5], Good-
man investigates the combination of many techniques including
those mentioned before that achieves an impressive reduction
of perplexity but modest word error rate reduction.

Most of these works introduce new models that are linearly
interpolated with the standard ngram LM, which may be an is-
sue since a lot of information is redundant between the different
models. This is a key difference with the proposed approach,
which estimates the similarity of each training example and ex-
ploits it within the ngram LM, thus keeping a single model. In
this aspect, it is similar to the maximum entropy LM [8] which
integrates multiple sources of information but with a simpler
training process and no constraint on the different sources of
information.

Other works have explored radically different ideas. Re-
cently, neural networks have been used to achieve better gener-
alization to language modelling by projecting words in a con-
tinuous space, see for instance the model proposed by Bengio
et al. [9] that has been extended to large vocabulary continuous
speech recognition by Schwenk [10].

Several works [11] [12] [13] [14] have investigated the use
of a syntax parser. Emani and Jelinek [15] introduced a model
that integrates both a neural network and a syntax parser, for
which most of the gain in performance comes from the neu-
ral network. Another approach to achieve generalization in the
line of the neural networks and the syntax parsers, is the random
forests of Xu and Jelinek [16] based on stochastically grown de-
cision trees. Our approach is somewhat different since it intends
to specialize the model by giving more importance to relevant
training examples.

5. Experimental Validation
5.1. Experimental setup

5.1.1. Corpus

The validation corpus comes from the ESTER phase II French
automatic speech recognition campaign [7] and is detailed in
table 1.

Table 1: Size of the corpora

Type Audio size Text size
Training C 100h 706 million of words
Development D 5h 40871 words
Test 5h50 59562 words

The audio data was recorded on several French speaking
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broadcast radios. The development and test data used in this
work are composed of the manual transcriptions of the corre-
sponding audio data. The training text data is composed of 129
million of words of transcribed speech data and 577 million of
words of texts coming from newspapers.

5.1.2. Baseline system

The baseline language model is a 4-gram language model
smoothed using the modified Kneser-Ney technique. There is
no cut-off and there are 340 million fourgrams, 156 million tri-
grams and 254 million bigrams. The discount factors are opti-
mized by minimizing the perplexity on the development dataset
D. A 5-gram LM was trained as an experiment, but it only
improves perplexity by a percent so for efficiency reasons the
4-gram LM was kept as the baseline LM.

5.1.3. Proposed system

The proposed language model is derived from the baseline lan-
guage model. The 1456 parameters of the similarity distribution
sim(·, ·) are trained on D. Finally, the discount factors of the
baseline system are reused in the proposed system.

5.2. Experimental Results

The perplexity on the test corpus of 59562 words has been com-
puted with each system, and the results are shown on table 2.

Table 2: Perplexity results

Model Perplexity
3-gram 156.33
Baseline 4-gram 149.38
Similarity 4-gram 144.09

A 3.54 % decrease of the perplexity between the base-
line modified interpolated Kneser-Ney 4-gram and the proposed
similarity 4-gram can be observed. Compared to the 3-gram
language model, the decrease is of 7.82 %.

6. Conclusion
We have proposed a new language model that takes into ac-
count long words history when estimating a target word se-
quence probability. This similarity language model compares
for this purpose the target word history with the history of all
training examples with the Levenshtein distance. It then builds
clusters of examples by grouping together all word sequences
that share the same alignment, or sequence of edit operations.
Each such cluster is assigned a given similarity score, which is
used to retrain the language model probabilities.

This model is based on the assumption that word ordering
is an important information when comparing two histories. In
particular, the proposed model allows to discriminate between
histories that have similar words at the end or at the start of the
history, but also histories that have many similar words versus
only a few similar words.

The proposed similarity measure is very general and can
be improved in many ways. First, another important informa-
tion that has not been used so far is the lexical distance be-
tween words in the history. Considering it shall greatly im-
prove the quality of the similarity measure, notably by han-

dling synonyms and other lexical semantic relations between
words. Morphosyntactic or other classes of words could also
be used instead of continuous distances. Similarly, the informa-
tion about the identity of the words that are matched, deleted
or inserted is not used so far. This may be interesting, as for
instance, matching a subject pronoun can convey more infor-
mation than a filler word. Another aspect that can be improved
concerns the distance between words, which is for now based
on the classical graphical, or topological, distance. But richer
distances could be used for instance by introducing syntactic
trees to relate words one to the others.
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