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Abstract

We present OpS, a divide et impera algorithm to address
the problem of pitch stylization as an optimization pro-
cess in O(NlogN). We aim at balancing the quality of
the stylized curve and its cost in terms of the number of
control points used. We also investigate how the occur-
rence of prominent syllables can be exploited to obtain
less expensive stylizations. Our tests show that the basic
OpS algorithm performs in a similar way to the MOMEL
algorithm without having to set any parameter. By intro-
ducing prominence, we show that the cost of the styliza-
tion is lowered without losing perceptual equality.
Index Terms: pitch stylization

1. Introduction
The definition of stylization, first given by the IPO group
in [1, p. 42], states that a stylized version of a pitch curve
should eventually be auditorily indistinguishable from the
resynthesized original and [...] it must contain the small-
est possible number of straight-line segments with which
the desired perceptual equality can be achieved. Finding
an optimal pitch stylization algorithm is a highly attrac-
tive challenge for speech technologists and researchers
involved in intonation studies. From a technological point
of view, pitch stylization can be thought of as a psycho-
acoustical filter in the time domain to extract macro-pro-
sodic data. The stylized curve should be both rich, in the
sense that it should preserve important pitch movements,
and compact, in the sense that it should not contain unim-
portant variations that would introduce noise in an auto-
matic intonation analysis framework. Both characteris-
tics make the stylized curve optimal for prosodists, inter-
ested in the phonetic description and the phonological in-
terpretation of the intonation profiles: they could, in fact,
take advantage of a stylized profile maintaining the same
amount of phonetic detail as the original pitch curve, but
avoiding non significant micro-prosodic phenomena. The
widely used MOMEL [2] algorithm moved on the same
line indicated by the IPO but introduced quadratic inter-

polation. More recently, different approaches have been
presented, often employing other data sources aside of
the pitch curve. Many of them take advantage from seg-
mental representations of the speech signal. In [3] an
orthographic transcription is employed to detect syllable
boundaries and to place stylization segments during the
bottom-up step of the algorithm. In [4] syllables are ex-
tracted from a time-aligned phonetic annotation and are
used to predict the way in which pitch variations would
be perceived depending on the position of the syllable
boundaries. The algorithm presented in [5] also uses syl-
lables to define the length of the stylization segments, but
it relies on an automatic GMM based syllabification algo-
rithm. The approach we present in this paper exploits the
occurence of prominent syllables to reduce the complex-
ity of the stylization in perceptually less relevant areas of
the pitch curve. We will employ an alternative definition,
equivalent to the one given in [1], to formalize the pitch
stylization task as an optimization problem in which we
look for the best balance between curve quality and cost.
Specifically, we will require the stylized curve to con-
tain the smallest number of control points rather than the
smallest number of segments.

2. Pitch stylization as an optimization
problem

Suppose we have a function F that evaluates, with respect
to the definition, how good a stylized curve S is, given the
original pitch curve P . Both P and S can be described
as sequences of points so that P = [p1, ...,pn] and S =
[s1, ..., sm] with m ≤ n. If S is an optimal stylization for
P , then F(S) ≥ F(S) holds for every S. The first thing
we intend to establish is that an optimal stylized curve
exhibits the optimal substructure property.

Let our hypothesis be that S = [s1, ..., sm] is an op-
timal stylization for a pitch curve P . Given an index i
such that 1 < i < m, we consider the two subcurves
S′ = [s1, ..., si] and S′′ = [si, ..., sm]. We need to prove
that, for every stylization S′ and for every stylization S′′,
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both F(S′) ≥ F(S′) and F(S′′) ≥ F(S′′) hold. Let us
concentrate on S′: if S′ would not be optimal, some other
S′ should exist such that F(S′) > F(S′). But if there
was such a curve, then it would be possible to replace S′

with S′ inside S, thus obtaining a new S 6= S such that
F(S) > F(S), contradicting the initial hypothesis. Then,
if S is optimal, its subcurves must be optimal too with
respect to the pitch curve section they stylize.

2.1. Problem analysis

The optimal substructure property has already been ex-
ploited in the past. In [6], a dynamic programming (DP)
algorithm was presented to optimize, in O(KN2), the
Mean Square Error (MSE) of a pitch stylization by us-
ing a predetermined number K of segments for a curve
withN points. To automatically establish how many seg-
ments should be used to stylize the original pitch curve,
the authors adopted an approach similar to the one pre-
sented in [7]. They performed a multilevel decomposition
of the pitch contour using a Daubechies wavelet (Db10)
and used the number of extrema in the third level of the
decomposition as K − 1. The choice for the third level
was motivated by the results of a perceptual test in which
subjects indicated that the third decomposition level con-
tained the optimal number of extrema in 60% of the cases
[7]. However, the same data also showed that in 27%
of the cases the optimal decomposition was found in the
fourth level, in 2% of the cases it was found in the fifth
level and in 11% of the cases it was found in the first
level. Since the higher the chosen level, the less the num-
ber of extrema, we can conclude that, by systematically
choosing the third level to estimateK, the number of seg-
ments in [6] was probably optimal in 60% of the cases,
with 29% of the times being better to use fewer segments
and 11% of the cases being better to use more segments.

The mathematical formulation of the pitch stylization
problem we present in this paper is intended to be more
adherent to the definition given in [1] than the one used
to build the DP approach. Specifically, while we agree
with the motivation stated in [6, p. 810] that optimality
in terms of some objective function is necessary to under-
stand the effect of parameterization of the pitch contour
in a systematic way, we believe that the goal of the op-
timization process should be to obtain the best balance
between curve quality and cost. That is, the two con-
straints provided by the definition of stylization should
be taken into account at the same time during computa-
tion. In the two-step process employed in [6], this was
not the case and the DP algorithm was not able to correct
a non-optimal choice of the K parameter because it was
designed to find the minimum MSE stylization for a pre-
determined number of segments. Since we have shown
that the first step finds the optimal number of segments
in most cases but not always, the second constraint is not
guaranteed to be satisfied. In our formulation, F repre-

sents an evaluation of the balance between quality and
cost of the stylized curve so that, given a quality function
q(S) and a cost function c(S), we can describe F as a
generic composition of the two measures. We therefore
need to define the q(S) and c(S) functions.

In [6] it is assumed that MSE is the best measure to
evaluate how similar the stylized curve will be perceived
to be with respect to the original one. While we assume
the same, we investigate if this is actually the best choice,
given that perceptual phenomena are important in this
task. Should this not be the case, it would be easy to
substitute the q(S) function with a more appropriate one
while retaining the same framework we are presenting.
We will consider Normalized Root Mean Square Error
(NRMSE) as a quality measure so that

q(S) = 1−

√√√√√√
n∑

i=1

(
pi − pi
pi

)2

n− 2
(1)

where n is the number of points of the original curve, pi
is the i-th point of the original curve and pi is the corre-
sponding point on the stylized curve estimated after linear
interpolation of the S curve control points. If we sample
the original curve at a sufficiently small time interval and
we linearly interpolate it, we obtain a very good quality
curve that will also be very expensive. If we take this
curve as reference, we can evaluate the cost of a styliza-
tion as the ratio between the number of points used in the
proposed curve |p| and the number of points |p| used in
the reference one.

We weight this ratio with a sigmoid function to eval-
uate the final cost parameter so that values of the cost
measure at one end of the scale will not be very different.
The value of the function c(S) is therefore

c(S) = 1−
(

1

1 + e
−(x−0.5)

0.13 )

)
(2)

where x = |p|/|p|. Given the way q(S) and c(S) behave,
we can evaluate the balance between the two, which is
F(S), by using the harmonic mean.

F(S) =
(1 + β2)q(S)c(S)

β2q(S) + c(S)
(3)

However, we would like to dynamically adjust how the
two parameters are weighted by taking into account how
complex the original curve seems to be. Specifically, we
favor cost over quality in areas that can be approximated
linearly while favoring quality when important changes
appear.

We adjust the β parameter by calculating the standard
deviation of the differences between consecutive points in
the original curve and using it as a penalization factor to
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an initial value of 2, which means that cost is weighted
twice quality. Therefore we have

β = 2− stdev(∆(pi, pi−1)) (4)

We set the inferior limit of β to 0.5 for symmetry with
respect to the effect of β = 2.

3. The OpS algorithm

Algorithm 1 The OpS algorithm
procedure merge(P, Sa, Sb)
k = length(Sa)
z = length(Sb)
forig = F (P, [sa1

, ..., sak
, sb2 , ..., sbz ])

fmod = F (P, [sa1 , ..., sak−1
, sb2 , ...sbz ])

if forig <= fmod then
return [sa1

, ..., sak−1
, sb2 , ...sbz ]

return [sa1
, ..., sak

, sb2 , ..., sbz ]
end procedure

procedure optimize(P, pstart, pend)
if pend − pstart < 2 then

return P [pstart : pend]
pmid = length(P [pstart : pend])/2
Sa = optimize(P, pstart, pmid)
Sb = optimize(P, pmid, pend)
S = merge(P [pstart : pend], Sa, Sb)
return S
end procedure

procedure main(P )
for all voiced segments Pv do
pstart = Get the Pv start point index
pend = Get the Pv end point index
Sv = optimize(P, pstart, pend)

for all (Sv , Sv+1) do
Use F to evaluate adjacent endpoints removal

end procedure

Our algorithm is based on the divide et impera method
in which the original problem is iteratively split into two
subproblems of approximately equal size until a subprob-
lem with a trivial optimal solution is found. By back-
tracking and combining the solutions of each couple of
subproblems an optimal solution for the original problem
can be found. First, we define a function to obtain the
possible merging of two curves sharing an endpoint.

g([sa1 , ..., sak
], [sb1 , ..., sbz ]) ={

[sa1
, ..., sak−1

, sb2 , ...sbz ],
[sa1

, ..., sak
, sb2 , ..., sbz ]

}
(5)

Then, we can define a recurrence relation as follows

Opt([p1,p2]) = [p1,p2]

Opt([p1, ...,pn]) = argmax
S

F (S) :={
S ∈ g(Opt([p1, ...,pn/2]),

Opt([pn/2, ...,pn]))

} (6)

The procedure to solve the problem by means of this re-
currence relation is shown by Algorithm 1. Computa-
tional complexity is O(NlogN).

In this paper, we present, along with the basic algo-
rithm, a variant which employs syllable level segmenta-
tion and prominent syllables annotation to obtain less ex-
pensive curves. Our hypothesis is that fewer points can be
used in pitch curve sections falling inside non-prominent
syllables. To do this, we slightly modify the steepness of
the sigmoid function employed by the cost function c(S)
to favor the removal of points in non-prominent syllables
while we use the same cost function presented before to
stylize the pitch curve inside prominent syllables.

4. Testing methods
In order to take into account perceptual significance, the
OpS algorithm was evaluated using both objective mea-
sures and a subjective listening test. The quality evalu-
ation of the stylized curves proposed by OpS and by its
variant was performed by comparing them with the ones
proposed by the MOMEL algorithm and by the DP al-
gorithm. The cost evaluation was performed on a larger
corpus as well as the investigation of the effectiveness of
statistical closeness as quality measure. This is because
while the need to collect human subjective evaluations
poses a limit on the number of samples to employ, the dif-
ferences in the objective measures we wanted to observe
were not definite enough to be captured by statistical tests
on a limited number of samples.

4.1. Test material

For the objective evaluations we employed the 382 files
of the prominence annotated TIMIT subset used in [8]
to test automatic methods for prominence detection. For
the listening test, 20 sentences of duration varying be-
tween 2 and 3 seconds were selected from the CLIPS cor-
pus of Italian semi-spontaneous speech [9]. The chosen
sentences contained a single tonal unit in order to obtain
coherent intonational profiles for the listening test. The
CLIPS subset was annotated by an expert linguist follow-
ing the same method used for the TIMIT subset.

4.2. Listening test setup

For the subjective evaluation of the stylizations, we gen-
erated a humming track of each original pitch curve and
of each stylization. This was in order to allow the subjects
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to concentrate on the pitch curve and to be uninfluenced
by semantic and pragmatic information. We designed 4
tests following the directives presented in [1] to evaluate
the performance of each competing algorithm: in each
test, 10 stimuli were chosen to be paired with the proposi-
tion of the employed algorithm (group A), other 5 stimuli
were paired with themselves (group B) and other 5 were
paired with an intentionally altered version (group C). In
these altered profiles, we shifted 10% up the original ones
to introduce subtle but audible modifications. The stim-
uli assigned to each group were different among the four
tests to avoid the subjects to become acquainted with the
stimuli of group C. To limit the effect of tiredness and
overtraining, each subject was presented the four tests in
different order. Randomization for the presentation of the
stimuli was also employed. 14 subjects (7 males and 7
females) were asked to evaluate if the paired humming
tracks were equal or not. The discriminative capability of
the listeners on the control group (B+C) was 70.36%.

5. Results
We compare the OpS algorithm and its prominence based
variant with the MOMEL algorithm and with the DP ap-
proach presented in [6]. We evaluate the four approaches
in terms of percentage of times that the proposed curves
were judged to be equal by the listeners, in terms of points
per second (Pps) used and in terms of NRMSE. In Table
1 we show the summary of the data.

Table 1: Subjective (CLIPS) and objective (TIMIT) sta-
tistical comparison among the algorithms

OpS OpS/Prom MOMEL DP
Equality 72.86% 69.29% 76.43% 70.71%

Pps 3.78 3.47 3.75 5.72
NRMSE 0.1685 0.1975 0.1789 0.0663

We used the chi-squared test to compare the number
of times the stylized curves were considered to be equal
to the original one and found that the differences showed
in Table 1 are never statistically significant (p > 0.3).
The number of points used is therefore the key factor to
decide how good the proposals are. We used ANOVA
to evaluate the significance of the differences in terms of
Pps and found that the basic OpS algorithm shows similar
performance with respect to the MOMEL algorithm (p >
0.5). The OpS variant uses significantly fewer points
with respect to the MOMEL algorithm (p < 0.01) while
the DP approach clearly uses many more points than the
others. Differences in terms of NRMSE were also eval-
uated with ANOVA and were always significant (p <
0.01). Since the data distribution was not normal, we per-
formed the non-parametrical Kruskal-Wallis test which
confirmed the ANOVA results but for the OpS/MOMEL
pair. This means that although the DP approach, as ex-
pected, obtains the best NRMSE, it does not introduce an

improvement in subjective evaluation, as shown by the
chi-squared test. This is in line with the observation the
authors made that the result of the listening test using the
stylization obtained by the DG approach (Directed Graph
[10]) turned out to be similar to that of the DP approach,
although DP achieves the minimum MSE. [6, p. 813].
This suggests that statistics about curve closeness are not
a good estimator of a stylized pitch curve quality and
gives credit to the choice made in [4] to employ a tonal
perception model to directly take into account psycho-
acoustical phenomena.

6. Conclusions
We presented the OpS algorithm for optimal pitch styl-
ization and compared its performance with the MOMEL
algorithm and with a DP approach. Presented data show
that, while obtaining similar results in the subjective test,
the OpS algorithm uses fewer points than DP and a sim-
ilar number of points with respect to MOMEL. OpS is
faster than theO(KN2) DP approach by solving the prob-
lem in O(NlogN). We showed that prominent syllables
annotation can be exploited to obtain less expensive styl-
izations and that statistical closeness of the stylized curve
to the original one is not the best quality measure. Given
these findings, in future works we will replace the q(S)
function with a more appropriate one and introduce an
automatic syllable segmentation and prominence annota-
tion step.
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