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Abstract 
This paper presents the use of Dynamic Time Warping (DTW) 
for measuring prosodic differences between variable-sized 
sentences. This methodological study may apply to various 
prosodic functions, accented or expressive speech. Both the 
structuring and attitudinal functions of prosody are 
investigated here. We evaluated the relevance of three 
prosodic (dis)similarity measures to account for perceived 
variations. The importance of constraints on the DTW 
alignment process is highlighted, together with the possibility 
to use prosodic features beyond pitch. Results show the 
effectiveness of DTW-based measurements to capture 
different syntactic-prosodic structures and to cluster 
prosodically similar attitudinal expressions, irrespective of the 
utterance length.  
Index Terms: prosody, speech alignment, objective distance 

1. Introduction 
Prosodic variations convey a large number of functions, 
ranging from the segmentation of speech utterances to 
expressive meanings or individual features. Describing 
prosodic differences between two given speech utterances 
raises a number of problems, including intonation stylization 
choices [1] and measuring reliable acoustic features for voice 
source parameters [2]. The complex links between these 
features and listeners’ perception of prosodic functions 
requires dedicated perceptual tests.  

Hermes [3], who proposed several similarity measures 
between paired pitch contours, found that weighted correlation 
and Root Mean Square (RMS) distance are the best 
measurements to account for the perceived differences 
between two given pitch contours. Such measurements have 
since then been used in very different contexts, in order to 
quantify the proximity of intonation contours (e.g. [4]). 
Hermes measurements, and especially the weighted correlation 
between two fundamental frequency (F0) curves, prove to be 
effective to relate perceptual differences. A main limitation of 
these measurements is that the two pitch contours considered 
have to be of equal length. This drawback can be bypassed by 
using a simple interpolation in order to compare stimuli of 
similar length [5]. However, such a similarity measure may 
not be suited for large timing differences. Yet, comparing F0 
contours spanning chunks of different lengths may be useful. 
For example, it has been shown that contours of similar shapes 
spanning sentences from 1 to 6 syllables may induce the 
perception of the same attitudinal meaning [6]. 

Another problem related to the objective evaluation of 
prosody lies in the multiparametric nature of acoustic features, 
which is difficult to take into account in a given representation 
of prosody. The correlation measure proposed by Hermes is 
based on F0 and intensity (as a weighting factor), but cannot 
take into consideration other voice source parameters nor 
rhythmic variations. The present paper introduces the use of 
DTW to bypass these two limitations and evaluates several 

(dis)similarity measures designed to provide objective 
measurements of prosodic variations. It is based on existing 
corpora of lab-controlled utterances, varying prosodically and 
evaluated perceptually in previous work. Two corpora were 
used, referred to as a cross-speaker syntactic corpus and a 
cross-language attitudinal corpus.  

In the first corpus, the same French sentences were 
produced by two speakers. In this configuration, the situation 
is close to the one in which parallel utterances (sharing 
identical or “similar” phonemic contents) are pronounced with 
different accents or in different styles by various speakers (or a 
single imitator). In this corpus, speakers were asked to imitate 
a given prosody. It thus enabled us to test prosodic distances 
on very similar utterances and to rank the speakers’ imitation 
skills. Also, comparable sentences were built up to assess the 
structuring function of prosody in French. Words vary, while 
keeping constant the total number of syllables of the sentences 
compared. This may be the configuration when comparing the 
prosodic profiles of cognate sentences across several dialects, 
with different lexical contents. 

The second corpus corresponds to a more difficult, more 
extreme case in the sense that variable-sized sentences (from 1 
to 8 syllables) are compared. Each sentence is uttered 
according to several attitudes. In this respect, this corpus is not 
representative of running texts. However, each attitudinal 
category is supposed to be marked enough to exhibit common 
prosodic properties. A cross-language dimension is also 
added: both French and Japanese sentences were used. 

The corpora are described in more detail in Section 2. The 
prosodic distance or similarity aspects are developed in 
Section 3, and the metrics are evaluated in Section 4. A 
general discussion and a final summary conclude this paper 
with future work (in Section 5). 

2. Corpora 
The so-called syntactic corpus is based upon 22 sentences 
developed to study syntactic-prosodic variation [5]. Two 
native French speakers, a male and a female, reproduced a 
previously recorded sentence with a similar intonation to the 
original one. After producing a lexicalized version of the 
sentences, they had to reiterate the sentence in a delexicalized 
version, replacing each syllable by a /ma/ syllable, and 
conveying a comparable intonation. The rationale for this 
protocol is the need for unintelligible utterances in listening 
tests. Both lexicalized and delexicalized sentences were 
evaluated perceptually. 20 subjects had to rate the prosodic 
compatibility of the delexicalized utterance with same-length 
lexicalized sentences, performing a same/different decision 
task [5]. Examples of sentences, with the same number of 
syllables but a different syntactic-prosodic structure, are: 
• Tu dis que ce passant chantait. 

         ‘You say this passer-by was singing.’ 
• Ce passant chantait l’opéra. 

        ‘This passer-by was singing the opera.’ 
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This corpus was used either as cross-speaker material, by 
comparing the performance of the female and male speakers, 
or as syntactic material, comparing the prosodic profiles of all 
pairs of same-length sentences. 

The second corpus used in this paper comes from a study 
on attitudinal speech in French (recorded by a native female 
speaker) and in Japanese (recorded by a native male speaker) 
[7]. Twelve French and twelve Japanese attitudes were acted 
respectively on two sentences (2- and 5-syllable long) and 
seven sentences ranging from 1 to 8 moræ (one 1-, 2- and 5-
mora sentence and four 8-mora sentences, with a variation of 
the lexical stress position). The recognition of these attitudes 
and the confusion between them have been perceptually 
evaluated [7]. The attitudes acted in both French and Japanese 
are declaration (DC), interrogation (IN), doubt-incredulity 
(DO), exclamation of surprise (SU), obviousness (OB), 
authority (AU), irritation (IR), admiration (AD) and simple 
politeness (PO). In Japanese, arrogance (AR) and another two 
expressions of politeness were added: sincerity-politeness 
(SIN) and kyoshuku (KYO) (see [7] for definitions). In French, 
they were replaced by scorn (SC), sarcastic irony (SA) and 
seduction (SE). Identification tasks of these attitudes were 
administered to 30 French and 15 Japanese native subjects. 

3. (Dis)similarity measures 
Three objective measures are used in this study to 
automatically evaluate prosodic differences within sentence 
pairs contained in these corpora: Hermes similarity measure 
[3] applied either on the interpolated pitch contours of the two 
sentences under investigation (1), or on the DTW-aligned 
pitch contours (2), and the alignment cost of the DTW consi-
dered as the distance between the two prosodic continua (3).  

To estimate these measures, each sentence is represented 
by a sequence of feature vectors calculated every millisecond. 
Details regarding the implementation of these similarity or 
dissimilarity measures are given hereafter.  

3.1. Hermes similarity measure 

After Hermes [3], we used the weighted correlation between 
two F0 contours as the reference objective similarity measure. 
Our implementation differs from the original measurements in 
two respects: it uses the signal power for calculating the 
weighting factor instead of maximum amplitude of the 
subharmonic sumspectrum (since the former is easier to 
measure); and it uses the sum of the signal powers of the two 
sentences compared as the weighting factor, instead of only 
the power of the reference sentence as in [3]. In this paper, 
both sentences have a comparable role. The weighted 
correlation is then defined by Equation 1: 
 

€ 

rf1 f2 =
w(i)( f1(i) −m1)( f2(i)−m2)i∑

w(i) f1(i)−m1( )2
i∑ w(i) f2(i) −m2( )2

i∑
  (1) 

where f1 and f2 stand for the F0 values of the two sentences 
compared, m1 and m2 stand for their mean F0, and w(i), the 
weighting factor, stands for the sum of their signal powers. F0 
values, expressed in semitones with respect to 1 Hz, are 
extracted from voiced segments using the STRAIGHT [8] 
algorithm, and then interpolated to obtain a continuous line on 
the entire sentence. Also, if sentences do not have exactly the 
same length, their F0 and signal power values are linearly 
interpolated.  

3.2. DTW to compare prosodic profiles 

The main limitations of the above metric reside in the assumed 
equal lengths of the utterances which are compared, and in the 

fact that it only compares pitch contours (i.e., the feature 
vector consists of the single weighted F0 values). To bypass 
these two limitations, we here propose to use the classical 
DTW algorithm [9] to handle utterances of different lengths 
and complex prosodic feature vectors. 

DTW on prosody has already been used [10]. It was 
utilized to normalize the timing differences between two 
repetitions of the same sentence, only taking advantage of the 
F0 parameter. On the other hand, and following a very 
different approach, [11] used prosodic feature vectors in order 
to provide automatic evaluations of non-native prosody. In 
their feature vectors, statistical information is included on 
segments’ F0, intensity and duration, as well as frequency data 
on prosodic variation using Fast Fourier Transform (FFT) on 
both F0 and intensity signals. This approach is interesting as 
far as the construction of prosodic vectors is concerned, 
mixing a complex set of information, beyond the use of F0 
alone. The latter method produces an overall evaluation of the 
similarity between two sentences, but it is not designed to 
align them. 

DTW combines the ability to align prosodic variations 
from stimuli of different lengths with the ability to use 
prosodic feature vectors. It is thus possible to take into account 
not only F0, but also intensity and other source parameters – as 
soon as they can be reliably extracted from the speech signal. 

Our implementation of the DTW algorithm for prosodic 
alignment is based on [12]’s Matlab resource. We used a 
Euclidean distance between each pair of prosodic feature 
vectors to be compared. 

3.2.1. Construction of prosodic feature vectors 

The prosodic analysis is made thanks to Matlab scripts, 
following exactly the same procedure as the one described for 
computing Hermes similarity measure. The parameters used in 
the prosodic feature vectors include two sets of information: 
• Local values: F0 and signal power are calculated at each 

measurement point (every ms). Both raw values and 
z-scores (relative to the entire sentence) are used in the 
prosodic vector. Also, the binary voiced/unvoiced 
information (as given by STRAIGHT) for the frame 
considered is used, as well as a binary value indicating 
whether the local phoneme is phonologically voiced or 
unvoiced (after a manual labeling of the sentences). 

• Long-term information: more global values are calcula-
ted, in order to enrich information on the local evolution 
of prosodic parameters. These values are extracted from a 
256 ms window around the measurement point. The 
values (the z-scores of which are used in the prosodic 
vector) are: the F0 slope, kurtosis and skewness, its 
standard deviation, mean value, 1st and 9th deciles. 

This process results in a 13-feature prosodic vector, to 
which one can imagine adding more information, in particular 
voice source parameters [2] that have not yet been considered. 
No rhythmic measure is used as such, owing to the peculiar 
nature of rhythm which cannot be calculated at each 
measurement point. Here, we rely for rhythm on the DTW 
algorithm time-alignment process: the stretching of signal 
portions increases the alignment costs, and introduces an 
implicit measure of time. 

3.2.2. Constraints imposed on the DTW path 

Preliminary tests with DTW alignment showed – as it was also 
reported by [10] – that the raw DTW process may not give the 
best results, and that global constraints on the path may 
improve the results. We thus introduced a Sakoe-Chiba band 
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[9] that forces the algorithm to find a path reasonably close to 
the diagonal of the distance matrix (the diagonal represents a 
monotonous alignment), without imposing a strong linguistic 
constraint related to the structure of the sentences. This 
constraint is used for comparing sentences of different 
numbers of syllables (or moræ). 

A second constraint was introduced so as to force the 
algorithm to more or less respect the syllabic (or moraic) 
structure of the sentences. Forced passing points correspond to 
the hand-labeled boundaries of the two sentences’ syllables (or 
moræ). Figure 1 depicts such constrained paths. A syllabic 
constraint on the DTW path also imposes a clear rhythmic 
constraint on the resulting alignments. This constraint is used 
for comparing sentences sharing the same number of syllables 
(or moræ). 

 

 
Figure 1: DTW alignment of two 11-syllable sentences. 
Gray patches represent the Euclidean distance 
between prosodic vectors; the red trace is the optimal 
path. The left graph illustrates a Sakoe-Chiba band 
constraint, the right one the syllabic constraint. 

The output of the DTW process gives two types of data: 
the alignment cost distance, which can be used directly to 
measure a prosodic difference between the two sentences, and 
a DTW-aligned F0 curve. The former gives a distance which is 
not bounded, contrary to the correlation. The latter can be used 
in order to yield another measurement of the prosodic 
similarity between the two aligned sentences. 

3.3. Hermes measure on DTW-aligned pitch 

The aligned pitch curve output by the DTW process may differ 
from the linearly interpolated pitch contour used in [5] before 
computing Hermes similarity measure. In both cases, the same 
measurement (the weighted correlation presented in Equation 
1) was here calculated, in order to evaluate whether such a 
non-linear alignment could achieve better results with respect 
to the perceptual distances found within each sentence pair. 

4. Evaluation of the measurements 
To evaluate the effectiveness of the three (dis)similarity 
measures described above, different sets of sentence pairs and 
conditions were tested. Also, perceptual distances obtained 
from previous listening tests are compared to the objective 
measures, on both the syntactic and attitudinal corpora. 

4.1. Syntactic corpus 

For the syntactic corpus, sentences are paired as follows: (1) 
same syntactic structure (22 sentence pairs in which the 
lexicalized and delexicalized versions match); (2) different 
syntactic structure (50 pairs of same-length sentences). Cross-
speaker results are computed in the first condition. In both 
conditions, individual and average results are presented for the 
two speakers (see Table 1). Perceptual similarities (on a 0–1 
scale) are calculated from the rates of “same” answers given 
by the listeners in the same/different decision task. In the 

results reported in Table 1, the syllabic constraint was used 
during the DTW alignment. 

In all conditions, Hermes measures are higher after DTW 
alignments than after linear interpolation. The syllabic 
constraint forces the alignment to respect prosodic differences 
as a kind of rhythmic guide, whereas prior tests using an 
unconstrained DTW alignment gave high Hermes similarity 
measures for all sentence pairs, removing prosodic variation 
effects. With this syllabic constraint, high similarity measures 
are observed when close prosodic profiles are compared 
(whether cross-speaker or not, in the first condition), and low 
similarity measures are obtained when sentences present 
syntactic-prosodic differences. 

Table 1. Hermes measure (r), DTW alignment cost 
(DTW), DTW-aligned Hermes measure (DTW+r) and 
perceptual similarity (Perc.) obtained on the syntactic 
corpus. Cross-speaker results (with the same syntactic 

structures) are reported as well as results in the 
same/different syntactic structure conditions.  

Condition r DTW DTW+r Perc. 
Same structure, cross-spkr. 0.73 34632 0.80 0.92 

Same structure (spkr. F) 0.66 28510 0.80 0.93 
Same structure (spkr. M) 0.72 26915 0.83 0.90 
Same structure (mean) 0.69 27713 0.81 0.91 

Different structure (spkr. F) 0.27 37088 0.37 0.31 
Different structure (spkr. M) 0.39 34000 0.40 0.36 
Different structure (mean) 0.33 35545 0.39 0.34 

 
These objective similarity measures reflect perception to 

some extent. For pairs presenting syntactic variation, the raw 
Hermes measure correlates perceptual results at 0.56, while 
the DTW alignment cost receives a -0.38 correlation (a 
negative value because this cost is a distance and not a 
similarity), and the DTW-aligned Hermes measure correlates 
perception at 0.63. Overall, the two speakers exhibit 
structuring enough prosodic profiles, they are good imitators 
and they are close to one another. Both objective and 
perceptual results bring evidence supporting this proximity. 

4.2. Attitudinal corpus 

For attitudinal expressions, two types of comparisons were 
made: first, within sentence pairs expressing the same attitude 
through sentences of different lengths/structures (2- vs. 5-
syllable sentences in French, all pairs among 1-, 2-, 5-, and 8-
mora sentences in Japanese); second, across same-length 
sentences expressing different attitudes. Since all sentences do 
not have the same number of moræ, we applied a Sakoe-Chiba 
band (half the size of the aligned sentence centered on the 
matrix diagonal) during DTW alignment. Perception results 
for this data consist of confusion matrices, from which cross-
attitude distances (respectively within-attitude distances) and 
then similarity measures were inferred by computing the 
Euclidean distance between the rows of the matrices 
(respectively the mean distance between pairwise 
identification scores for sentences of different structures). 
Results are presented in Table 2 for French and Japanese. As 
above, Hermes measures are systematically higher after DTW 
alignment. Moreover, they reflect the fact that attitudinal 
prosody may keep similar properties whatever the sentence 
length. It turns out that different-length sentences expressing 
the same attitude are prosodically closer to each other than are 
different attitudes carried by the same sentence. This result 
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holds for both French and Japanese, for all measures except 
the DTW alignment cost applied to French. 

Table 2. Hermes measure (r), DTW alignment cost 
(DTW), DTW-aligned Hermes measure (DTW+r) and 
perceptual similarity (Perc.) obtained for French and 

Japanese attitudes. Sentence pairs may express the 
same attitude and differ in structure or vice versa. 

 Condition r DTW DTW+r Perc. 

French 
same attitude 0.32 16927 0.59 0.81 
≠ attitudes 0.04 16296 0.19 0.24 

Japanese 
same attitude 0.35 15254 0.59 0.83 
≠ attitudes 0.16 25306 0.28 0.17 

 
Perceptually too, there is more within- than cross-attitude 

similarity. There are also large differences amongst attitudes: 
[7] showed that groups of attitudinal expressions emerge from 
confusion matrices. For example, dubitative expressions such 
as question, doubt and surprise are closer to each other than to 
affirmative expressions. To check whether such a behavior 
may be observed through objective measurements, all within- 
and cross-attitude similarity measures were used in order to 
build similarity matrices. From these matrices, an 
agglomerative hierarchical clustering using the Euclidean 
distance was then performed. Examples for the Japanese 
language can be found in Figure 2. 
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Figure 2: Hierarchical clustering stemming from the 
DTW-aligned Hermes similarity measure (left) and 
perception (right) for twelve Japanese attitudes (see 
the Corpora section for the labels). 

We do not claim that the (dis)similarity measures proposed 
here are able to capture all the subtle differences involved in 
expressive prosody, but the DTW-aligned Hermes measure 
regroups prosodic attitudes in a more meaningful way than the 
other two. The three main clusters obtained with this objective 
measurement include: (1) interrogative expressions which end 
with an F0 rise (grouped with PO); (2) assertive expressions, 
on the whole characterized by a high intensity; (3) expressions 
implying a typical voice quality, like the two culturally 
encoded Japanese politeness expressions, obviousness and 
irritation. By and large, this result reflects the main perceptual 
categories. The most important differences come from 
irritation and kyoshuku, which require more accurate 
measurements of voice quality. 

5. Conclusions  
This study investigated the relevance of DTW to measure the 
objective (dis)similarity between multiparametric feature 
vectors representing prosody. Tests were made on two 
corpora, including French and Japanese utterances.  

Correlation-based measures proved to better fit perception 
when using DTW. When comparing two prosodic contours, 
DTW increases correlations (which is not surprising since it 
forces the alignment), but the increase is more important in the 
case of functionally similar contours. Constraints restricting 

DTW need to be adapted to the type of comparison performed. 
A syllabic constraint proved appropriate for comparing 
sentences which have the same number of syllables (as was 
the case in our first, syntactic corpus). For comparisons of 
global contours, implying important timing and segmental 
differences, a constraint like the Sakoe-Chiba band was found 
to be well suited: it was successfully applied to our second, 
attitudinal corpus. 

Good average results (especially on the syntactic corpus) 
may mask considerable variability regarding prosody. For 
example, gross F0 detection errors due to utterance-final 
devoicing may affect similarity measures. A better post-
processing of prosodic parameters has to be implemented. 
Prosody stylization [1] should also be helpful. 

Concerning French and Japanese attitudes, similar 
prosodic contours on different-length sentences were found to 
be objectively closer than contours realized on same-length 
sentences with different shapes. There are obvious limitations: 
in particular, the modeling lacks voice source parameters such 
as devoicing, ratio of aperiodicity or vocal effort [2]. 

Further tests of these methods are planned to better 
understand their performance. It could be interesting to refine 
the alignment cost to use it as a more effective measurement. 
The approach will also be applied to longer sentences, with 
various styles and accents. Finally, it can be used for matching 
local prosodic contours in large spoken corpora, as e.g. locate 
a narrow focus or a final interrogative rise that match a 
predefined prosodic contour. 
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