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Abstract
In this paper, we empirically investigate three new features from
word alignments to improve speech-to-speech translation on
mobile devices for low-resource languages. The three features
include one feature about alignment for boundary words of the
target side phrase, one about the balance of terminal words be-
tween the source and the target side, and another about the num-
ber of unaligned words. We carry out experiments on both di-
rections (E2F and F2E) for Pashto and Dari, two official lan-
guages of Afghanistan. By using the proposed alignment fea-
tures, we can obtain improvements (up to 1% BLEU score) on
the test sets for both Pashto and Dari.
Index Terms: hierarchical phrase-based translation, alignment,
feature, empirical

1. Introduction
In recent years, speech-to-speech (S2S) translation has been an
interesting application in spoken language process community.
It benefits from the rapid advances in technologies for auto-
matic speech recognition (ASR), statistical machine translation
(SMT), and speech synthesis. Speech-to-speech translation on
mobile devices is a more challenging task, which requires the
algorithms and models to be more efficient in terms of time and
space.

Hierarchical phrase-based translation [1], one example
of syntax-based translation models, takes advantage of both
phrase-based translation [2, 3] to handle local fluency, and
the synchronous context-free grammars (SCFG) to handle non-
local phrase reordering. It has been demonstrated to pro-
duce better performance than traditional phrase-based transla-
tion systems. The SCFG grammars are automatically extracted
from parallel corpora based on hierarchical structures of natu-
ral language, without using any explicit linguistic knowledge or
annotations. There are several important steps of the pipeline
to translate from input E to its translation F in hierarchical
phrase-based translation, including word alignment, phrase pair
extraction, rule extraction, rule scoring, and decoding.

The task of phrase pair extraction is to extract those phrase
pairs that are consistent with the word alignment. Due to the
limit amount of available training data, however, there are nor-
mally some errors in the word alignment, for example, there ex-
ist some unaligned words. To compensate the limitation of word
alignment, we in this paper empirically investigate three new
features derived from word alignment to augment the quality of
phrase translation table and consequently improve the transla-
tion performance. The three features include one feature about
alignment for boundary words of the target side phrase, one
about the balance of terminal words between the source and the

target side, and another about the number of unaligned words.
Adding new features is a simple approach to incorporating ad-
ditional knowledge into hierarchical phrase-based translation.
We can also easily apply the augmented models on speech-to-
speech translation on mobile devices using these low-cost align-
ment features.

Previous work by [4] studies the relationship between word
alignment and phrase pair extraction. They compared different
word alignments to the human generated alignment, and found
that the number of unaligned words has a large impact on the
quality of phrase translation table. They therefore introduced
two new features, the number of unaligned words for the source
side and the target side respectively, in a phrase-based transla-
tion system, and obtained an improvement in BLEU [5] scores.

Compared to previous work in [4], our work in this pa-
per has some improvements and extensions. Firstly, we ex-
tract features from word alignment and apply them on hierar-
chical phrase-based translation instead of phrase-based transla-
tion. We will introduce how we deal with features for SCFG
rules in Sec. 3. Secondly, we use more alignment-derived fea-
tures, besides the number of unaligned words in [4]. We can
see in Sec. 4 that the feature about the number of unaligned
words alone does not work well in our experiments. Thirdly,
we further verify the effectiveness of alignment features for hi-
erarchical phrase-based translation on different language pairs.
We carry out experiments on both directions (E2F and F2E) for
Pashto and Dari, two official languages of Afghanistan. By us-
ing the proposed alignment features, we can obtain improve-
ments (up to 1% BLEU score) on the test sets for both Pashto
and Dari.

2. Hierarchical Phrase-based Translation

In this section, we briefly introduce some essential steps of the
pipeline for a hierarchical phrase-based translation system [1].

2.1. Word Alignment

The goal of word alignment is to identify word-to-word links
between parallel sentences. An alignment is a tuple (E,F,A),
where E = e1 . . . en and F = f1 . . . fm are strings, and A
is a set of links (x, y) between words where 1 ≤ x ≤ n and
1 ≤ y ≤ m. The widely used techniques to automatically
generate word alignments for parallel sentences include IBM
Model 1 to Model 4 [6], and the approaches based on hidden
Markov models (HMM) [7]. Figure 1 shows an example of
a many-to-many alignment for a sentence pair and its matrix
representation, with tight phrase pairs marked.
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Figure 1: An example of (a) a many-to-many word alignment,
and (b) the same alignment as a matrix representation, with its
tight phrase pairs marked.

2.2. Phrase Pair Extraction

A phrase in SMT is a contiguous sequence of words. A pair
of substring from E and F respectively, i.e., [s, t] ⊂ E and
[u, v] ⊂ F , is a phrase pair if and only if the subset of links
emitted from [s, t] in E is equal to the subset of links emit-
ted from [u, v] in F , and both are nonempty [2, 3, 8]. That is,
all words of a phrase pair are aligned only within the phrases
and not to any word outside. We call this phrase pair is con-
sistent with the word alignment. The process of phrase pair
extraction collects all phrase pairs that are consistent with word
alignments, and forms the phrase translation table. In practice,
we normally enforce a maximum phrase length during phrase
extraction to reduce the number of phrases extracted from word
alignment and keep phrase translation table manageable. For
example, the following phrase pairs can be extracted from the
alignment shown in Figure 1:

([1, 1], [3, 3]), ([2, 3], [2, 2]),
([1, 3], [2, 3]), ([5, 5], [4, 4]),
([6, 6], [5, 5]), ([5, 6], [4, 5]),
([1, 5], [2, 4]), ([1, 6], [2, 5]),

([2, 3], [1, 2]), ([1, 3], [1, 3]),
([1, 5], [1, 4]), ([1, 6], [1, 5]),
([1, 4], [2, 3]), ([2, 4], [2, 2]),
([2, 4], [1, 2]), ([4, 5], [4, 4]),
([4, 6], [4, 5]).

It is possible that some words of a phrase do not have align-
ment points (i.e., unaligned), e.g., e4 and f1 of the example
in Figure 1. Having unaligned words in a phrase pair cannot
violate the condition for consistency. Hence, unaligned words
may occur within and even at the boundaries of a source/target
phrase, e.g., ([2, 3], [1, 2]). A phrase pair ([s, t], [u, v]) is tight
if none of es, et, fu and fv is unaligned [8]. Only the first
eight phrase pairs shown in the above example are tight. We
can see that allowing unaligned words in the alignment largely
increases the number of phrase pairs extracted from that. It has
been shown in [4] that an increased number of unaligned words
can cause degraded translation quality. However, it is also not
wise to prune out all those non-tight phrase pairs. This moti-
vates us to introduce some new features to set some soft con-
straints to compensate the limitation (e.g., unaligned words) of
word alignments.

2.3. Rule Extraction

An SCFG is a synchronous rewriting system generating source
and target side string pairs simultaneously based on a context-
free grammar. Each synchronous production (i.e., rule) rewrites

a non-terminal into a pair of strings, γ and α, with both ter-
minals and non-terminals in both languages. In particular, hier-
archical phrase-based models [1] explore hierarchical structures
of natural language and utilize only a unified non-terminal sym-
bol X in the grammar:

X → 〈γ, α,∼〉 (1)

where ∼ is the one-to-one correspondence between X’s in γ
and α.

The phrase pairs extracted from word alignments are re-
garded as phrasal rules (i.e., without non-terminal), being part
of the whole SCFG rules. Next, we loop through each phrase
pair and generalize the sub-phrase pair it contains with co-
indexed non-terminal symbols. We thereby obtain a new rule.
There are several constraints described in [1] to reduce the rule
size and spurious ambiguity, e.g., there are at most two non-
terminals in a rule. We will hereafter refer to rules with non-
terminal symbols as abstract rules.

2.4. Decoding

Translation using SCFG grammars for an input sentence E is
casted as to find the optimal derivation on the source and target
sides (as the grammar is synchronous, the derivations on source
and target sides are identical). That is, the goal of decoding is
to search for the best derivationD that maximizes the following
log-linear model over all possible derivations:

P (D) ∝ PLM (e)λLM×∏
i

∏
X→〈γ,α〉∈D φi(X → 〈γ, α〉)

λi , (2)

where the set of φi(X → 〈γ, α〉) are features defined over
given production rule, and PLM (e) is the language model score
on hypothesized output, the λi is the feature weight. A bottom-
up CKY parser is widely used for decoding.

3. Alignment Features
In this section, we introduce our proposed new features from
word alignment for hierarchical phrase-based translation.

3.1. Features for Phrasal Rules

We derive three new features from word alignments for phrasal
rules. Since we typically calculate Equation 2 in the logarithmic
scale, we interpret these features as cost for SCFG rules. The
three alignment features (costs) are as follows:

• C1: cost about the alignment for boundary words on the
target side of phrase pairs. We use this feature to eval-
uate the tight vs non-tight status of a phrase pair. For
a tight phrase pair, we assign a cost value of 0 to it.
For a non-tight phrase pair, we further divide into two
cases: by assigning a cost of 0.5 to a phrase pair with ei-
ther one of the boundary words of the target side phrase
unaligned, and a cost of 1.0 to a phrase pair with both
boundary words of the target side phrase unaligned. In-
tuitively we are in favor of tight phrase pairs. By assign-
ing a cost to those non-tight phrase pairs, we enforce a
soft constraint over them rather than removing them en-
tirely.

• C2: cost about the the balance of terminal words be-
tween the source and the target side. Mathematically,
C2= |Ns − Nt| where Ns and Nt are the numbers of
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terminals for the source side and the target side, respec-
tively. The intuition is that we want to penalize those
phrase pairs with unbalanced number of terminals be-
tween phrases of the source side and the target side, e.g.,
([1, 1], [1, 9]).

• C3: cost about the total number of unaligned terminal
words in both the source side and the target side. Pre-
vious work also used features about unaligned words
for phrase pairs and obtained some improvements in
BLEU [4]. The difference is that there are two separate
features used in [4], one for the source side and the other
for the target side, respectively.

3.2. Features for Abstract Rules

It is straightforward to derive the three new features from word
alignment for abstract rules. For C1, we assign a cost value to
an abstract rule according to the phrase pair from which the ab-
stract rule is extracted. Since we only extract abstract rules from
those tight phrase pairs that contain other tight phrase pairs [1],
all abstract rules will have a cost value of 0 for C1. For C2,
given that an abstract rule always has co-indexed non-terminal
symbols, it is equal to |Ls−Lt| where Ls and Lt are the length
for the source side and the target side of an abstract rule. For
C3, we can easily count the total number of unaligned terminal
words and assign costs by referring to word alignments during
rule extraction.

We note that a same phrasal rule can be extracted from dif-
ferent parallel sentences, and a same abstract rule can extracted
from different phrase pairs too. When combining these to get a
distinct rule, we select the maximum value as the final cost for
the rule.

The discriminative translation framework expressed in
Equation 2 makes it relatively straightforward to incorporate the
three new features into a hierarchical phrase-based translation
system.

4. Experiments and Results
The baseline translation system we used in this paper is a state-
of-the-art hierarchical phrase-based translation system, as de-
scribed in detail in [9]. The system is designed and optimized
for conversational speech-to-speech translation tasks on mobile
devices. We used interpolated 4-gram language models with
modified Kneser-Ney smoothing [10] for all the following ex-
periments. Minimum-error-rate training (MERT) [11] was car-
ried out to optimize the feature weights on the development
set. We conducted experiments on both directions for Pashto
and Dari. All development and test tests in the experiments
have only one reference. Unless explicitly stated otherwise, the
maximum length of phrase pairs is set to 8, and the baseline
model has seven basic features, including four rule and lexical-
ized translation probabilities plus three discounting features.

4.1. Experiments on Pashto

By duplicating some in-domain components of the Pashto cor-
pus, we have a training set with 200k parallel sentences. There
are 28k unique words for English and 51k unique words for
Pashto.

For E2F (i.e., English-to-Pashto) direction, we have a held-
out development set and a test set, consisting of 2k and 1k sen-
tences respectively. The baseline model has four basic features,
such as rule and lexicalized translation probabilities.

Table 1 shows the BLEU results on E2F for Pashto. In this
experiment, we evaluated the effects of each individual feature
and the combinations, respectively. From the results, we can
see that the feature C3 (the total number of unaligned words)
alone performs worse than C1 and C2, and C2 produces the
best BLEU score on this test set. For the combinations, it seems
that C2+C3 does not work well on this test set. We note that
the improvement on the development set is less significant than
that on the test set. Overall, we can improve the baseline model
on the test set by using some specific alignment features.

Table 1: The BLEU results (%) of E2F (i.e., English-to-Pashto)
on the Pashto corpus.

Model Dev Test ∆Test
Baseline 17.95 18.19 -
Baseline+C1 18.31 18.81 0.62
Baseline+C2 18.24 18.92 0.73
Baseline+C3 18.08 18.40 0.21
Baseline+C1+C2 18.36 18.81 0.62
Baseline+C1+C3 17.99 18.69 0.50
Baseline+C2+C3 18.26 18.16 -0.03
Baseline+C1+C2+C3 17.92 18.25 0.06

For F2E (i.e., Pashto-to-English) direction. we have a held-
out development set and a test set, consisting of 3.1k and 1.6k
sentences respectively.

Table 2 shows the BLEU results on F2E for Pashto. By us-
ing the combinations of the three features, we are able to obtain
consistent improvements on the test set, ranging from 0.42% to
0.64%. We note that the effect of C2+C3 on F2E (+0.64%) is
different from that on E2F (-0.03%), although they are not di-
rectly comparable given the different training, tuning, and test
sets.

Table 2: The BLEU results (%) of F2E (i.e., Pashto-to-English)
on the Pashto corpus

Model Dev Test ∆Test
Baseline 20.88 22.98 -
Baseline+C1+C2 21.24 23.40 0.42
Baseline+C1+C3 20.92 23.40 0.42
Baseline+C2+C3 21.18 23.62 0.64
Baseline+C1+C2+C3 21.08 23.43 0.45

4.2. Experiments on Dari

We have a training corpus consisting of 150k parallel sentences
for Dari experiments, after duplicating some in-domain com-
ponents of the Dari corpus. The numbers of unique words for
English and Dari are 26k and 48k, respectively.

For E2F (i.e., English-to-Dari) direction, we have 1.6k sen-
tences for both the held-out development set and the test set.

Table 3 shows the BLEU results on E2F for Dari. In this
experiments, C1+C2+C3 produces the best BLEU score on the
test set, while it has a worse result on the development set. We
can also see from Table 1 and 2 that C1+C2+C3 generally has
lower BLEU scores on the development set. This may indicate
that it becomes more difficult to tune the features weights as
the number of features to tune increases. Although we have
worse BLEU scores on the development set in some cases, the
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improvements on the test set are all positive on E2F for Dari
across the four feature combinations.

Table 3: The BLEU results (%) of E2F (i.e., English-to-Dari)
on the Dari corpus.

Model Dev Test ∆Test
Baseline 15.40 14.99 -
Baseline+C1+C2 15.18 15.12 0.13
Baseline+C1+C3 15.51 15.47 0.48
Baseline+C2+C3 15.54 15.20 0.21
Baseline+C1+C2+C3 15.32 15.73 0.74

For F2E (i.e., Dari-to-English) direction, we have 1.3k sen-
tences for both the held-out development set and the test set.
The maximum length of phrase pairs is set to 15.

Table 4 shows the BLEU results on F2E for Dari. In this
experiment, we observe an improvement with up to 1% BLEU
score on the test set using C1+C3. The other three feature com-
binations are also improving the baseline model on both the de-
velopment set and the test set.

Table 4: The BLEU results (%) of F2E (i.e., Dari-to-English)
on the Dari corpus.

Model Dev Test ∆Test
Baseline 17.72 17.68 -
Baseline+C1+C2 18.08 17.98 0.30
Baseline+C1+C3 18.27 18.67 0.99
Baseline+C2+C3 17.94 17.86 0.18
Baseline+C1+C2+C3 18.40 18.53 0.85

5. Discussion
For low-resource languages such as Pashto and Dari, the rela-
tively small size of the training corpora will increase the like-
lihood of incorrect word alignments, which will consequently
decrease the quality of the phrase translation tables. The align-
ment features we introduce in this paper can, to some extent,
alleviate this problem. This has been demonstrated by the ex-
perimental results on Pashto and Dari.

We note that adding new alignment features to a hierarchi-
cal translation system is a low-cost process. We can combine
the features with the tuned weights, and store one single pre-
computed feature value for each SCFG rule in the model. This
makes it possible to apply the augmented models to speech-to-
speech translation on mobile devices.

From the experiments, we observe smaller improvements
on the development set than those on the test set, which sug-
gests that the new alignment features may somewhat prevent
the translation model from over-fitting the tuning set. This is
the same observation as that in [4]. Another reason for smaller
improvements on the development set may be that it becomes
more difficult to tune the weights using MERT [11], as we add
more features.

We can not identify from the experimental results in Sec. 4
a common feature, or a feature combination, that works best
across both directions (E2F and F2E) of both language pairs
(English↔Pashto, and English↔Dari). We believe this is a
common observation given the fact that a log-linear model is
used for SMT and the tuning of feature weights is a complex

process. We also need to take into account the differences of
languages, the amount of training data, etc. However, we can
always find an alignment feature, or a feature combination, that
improves the baseline model, for all the experimental conditions
we tried in Sec.4.

6. Conclusion
The conclusions we make in this paper are as follows. Firstly,
the quality of word alignments is directly affected by the
amount of training data in SMT, especially for those low-
resource languages that have only small amount of data for
training. Secondly, unaligned words occur in word alignments,
which directly affects the quality of extracted phrase pairs.
Thirdly, we can improve the performance of a state-of-the-art
hierarchical phrase-based translation system, by using some
features derived from word alignments as soft constraints for
phrase pairs.
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