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Abstract
This paper proposes a robust sound event classification method,
based on a selective image feature driven from the novel sub-
band power distribution (SPD), which represents the distribu-
tion of power over frequency components. This method is an
extension of our previous work, which was motivated by the
visual perception of the spectrogram to produce a robust fea-
ture for sound classification. Unlike the conventional spec-
trogram, the proposed SPD representation is invariant to time-
shifting and therefore suitable for real scenarios where the de-
tected sound clips are not always balanced. Furthermore, we
develop a missing feature classification method, which auto-
matically selects the sparse, representative areas of the signal
from the noisy SPD image of the sound clip. The method is
tested on a large database containing 50 sound classes, under
four different noise environments, varying from clean to severe
noise conditions. A significant improvement in performance
was obtained in mismatched conditions, producing an average
classification accuracy of 87.5% in the 0dB noise condition.
Index Terms: Sound event classification, time-shifting, spec-
trogram, support vector machines

1. Introduction
Sound event classification is a relatively new research direction,
with the current literature on the topic largely clustered into
a few specific areas, such as musical instruments [1], security
surveillance [2], and meeting room sounds [3]. Typical systems
are often adapted from speech and music signal processing with
Mel-Frequency Cepstral Coefficient (MFCC) features and Hid-
den Markov Model (HMM) classifiers.

The most important difference between sound and speech
signals, are that sounds have more distinctive time-frequency
characteristics, hence classification relies on characterising the
stochastic nature of the signal. To capture this variation, con-
ventional frame-based MFCCs must be combined with com-
plex recognisers, such as HMMs, that require a large amount
of training data to perform well. Another common problem
with speech and sound classification is the issue of robustness,
i.e. the performance often greatly degrades in the presence of
noise, particularly in mismatched conditions. MFCC features
are sensitive to additive noise, therefore the classification sys-
tems have to rely on multi-conditional training, which requires
a huge training dataset to capture all the variations across many
environmental conditions. Such an approach is not suitable for
applications in the modern digital world, which requires sim-
plicity and compactness.

One efficient way to capture the sound’s time-frequency
characteristics, is to extract features from the spectrogram of the
sound [4]. This is motivated by the fact that humans can eas-

ily identify the signal in an image, despite severe background
noise [5]. In our previous work, we proposed a method called
the Spectrogram Image Feature (SIF), to classify sound events
in noisy and mismatched conditions [6]. The SIF method quan-
tises and segments the spectrogram, similar to pseudocolour-
ing and partitioning in image processing, before extracting the
distribution from each time-frequency block, in terms of their
central moments, to use as a feature for classification. Since the
signal is more sparse than the diffuse background noise, some of
the quantisation regions from the time-frequency blocks remain
robust against the noise, and these dominate through supervised
support vector machine (SVM) training.

The SIF method demonstrated very good results in mis-
matched conditions, without the need for complex noise com-
pensation algorithms [7]. However, its drawback is the sensitiv-
ity of the block distribution to time-shifting, and therefore the
sound clips need to be balanced. In real-world situations, when
using a detection algorithm for recognition, time-shifting may
occur due to variations in the performance of the detector, giv-
ing uncertainty to the onset and offset times in the sound clip.

To address this problem, in this work we develop a
novel image representation of the frequency-power distribution,
which we call the subband power distribution (SPD), that is in-
variant to the effects of time-shifting. The SPD, which repre-
sents the empirical magnitude distributions of the spectrogram
in each subband frequency component, can also be considered
as a generalisation of the classical power spectral density. Sim-
ilar to the SIF, the SPD image feature (SPD-IF) is derived from
the blockwise central moments of the quantised and segmented
image. Furthermore, to improve the classification system, we
develop a missing feature classifier, which automatically selects
the robust blocks from each SPD image representation.

The proposed method is tested on a large database consist-
ing of 50 sound classes and four noise environments, with the
signal to noise ratio varying form clean to 0dB for each. The
results show an improvement compared to the previous SIF, as
well as over MFCC baseline methods using conventional noise
compensation, such as spectral subtraction [8] and the ETSI Ad-
vanced Front End [7]. The method achieves a classification ac-
curacy of 87.5% in the severe 0dB mismatched noise condition.

2. Subband Power Distribution Image
In this section, we discuss the formulation of the new sub-
band power distribution (SPD), starting from our previous work
on the spectrogram image feature (SIF) representation of the
sound. We discuss the drawbacks of using the spectrogram,
and then introduce the new image representation of the SPD.
Finally, we discuss briefly the similarities of the representation
with the conventional power spectral density (PSD).
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2.1. Spectrogram Image Feature

The time-frequency spectrogram of a sound contains a large
amount of information and provides a representation that can be
easily interpreted by trained human “readers” [5]. This formed
the motivation for our previous work on the Spectrogram Image
Feature (SIF) [6], where we quantised the grey-scale spectro-
gram into regions, in a similar way to pseudocolour-mapping in
image processing.

The SIF is based on the spectrogram, which is calculated
using the discrete short-time Fourier transform (STFT):

S(f, t) =

N−1∑
n=0

xt[n]w[n] e
−i2π f

fs
n (1)

where f = kfs
N

for k = 0, . . . , N − 1, w(.) is the Hamming
window, and t is the frame index, as multiples of N

fs
. We use

either the magnitude or decibel representation of the dynamic
range for the raw-power and log-power SIFs respectively. Next,
the spectrogram is normalised into a grey-scale intensity image:

G(f, t) =
S(f, t)−min(S)

max(S)−min(S)
(2)

where, in the log-power case, we use the noise floor:
S(f, t) → max [S(f, t),max(S)− 80dB], since min(S) be-
comes highly variable as the values tend towards log(0).

Finally, the dynamic range of the grey-scale spectrogram
is quantised into different regions, each of which maps to a
monochrome image, similar to the monochrome RGB compo-
nents in pseudo-colourmapping:

mc(k, t) = fc(G(k, t)) ∀c ∈ (c1, c2, ..cN ) (3)

where mc is a monochrome image, f is a nonlinear mapping
function and c represents the quantisation regions. From this,
we extract a feature by segmenting the quantised spectrogram
into time-frequency blocks, and then characterise the distribu-
tion in each block though moment statistics.

2.2. SPD Image Representation

There are two issues in the practical implementation of the SIF
method. Firstly, the onset and offset detection of the sound
clips from a continuous audio stream can be affected by the
noise conditions. Therefore, the time-frequency partitioning
may cause variation among the SIF dimensions, due to the time-
shifting effect. Secondly, as the SIF quantisation process ex-
tracts robust features, particularly from the high-magnitude re-
gions, a missing-feature framework can be adopted to further
improve the classification accuracy.

Hence, we propose a new representation that is invariant to
time-shifting, and can be combined easily with missing feature
methods. We call this the subband power distribution (SPD), as
it represents the stochastic distribution of power over the sound
clip. It is calculated using a histogram as follows:

H(f, b) =
∑
t

1b(S(f, t)) (4)

where 1b(S(f, t)) is the indicator function and equals one for
the bth bin if the spectrogram power S(f, t) lies within the
range of the bin and is zero otherwise. We fix the bin size,
∆ = 1 dB, and use 105 bins, with the maximum bin position
fixed at 125 dB. This procedure is illustrated in Figure 2 a).
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Figure 1: Comparisons of the log-power spectrogram (left) and
SPD (right) for horn and whistle in both clean and 0dB noise
conditions. For SPD, the background grid indicates the segmen-
tation, while the white dashed line is the noise level estimate.

From the examples in Figure 1, it can be seen that the dark
areas are where the power histogram bin count is zero, while the
lighter colours represent the bins with the highest count. The
profile of the noise can be seen clearly in the 0dB examples,
which is expected since the noise is diffuse and therefore has a
Gaussian-like distribution with a small variance. The white line
in the figures is an estimate of the noise, with the low magnitude
areas to the left of this considered to contain no signal informa-
tion. Above this level, the signal information has a character-
istic distribution, which is clear for stationary sounds such as
Whistle, while it is less obvious for others, such as Horn.

2.3. Comparisons to the Power Spectral Density

The power spectral density (PSD), which can be estimated
through the periodogram, shows the magnitude of the power
present in the signal at each frequency bin [9]. The SPD can be
considered a generalisation of this, as it represents the stochas-
tic distribution of the PSD in each frame over time, rather than
simply the average power in each frequency.
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3. Classification System
In this section, we focus on developing a classification system
based on the SPD. Unlike our previous work on the SIF, only the
feature components from the reliable areas of the SPD image are
used, hence a kNN-based missing feature classifier is adopted.

3.1. SPD Image Feature Extraction

To extract the SPD image feature (SPD-IF), we use a similar
feature extraction method as described in Section 2.1 for the
SIF. However, here we do not scale the SPD image using Eq.2.
Instead, the quantisation regions, c, are fixed, ensuring that the
noisy areas do not affect the scaling, which would otherwise be
dependent on the length of the clip.

The procedure for extracting the full feature vector, F, is
shown in Figure 2 a), and can be described as follows:

1. Quantise the SPD into separate monochrome images,
where the mapping function fc = 1 if the value falls
into the quantisation region and is zero otherwise.

2. Partition the monochrome images into M ×N segments
with block index Bl(m,n).

3. Characterise the distribution using moment statistics.
Specifically, we use three quantisations with boundaries c =
{0, 3, 6,∞}, the mean and variance as the two features, and set
M = 16 frequency segments, and N = 15 power segments.

3.2. Reliable Feature Estimation

We are interested in characterising the signal information from
the SPD image, while rejecting the noise. Therefore we need
to estimate the areas dominated by noise and only use reliable
features for classification. Here, we use the first ten frames tn,
which are known to be silence, to estimate the noise level:

N(f) = µ(S(f, tn)) + 2σ(S(f, tn)) + ∆ (5)

where µ(.) is the mean, σ(.) is the standard deviation, and ∆ is a
constant added to account for noise fluctuations. The noise level
for each segment, N(m), is estimated from the mean of N(f)
across the segment, and is shown by the white lines in Figure
1. Areas to the right of the line contain the signal information,
hence are selected as the reliable feature dimensions as follows:

Fr(m,n) =

F(m,n), if H (t, b)
B(m,n)

> N (m) .

[ ] , otherwise.
(6)

where m,n are the block indices, N(m) is the noise estimate
in frequency segment m, and Fr are the reliable dimensions.

3.3. Missing Feature Classifier

For classification, there are a variety of methods to handle miss-
ing features [10]. Here we choose to marginalise the noisy fea-
ture dimensions using a k-Nearest Neighbours (kNN) classifier,
as it is a simple, lazy classifier based on the Euclidean distance,
deferring all training data until testing. Therefore, for each fea-
ture vector tested, F, we compare only the nr reliable feature
dimensions, Fr , with those in the training data, Fref , while the
others are ignored:

d(F,F
{i}
ref ) =

1

nr
[
nr∑
k=1

(Fr(k) − F
{i}r(k)
ref )2]

1
2 ∀i (7)

The class decision uses the maximum voting of the k = 5 low-
est distances, and is not computationally expensive, as there is
only one feature vector for each training clip in the database.
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Figure 2: Block diagrams showing a) the feature extraction
methods for MFCCs and the proposed SPD-IF, and b) the kNN
classification system used for the SPD-IF.

4. Experiments
4.1. Database

A total of 50 sounds are selected from the Real Word Comput-
ing Partnership (RWCP) Sound Scene Database in Real Acous-
tical Environments [11], giving a selection of collision, action
and characteristics sounds. The isolated sound event samples
have a sparse frequency spectrum, with a high signal-to-noise
ratio (SNR), and are balanced to give some silence either side
of the sound. For each event, 50 files are randomly selected for
training and another 30 for testing. The total number of sam-
ples are therefore 2500 and 1500 respectively, with each exper-
iment repeated in 5 runs. The following diffuse noise environ-
ments are added at 20, 10 and 0 dB SNR: “Speech Babble”,
“Destroyer Control Room”, “Factory Floor 1” and “Jet Cockpit
1”, obtained from the NOISEX92 database. All four noises are
diffuse, and have most of the energy concentrated in the lower
frequencies. For each of the methods, we investigate the clas-
sification accuracy in mismatched conditions, using only clean
samples for training. We report the average performance at each
SNR across all four noise environments.

4.2. Baseline Methods

For comparison with our proposed SPD-IF, we use several base-
line methods, both with and without noise reduction algorithms.
The following methods are implemented:

1. MFCC-HMM with 5 states and 6 Gaussians, trained with
HTK [12]. A 36-dimension MFCC feature is generated,
including deltas and accelerations, using the following:

(a) HTK-HCopy with 24 filters, 12 coefficients.
(b) Spectral Subtraction processing [8], then HCopy.
(c) ETSI Advanced Front End (AFE) [7]

2. Spectrogram Image Feature (SIF)

(a) Log and raw-power scaled images, using SVM [6].
(b) Log-power kNN-SIF, using the same missing fea-

ture approach as in Section 3.3.

3. MFCC-SVM: mean/variance of MFCCs over the clip
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Method Details Clean 20dB 10dB 0dB Average

SPD-IF Log-Power kNN 97.3± 0.2 96.3± 0.5 94.1± 1.5 87.5± 5.2 93.8
Raw-Power kNN 83.2± 0.3 83.2± 0.5 82.7± 0.6 75.3± 2.5 81.1

SIF
Log-Power SVM 97.3± 0.2 81.1± 5.5 53.5± 10.2 26.4± 8.8 64.6
Raw-Power SVM 91.1± 1.0 91.1± 0.9 90.7± 1.0 80.9± 1.8 88.5
Log-Power kNN 95.6± 0.5 90.8± 2.2 79.0± 8.4 69.1± 6.8 83.6

MFCC-HMM
HCopy 99.5± 0.1 78.9± 6.6 44.3± 6.9 13.6± 4.1 59.1

Spectral Subtraction 99.2± 0.1 89.3± 4.4 68.5± 8.3 33.1± 7.6 72.5
ETSI-AFE 99.1± 0.2 89.4± 3.2 71.7± 6.1 35.4± 7.7 73.9

MFCC-SVM ETSI-AFE 98.7± 0.1 55.3± 5.0 33.7± 3.7 13.2± 4.1 50.2

Table 1: Results from SPD-IF vs. baseline experiments.

4.3. Results and Discussion

The results of the experiments are shown in Table 1. It can be
seen that the SPD-IF, using a log-power dynamic range, gives a
comparable result in clean conditions to the MFCC and log-SIF
baselines. However, the advantages of the SPD-IF are demon-
strated in mismatched noise conditions, where even at 0dB, it
achieves an accuracy of 87.5%, compared to 80.9% for the
raw-power SIF and just 35.4% for the best performing MFCC-
HMM method. It was also found that the “Factory Floor” noise
was the most challenging, and without this, the accuracy at 0dB
for the SPD-IF increased to over 90%.

The results also show that the raw-power SPD-IF does not
perform as well in comparison, especially in clean conditions,
although remained robust to the noise. This is due to the large
dynamic range of the signal, where the distribution is sparse and
cannot be captured as well using the image feature method.

It should be also noted that we ran the SPD-IF experiment
using only 20 files from each sound class for training, and the
remaining 60 for testing. In this case, the overall accuracy
dropped by less than 5%, and reduced the computation time.

4.3.1. Comparison with MFCC methods

Among the MFCC-HMM methods, the best performance comes
from pre-processing carried out with the ETSI Advanced Front
End, with an average accuracy of 73.9%. This is expected since
the techniques used in the AFE, such as double Wiener filtering,
are much more sophisticated than simple spectral subtraction,
or the standard HTK-HCopy algorithm. MFCC-SVM, which
uses averaged features, performs worse than MFCC-HMM with
the same ETSI-AFE features, which is again expected due to
the loss of temporal information in averaging. Since MFCC-
HMM is often used for sound classification, the improvement
shown by the SPD-IF, with an average accuracy of 93.8%, is
significant and demonstrates the power of the method.

4.3.2. Comparison with Spectrogram Image Feature

Although based on similar concepts, the notable difference is
that the SIF is based upon the spectrogram representation of the
sound, as opposed to the subband power distribution used in the
SPD-IF. The results show that the log-power SPD-IF performs
well compared to the SIF, combining the high accuracy of the
log-power SIF in clean conditions, with the robustness of the
raw-power SIF in mismatched noise.

For the SIF, the raw-power representation performs better
on average than log-power, with an accuracy of 88.5%. This is
still significantly lower than the 93.8% achieved by the SPD-IF.

In addition, using the missing feature kNN method with the
log-power SIF improves the noise robustness of the method sig-

nificantly. However, the feature is still affected by the problem
of time-shifting, hence cannot achieve the performance shown
by the log-power SPD-IF.

5. Conclusion
In this paper, we proposed the Subband Power Distribution Im-
age Feature (SPD-IF), which is a novel method for robust sound
classification. The method is based on the stochastic distribu-
tion of power over the whole sound clip, captured in the SPD,
which is invariant to the effects of time shifting. A feature is
extracted by first quantising and segmenting the image, then
characterising the distribution in each segment through moment
statistics. We show how this feature can be combined with a
noise estimation and missing feature classifier, to produce a ro-
bust classification system. Experiments show that it can achieve
an accuracy of 87.5% in severe mismatched noise.
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