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Abstract
ASR has long attracted attention for call center monitoring sys-
tems. In the ASR technology for call center conversations, the
system usually divides an input signal into separate utterances
and eliminates the unneeded silence parts of the signal before
doing ASR processing on the detected utterances. This means
the input signal should be split into utterances of the proper
length for both ASR performance and readability. However,
typical VAD techniques sometimes generate overly long speech
segments because they are focused only on the length of the
pause (non-speech) between sentences. In contrast, it is shown
that speakers typically take breaths for when speaking more
than one sentence or long sentences. These breaths are highly
correlated with the major prosodic breaks. In this paper, we fo-
cus on the breath events in the pause intervals and attempt to
split the input signal into utterances by detecting the breathing
events. The proposed method leverages acoustic information
that is specialized for breathing sounds, which led to a two-step
approach to detect the breath events with an accuracy of 97.4%.
Also, the proper speech phrasing based on breath events im-
proved word error rate in ASR.
Index Terms: Speech phrasing, breath detection, call monitor-
ing, automatic speech recognition, voice activity detection

1. Introduction
Accurate detection of speech-present and speech-absent seg-
ments in utterances is crucial for many applications of speech
technology. A variety of VAD algorithms have been proposed
over the years for speech applications [1, 2]. The main objec-
tive of VAD is to reduce the failures of the ASR system due
to noise by accurately extracting the utterances from the input
signal. From a different perspective, VAD reduces the com-
putational complexity for ASR systems by removing irrelevant
non-speech parts from the signal. It is essential to decrease the
computational time as much as possible in an ASR system that
processes a large amount of speech data, such as in call center
monitoring [3, 4, 5] or transcriptions for parliament [6].

In such systems, the input signal is usually divided into ut-
terances using VAD and then the ASR processes the detected
utterances. A command-level ASR system, such as a car nav-
igation system, only needs the VAD to extract a command ut-
terance from the signal, but the VAD for transcription task must
extract the speech segments accurately and also split them into
semantically grouped utterances of the proper lengths. VAD
failures in transcription tasks often result in long mislabeled
speech segments that degrade both the ASR performance and
the readability of the recognized text. Meanwhile, it is known
that speakers typically take breaths for speeches that involve
more than one sentence or long sentences and that these breaths
are highly correlated with major prosodic breaks [7]. In our new
work, we focus on the breath events of the speakers in telephone
conversations and use those events to split the input signal since
the breathing sounds are clearly observed in the signal. There

have been several attempts to extract the breath events from au-
dio signals, but those methods typically fail to provide sufficient
accuracy for realistic spontaneous speech [8, 9, 10, 11]. In this
paper, we propose detecting breathing sounds in the input sig-
nal by using both acoustic information about the breaths and
context information between them. Accurate detection of the
breath events can also be applied to a quality control of audio
recordings including songs and narrations by attenuating or am-
plifying breathing sounds.

This paper is organized as follows. Section 2 addresses the
problems of typical VAD systems. Section 3 describes our pro-
posed breathing detection method and Section 4 covers the ex-
periments. Finally, Section 5 presents our conclusions.

2. Limitations of VAD
2.1. Basic decision rules

In a standard VAD based on Gaussian mixture models (GMMs),
the decision rule in each frame compares the log likelihood ratio
����� to an appropriate threshold,

����� � ��� ��������� ��� ��������� (1)

where �������� and �������� are the probability density
functions for a speech-absent frame and a speech-present frame
at time � (��: non-speech GMM, ��: speech GMM). The
frame-based VAD information is used for the utterance-based
decision rule. The number of active speech frames determined
by Equation (1) is first counted in a decision buffer consisting
of � -frame VAD flags centered on the current frame to detect
each speech onset point. If the number of frames is more than
a threshold, a frame that is several frames before the current
frame is taken as the start of utterance. Then the end of utter-
ance is found by checking whether or not the number of non-
active speech frames in the buffer is over the threshold. These
thresholds are referred to as SOU and EOU threshold. In addi-
tion, the VAD system checks these conditions [1]:

1. If the length of the detected speech period is shorter than
��, then that segment is considered to be non-speech.

2. If the time from the end of the previous utterance and
the start of the current utterance is less than ��, then the
two extracted speech segments are concatenated as one
speech segment.

3. The detected speech segment is extended by �� before
and after the utterance.

These conditions, particularly 2, can lead to long speech seg-
ments even if different types of VAD algorithms other than
GMM-based algorithms are used. There are several VAD al-
gorithms that can partially control the speech segment length
[1]. However, problems often occur with spontaneous speech.
2.2. Unexpected long speech segment
The most straightforward way to avoid generating long speech
segments is to adjust the threshold in Equation (1) and the EOU
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threshold to configure a high-sensitivity VAD for non-speech
segments. If the EOU threshold is set to a small value, the VAD
easily produces short speech segments. But words are often
divided into meaningless fragments because of double conso-
nants or fillers that have spectra characteristics similar to silence
frames. Thus it is undesirable to tune the thresholds to exclude
long speech segments.

In contrast, when an insensitive VAD for non-speech seg-
ments is applied, there will be relatively few cases in which the
speech segment is divided at linguistically meaningless times,
but the VAD will generate overly long speech segments. When a
speaker delivers a monolog or speaks very quickly, the silences
between the sentences are very short. In this case, the VAD con-
catenates several sentences. One practical solution is to divide
the recognized speech after the ASR process. However that in-
creases the processing time and also causes mis-divisions of the
speech segments during the language processing. In addition,
shorter segments are desired to avoid search errors in the ASR.
When acoustic models are trained, long segments are not usu-
ally used especially for flat-start, as they can lead to unreliable
flat-start segmentation.

In a telephone conversation, the breathing sounds are
clearly audible in the signal because the mouth is quite close to
the microphone. This causes the VAD to sometimes misdetect
the breathing sounds as parts of utterances, which also causes
long segments. In our approach, we exploit the breath events to
divide the detected long segments.

3. Proposed breath detection algorithm
3.1. An overview of the proposed method

Fig. 1 is an overview of the proposed method which has two
steps of breath candidate extraction and verification. First,
the GMM-based VAD described in Section II extracts the
rough speech segments � � ������� � � � ���� � � � ��� �, where
�� � ����� ����, from the input signal. � is the number
of speech segments obtained by VAD and ��� and ��� indi-
cate the start and the end frame of the �-th speech segment.
Each speech segment �� is then split into phrases of suit-
able lengths by using the breath events in the segment �� �
����� ���� � � � � ���� � � � � ��� �, where ��� � ������ �����,
that represents the start and the end frame of the �-th breath
event. A segment will not be divided further if there are no
breaths taken in that segment. This works because the short
sentences without breaths do not need to be divided again. In
the proposed method, the candidates for breath events are ex-
tracted using an acoustic model (AM) for the breath detection,
and each breath candidate is then tested to see if it is actually a
breath event. This architecture seeks high performance by ex-
tracting as many candidates as possible, including ambiguous
candidates that resemble noises, and then removing the false
alerts with an accurate binary classifier.

The GMMs are used as AMs specifically for the breath
candidate detection in the system. The breath event candi-
dates �� � ����� ���� � � � � ���� � � � � ��� �, where ��� �
������ �����, that shows the start and the end frame of the �-
th breath candidate at the �-th speech segment are extracted
by comparing the log likelihood ratio 	��	� to an appropriate
threshold as described in Section 2.1. For breath detection, 
�

and 
� in Equation (1) are assigned for non-breath and breath
events. Then the breath event periods are determined by the
criterion such as the utterance-based decision rule described in
Section 2.1. Here the three particular conditions for VAD shown
in Section 2.1 are not applied for breath detection. After that,

seven elements that show the characteristics of breath events are
obtained for every breath candidate (see Section 3.2). Then the
binary classifier is trained with the feature vectors ��� com-
posed of the seven elements. We use a support vector machine
(SVM) as the binary classifier. In the breath extraction (test-
ing) stage, the estimated GMM and SVM are used to accurately
detect the breathing sounds.

3.2. Features for breath event candidates
Prior studies found that the breathing sounds have the follow-
ing characteristics: (a) there are no harmonics, (b) the dura-
tion of the breath is long, (c) there are very short silence in-
tervals right before and after the breathing sounds, and (d) the
number of zero crossings is smaller than for the consonant /s/
[9]. Based on these findings, our work exploits the information
whether or not there are the silence frames before and after the
breathing sounds, the zero crossing information, and the aver-
age power. These four elements can be individually estimated
for each breath candidate.

1. The GMMs specifically trained for silence detection are
used to find the silence frames before the breath event
by using Equation (1). If the number of silence frames
�
 is over than threshold �
 , then this means there is
a silence portion before the �-th breath candidate of the
�-th speech segment.

�� �

�
�� �� �
 � �

�� �� �
 � �
 �

(2)

2. The silence interval after the breath event is found in the
same manner as 1.

��� �

�
�� �� �� � ��
�� �� �� � ���

(3)

where �� is the threshold.
3. The zero-crossing rate is averaged by the number of

frames of the �-th breath event

��� �
�

���� � ����

�����
	�����

�	� (4)

where �	 is the zero-crossing rate at the �-th frame.
4. The short-term energy is used as

��� �
�

���� � ����

�����
	�����

�	� (5)

where �	 is the energy at the �-th frame.
These four acoustic cues for the breath event candidate are com-
bined to form a feature vector 	�� � ���� ���� ���� ����



for the SVM.
For more accuracy, we introduce three additional compo-

nents based on the context information between breaths. These
elements are based on statistics from actual telephone conver-
sations.

5. The breath detection method with four acoustic compo-
nents sometimes detects the breaths near the start or end
of the speech segment. However almost all of these cases
are potentially false alerts due to noise or the consonant
/s/ or /sh/. Therefore the speech segment is divided into
three parts that correspond to the start, the end, and other
to see the relationship between a breath position and a
speech segment:
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Figure 1: An overview of the proposed breath detection process.

���� �

��
�

�� �� ���� � ��� � ��
�� �� ��� � �� � ���� � ��� � ���
�� �� ��� � �� � ����

(6)
where ���� � ���� � ����� � �����	�
 The delimiters
�� and �� determine which portion the breath event is
assigned to. If the breath candidate is in the start part, its
value is 0, if it is in the end part it is assigned the value 2,
and the middle part is set to 1. In this paper, �� and ��
are set to 100 in 10-ms frame shift, which means 1 sec.

6. It is unnatural for several breaths to be taken within a
short span, for example 1 sec., but a noise can cause this
effect. We calculate time span between breaths

���� �

�
���� � ��������� �� � � �
���� � ���� �� � � �


(7)

When the first breath event in the speech segment is con-
sidered, the inverval between the first breath event and
the start frame of the speech segment is used.

7. The number of breaths in each speech segment ���� �
� depends on the length of the segment, where � is
the number of breath event candidates in the speech
segment. We found that this is useful information be-
cause many false alert breath candidates can be traced to
noises.

Finally, we combine both acoustic elements and context in-
formation between breath events to make the complete feature
vector ��� � ���� ���� ���� ���� ����� ����� ����	

� .

4. Experiments
4.1. Experimental setup

The proposed breath detection method was evaluated with spon-
taneous Japanese telephone speech. The input speech was sam-
pled at 8 kHz and each 25-ms speech segment was processed
every 10 ms. A 256-point FFT for each frame was used after the
framed speech signal was Hamming windowed. The resultant
FFT power spectrum was integrated into the outputs of band-
pass filters with 24 channels of mel-scaled center frequencies.

Then the outputs of the band-pass filters were converted into
12 static cepstrums (MFCC) by using DCT. Next the first-order
and second-order dynamic features were extracted from the two
previous and two following frames. Then feature vectors of 39
dimensions were formed by concatenating static features, first-
order dynamic features (delta features), second-order dynamic
features (delta-delta features), power, 
power, and 

power
and were input into the GMM for the breath candidate detec-
tion. The GMM for breath candidate detection uses 32 Gaus-
sian components and was trained with 2.6 hours of speech data
from 12 speakers. Then an SVM was designed with the set of
feature vectors for the breath candidates described in Section
3.2. The kernel function of the SVM was a Gaussian kernel.
The test data contains 1.2 hours of speech data from 8 speakers.
We used hand-labeled breath boundary information to train the
GMM and SVM.

4.2. Experimental results

Table 1 shows the experimental results. The correct rate and the
accuracy in the table are defined as

������� ���� �
��

�
� ���� (8)

�������� �
�� ���

�
� ���� (9)

respectively, where � , ��, and �� are the total number of test
breaths, the number of correctly detected breaths, and the num-
ber of incorrectly detected breaths. If the intermediate time of
the detected breath is included within the actual breath interval,
the detected breath is regarded as ��. The conventional GMM-
based method shows the result with a standard GMM using the
same processing as the first stage of the proposed method. Here
the proposed method was designed to extract all of the candi-
dates including candidates that are similar to noises, while the
GMM-based method was tuned to provide the highest accuracy
while maintaining a high correct rate. The template matching
indicates breath detection algorithm proposed by Ruinskiy [8].
Our proposed method A shows the results with only four acous-
tic elements for the SVM, in contrast to the proposed method
B that uses all of the components, including the breath context
information.

Comparing the conventional methods with the proposed
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Table 1: Experimental results of breath detection.

Correct rate (%) Accuracy (%)
GMM-based method 99.8 36.1
Template matching 90.4 86.8
Proposed method A
(Only acoustic info.) 98.6 95.7
Proposed method B
(Acoustic + Context info.) 98.9 97.4
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Figure 2: ASR performance with speech phrasing based on
breath events.

method, there is little difference between their correct rates.
However the proposed method is significantly more accurate
since it narrows down the breath candidates by using the SVM
to verify the breath candidates. The proposed method B im-
proved the breath detection accuracy from 95.7% to 97.4% by
including the breath context information, which was relatively
40% error reduction in comparison to the proposed method A
that uses only the four kinds of acoustic information. In terms of
speech phrasing, it is important to show high accuracy for the
breath detection, which means a small number of false alerts.
However there are too many false alerts in the GMM-based
method, and this causes unexpected speech splitting. In con-
trast, although the proposed method B has a few false alerts,
these were caused by ambient noises in the short interval just
before and after the utterance and do not affect the speech phras-
ing.

4.3. ASR tests with breath-event-based speech phrasing
The influence of the speech phrasing based on breath events
in an ASR system was also studied. The motivation of test-
ing using an ASR is that the unexpected long speech input
sometimes causes the degradation of ASR performance. We
used 100 speech segments for the ASR testing that were over
30 seconds long generated by standard GMM-based VAD. The
GMM-VAD was tuned not to generate meaningless word frag-
ments since they cause inrrecorerable substitution or deletion
errors in ASR. For ASR, the input speech is represented by
a static feature vector of 13 dimensional PLPs that are com-
puted from 25-ms frames with a 10-ms frame shift and are
VTL-warped for speaker-adapted decoding. The HMM obser-
vations are computed by splicing nine consecutive frames into a
117-dimensional supervector, then projecting to 40 dimensions
using LDA. The range of LDA transform is approximately di-
agonalized using a global semi-tied covariance (STC) matrix
[12]. STC updates are interleaved with standard HMM updates
during ML training of the acoustic model. Prior to splicing
and projection, the PLP features are mean normalized for the

speaker adapted systems on a per speaker basis. We use fM-
LLR to map the VTL-warped data to a canonical feature space
in which the final decoding is performed. All acoustic models
have quinphone acoustic context. There were 2,500 context-
dependent states corresponding to the leaves of the decision tree
and approximately 100k Gaussian mixture components used in
our experiments. To avoid search errors in scoring using DP
matching between ASR outputs and reference texts, ASR out-
puts and corresponding reference texts were manually devided
into proper lengths before scoring.

Fig. 2 shows the experimental results. When the long
speeches were directly decoded by ASR system without us-
ing speech phrasing, it had character error rate of 13.0%. The
speech phrasing with GMM-based method degraded perfor-
mance because it often divided speeches at meaningless times,
and thus words around segment boundaries were misrecog-
nized in ASR. In contrast, because the proposed speech phras-
ing method could split long segments into semantically grouped
segments of the proper lengths, the word error rate was reduced
to 12.5%.

5. Conclusions
This paper described a method to extract breathing sounds ac-
curately from telephone speech and the sentences are divided
based on the breath positions. The proposed method uses two
stages, one to extract breath candidates and one to verify them.
As input to the SVM-based verifier, both acoustic and context
information for the breaths are used to achieve a high accu-
racy of 97.4%. The proposed speech phrasing based on breath
events also improved ASR performance by reducing search er-
rors caused by unexpected long segments.
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