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Abstract 
In this paper, we investigate the important implications of real-
time processing to the design of a speech activity detection 
(SAD) system, with a focus on the impact of the unique 
constraints posed by online automatic speech recognition. Our 
investigation is built on a real-life application of speech 
technology, the BBN Broadcast Monitoring System (BMS), 
which encapsulates a real-time automatic rich transcription 
system.  We propose a segmentation method that is capable of 
variable scale speech boundary detection in an online SAD 
system and evaluate how different granularities of boundary 
detection impact the performance of speech-to-text (STT) and 
speaker diarization. In addition, the interactions between STT 
and speaker diarization are evaluated and mechanisms for 
trading off the performance of these two system components 
are studied. In our experiment, the segmentation mechanism in 
the proposed SAD system reduces error rates of STT and 
speaker diarization by 2.4% and 9.5% relatively, compared to 
the baseline system. 
 
Index Terms: speech activity detection, speaker change 
detection, speaker diarization, speech recognition 

 

1. Introduction 
Speech activity detection (SAD) detects human speech in an 
audio stream, which is usually the first task in an automatic 
speech recognition (ASR) system. As a result, SAD accuracy 
directly influences performance of subsequent tasks in speech 
processing, such as speaker diarization and speech-to-text 
(STT). One popular approach used in SAD is maximum-
likelihood classification with single speech and non-speech 
Gaussian mixture models (GMMs) [1] or multiple speech and 
nonspeech GMMs [2] trained on labeled data. Different class 
models such as multistate HMMs [3] can also be used. More 
recently, substantial research efforts have been made in 
applying Support Vector Machines (SVM) [4] and Conditional 
Random Field (CRF) [5] to this area. 

Online speech processing systems are widely used in 
applications such as broadcast news analysis and real-time 
machine translation. Compared to its offline counterparts, real-
time speech processing imposes important constraints and 
requires a different set of methodologies in the overall system 
design. In offline systems, finer processing is possible after 
very long segments of speech. If the initial processing 
outcome is not desirable, one can reprocess the speech. This 
processing luxury, however, is not possible for online 
applications. Instead, the strict latency constraint in online 
systems requires that hard speech boundaries be determined 
within certain segment lengths. For example, for the ASR 
system used in the BBN Broadcast Monitoring System (BMS) 
[6] [7] [8], the longest segment of continuous speech allowed 
for processing in buffer is strictly capped to meet the 
requirements of real-time processing and low latency. Apart 

from the obvious limitation on the maximum length of speech 
segments, the existence of such an upper bound for segment 
length also poses a stringent requirement on the accuracy of 
speech boundary detection. This becomes apparent if one 
considers the scenario where an intelligently-detected 
boundary cannot be found before the hard boundary required 
by the online system. In this case, the system is forced to cut 
the speech segment without reliable boundary detection, which 
may result in fragmented words in two separate speech 
segments. This fragmented word can be destructive to the 
accuracy of speech-to-text (STT), as we shall see later in this 
paper. 

Another important aspect of SAD design in real-time 
ASR system is speaker diarization, which usually includes two 
steps of speaker change detection (SCD) and speaker 
clustering. SCD finds the points in the audio stream where 
speaker changes occur. One standard approach used for SCD 
[2] is built upon the Bayesian Information Criterion (BIC). 
Another technique [9] represents fixed-length windows using 
diagonal Gaussian distributions and uses the symmetric 
Kullback-Leibler divergence (KL-2) between two windows to 
detect the speaker change. The importance of SCD is weighted 
differently in online and offline systems. For offline systems, 
it only provides an initial base segmentation for diarization 
systems, which will be clustered and often re-segmented later. 
However, for online applications such as real-time ASR, no re-
segmentation is possible. Therefore, SCD is more essential for 
real-time speaker diarization. 

One trivial solution for creating more hypothesized 
speech boundaries is to craft a segmentation algorithm that 
produces extremely short speech segments. However, such an 
approach inevitably produces segments that are unnecessarily 
fragmented, which will cripple the input needed by subsequent 
speech processing steps. In light of this, we investigate in this 
paper an segmentation mechanism capable of variable-scale 
online speech boundary detection and evaluate how different 
choices of the granularities of boundary detection affect the 
outcome of STT and SCD in a real-time ASR system.   
        Solved separately, the two problems (STT and SCD) can 
benefit from different choices of system parameters used in 
SAD. For example, speech recognition benefits from complete 
speech segments, whereas short speech segments provide 
more hypothesized speaker change points. In an online system, 
short segments are preferred since missing too many change 
points has a bad impact on not only speaker clustering but also 
speech recognition.  
        This paper contributes to the following aspects of 
designing online SAD systems: 
        1) The impact of the speech segmentation granularity in 
SAD, together with the unique requirement of real-time speech 
processing, is evaluated for both STT and speaker diarization. 
        2) The profound interaction between speech recognition 
and speaker diarization is evaluated and the mechanism for the 
tradeoff between the performance of speech recognition and 
speaker diarization is studied. 
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        3) The proposed segmentation mechanism reduces error 
rates of STT and speaker diarization significantly. 
 

2. BBN Broadcast Monitoring System 
In this paper, we use the BBN BMS, a real-time broadcast 
monitoring system, as the baseline system. The BMS is a 
turnkey commercial off-the-shelf product that creates a 
continuous searchable archive of international television 
broadcasts. Real-time broadcast streams from satellite or cable 
are captured by the system. The audio stream is automatically 
transcribed, in real-time, by the core BBN Rich Transcription 
engine and translated into English by the SDL Language 
Weaver Machine Translation (MT) system with an average 
system latency of three minutes.  

2.1. SAD using the Phone-class Decoding 
In BMS, a phone-class decoder is employed to distinguish 
speech and non-speech [10]. Three acoustic classes of vowels, 
fricatives and obstruents are used to represent speech, and two 
acoustic models of music and silence are used to characterize 
non-speech. A five-state HMM is used to model each of the 
phoneme classes. Since this approach provides a phoneme 
label for each frame, initial speech/non-speech segments can 
be created by merging continuous frames with same phoneme 
label. This SAD approach provides a high frequency of silence 
so that approximately 85% of speaker change boundaries can 
be hypothesized in those short bits of silence. However, this 
approach results in high false alarm rate in speech boundary 
detection, which may cause fragmented words or context. 

2.2. Speaker Diarization using BIC 
SCD and speaker clustering are implemented using BIC [10] 
in BMS. For two incoming sequences of speech feature 
vectors x and y, the BICs are computed based on the following 
hypotheses:  
 

H0: x and y are produced by the same speaker 
H1: x and y are produced by different speakers 
 

The difference of BICs is given by 
 

Δ��� = ��� + ��	 log|Σ| − �� log|Σ�| − �� log
Σ�
 − ��(1) 
 

where �� is the number of frames in x, ��  is the number of 
frames in y, |Σ�| is the determinant of the covariance matrix of 
x, 
Σ�
 is the determinant of the covariance matrix of y, and |Σ| 
is the determinant of covariance matrix of the merged cluster 
(x and y). � is a penalty factor, and in our system, penalty 
coefficient � = 0. 
        In BMS, SCD is implemented at the phoneme level to 
decide whether two adjacent phoneme segments are from the 
same speaker. Specifically, the thresholds in BIC are set such 
that the total errors (false acceptance and false rejection) are 
minimized. With such tuning criteria, SCD in BMS tends to 
generate short turns, which are passed to a BIC-based 
clustering process for speaker diarization. 
        In the speaker clustering phase, the first detected speaker 
turn is taken as the first cluster, and the following turns are 
compared with existing clusters using the BIC method so that 
they are either merged into one of the existing clusters or used 
to create a new cluster, depending on whether the minimum 
BIC difference is below a certain threshold.  

2.3. System Constraints 
Figure 1 illustrates the speech processing steps in BMS. Un-
segmented audio input is first processed in five-second chunks 

to extract frame-level acoustic features. A frame is defined in 
every 10ms for Perceptual Linear Prediction (PLP) feature 
extraction. Each frame is then labeled with one of the five 
phoneme classes using the HMM phone-class decoder. 
Continuous frames with the same phoneme label are merged 
into a segment. These segments are used to detect speaker 
turns. In the speaker clustering that follows, a cluster ID is 
associated with each turn of the speaker. Lastly, each speech 
segment from same speaker is passed to the speech recognition 
components. In summary, two constraints are enforced in the 
BMS: 1) feature extraction and SAD are limited to 5 seconds, 
and 2) SCD is limited to 15 seconds of speech segments. 
 
 

Unsegmented Audio Data

Phone-class Decoder (SAD)

Speaker Change Detection

Speaker Clustering

Speech Recognition
 

Figure 1: Flow of speech processing in BMS. 

3. Proposed SAD Approach 
In this section, we propose an  online SAD approach to meet 
the different requirements of real-time speech recognition and 
speaker diarization. 

3.1. Energy-based Segmentation 
Our SAD approach starts with energy-based silence detection. 
Detecting silence allows us to hypothesize speaker change 
boundaries in silence frames, and to exclude silence frames 
from SAD and speaker clustering. In addition, it also provides 
the initial candidate segmentation points.  
        The dynamic energy threshold is calculated in every 5-
second audio chunk by 
 ���� = ����� + �(����� − ����� )                    (2) 

 

where � is an empirical value, i is the index of 5-second audio 
chunk, and �����  and �����  are the averages of top 5% of 
lowest and highest energy signals, respectively. To estimate 
this threshold, rough frame-level SAD results are provided by 
comparing the log-likelihoods of speech/non-speech GMMs. 
In addition, the log-likelihoods calculated in this process also 
assist the following segment-level SAD. If the initial SAD 
results show that there is little speech (< 1 second) in the entire 
5-second chunk, a fixed energy threshold is used. The frames 
with energy below the threshold are labeled as silence. 
Continuous silence frames are merged into silence segments, 
and finally, only those segments longer than frames with a 
minimum duration threshold ���� are labeled as silence. The 
use of threshold ����  increases the reliability of silence 
detection. By adjusting the two parameters K and ���� , a 
variable-scale boundary detection can be achieved. It should 
be noted that only non-silence segments are used in the 
following speech/non-speech labeling process. 

3.2. Speech/non-speech Labeling using CRF  

3.2.1. Conditional Random Fields (CRF) 

In the CRF for SAD [5], speech/non-speech labels are applied 
to speech frames and the first order Markov chain is used. We 
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generalize this work by modeling segment-level labels as 
opposed to frame-level labels in the CRF. In our work, each 
segment created by the energy-based pre-segmentation method 
is modeled as a hidden random variable in the CRF. All 
frames within the segment have the same label. Given an input 
sequence z= [z1, z2, …zT] of temporal feature vectors, the 
posterior probability of the label sequence y = [y1, y2, …yT] is 
given by the CRF [5]:  
 

Pr(�|�) = 1�(�) exp �� � � ������( �!",  �)�,�∈$�
+ � %�&'�&( �, *�)�∈$,&∈- ./                         (3) 

where �(�)  is a constant normalizer, ���  is the weight for 
state-transition between two adjacent segments, %��  is the 
weight of node features, S is the label set, defined as 
S={speech, non-speech}. ���( �!",  �) is defined as: 
 ���( �!",  �) = 31,         �!" = 4 5nd  � = j  0,               otherwise                    (4)� 
 

and D is the feature set, and '�&( �, *�) is defined as 
 '�&( �, *�) = 3 *�[7],    � = 4  0,      otherwise�                          (5) 
 

where *�[7] is the 7-th feature of *� . Note that t only shows 
the temporal order of segments and does not represent the 
actual time.  

        Parameters of the CRF are estimated using the quasi-
Newton optimization method known as L-BFGS [11]. The 
most likely label sequence y is found by the Viterbi algorithm 
[12]. CRF utilizes a discriminative training process and is 
capable of combining features from different sources, which is 
advantageous over the HMM-based generative models.  

3.2.2. GMM Log Likelihood Feature 
The log-likelihoods of speech/non-speech GMMs are used as 
the node features in CRF. The frame-level log-likelihood of an 
M-mixture GMM is defined by:  
 

8(9�) = log : � ��;(9�|<�, Σ�)>
�?" @ ,                    (6) 

 

where �� is the weight of the m-th Gaussian component, 9� is 
the observation of the i-th frame, ;(9�|<�, Σ�)  is the 
Gaussian function with mean vector <� and covariance matrix Σ� , and M is the number of Gaussian components in the 
mixture model. The log-likelihood of a non-silence segment is 
the average of frame-level log-likelihoods 8(9�)  in that 
segment. 

3.3. Combine STT and Speaker Diarization 
To achieve optimal performance for both STT and speaker 
diarization, we use two sets of speech segments with different 
granularities in speech recognition and speaker diarization, 
respectively. One set has fewer segments, but speech 
boundaries between these segments are more reliable. The 
other set has more segments so that more speaker changes can 
be retrieved from speech boundaries between the segments. 
Speaker turn detection and speech recognition are performed 
on the set of segments with reliable speech boundaries. 
Speaker turn detection is performed again using the set of 
segments with more hypothesized speech boundaries, and the 
result is used in speaker diarization. 

4. Experiment Results 

4.1. Experiment Setup 
We used the Hub4 1996 English broadcast news corpus as our 
training data. Three GMMs are used in the SAD system, 
including the universal background model (UBM), and speech 
and non-speech GMMs. A UBM of 2048 Gaussian 
components is trained by three iterations of EM with four 
hours of balanced speech and non-speech data. This UBM is 
then used as the initial model for training speech and non-
speech GMMs. Feature analysis is performed using 29 (14 
base and 15 first-order derivatives) PLP cepstral coefficients 
on a 25-ms frame basis with a 10-ms sample rate. During the 
decoding process, fast scoring using the UBM is performed for 
likelihood calculation. Parameters of the CRF are trained from 
Hub4 1996 "a" show. 
         In the baseline system (phone-class decoder), five phone 
classes of 256-component Gaussians and a Gaussian mixture 
weight for each state in a five-state HMM are trained with the 
same four-hour training data used to train speech/non-speech 
GMMs. Features extracted are 42 (14 base, 14 first-order 
derivatives and 14 second-order derivatives) PLP cepstral 
coefficients and two short-time energy (first and second 
derivative) features. 
         We used the NIST RT04-train as the development set to 
estimate parameters ����  and K described in Section 3.1. ����  is used to reduce the false alarm rate of categorizing 
consonants as silence or breath. The average duration of 
breaths is 32 frames, and the durations of consonants are 
usually shorter than 20 frames. Threrefore, a suitable value of ����is between 20 and 32. To estimate K using Eq. (2), we 
first computed ���� =33.1 and ���� =72.3 from the 
development set, and then determined the energy threshold ���using the following guidelines: 1) the energy of vowels are 
higher than that of consonants, 2) consonants recognized as 
silence or breath can be corrected using  ���� , and 3) ��� 
should be lower than the energy of vowels. The total duration 
of vowels is approximately 63% of the duration of the speech, 
and the energy of the speech (���) is 54.1 when we detect 63% 
of speech. Therefore, � = ABC!ADEFADGH!ADEF ≈0.54. 
         To evaluate the performance of the proposed SAD 
approach in broadcast news, the Hub4 1997 evaluation English 
broadcast news corpus was used. This corpus includes 
approximately three hours of concatenated English radio and 
television broadcast news stories. 

4.2. Experiment Results 
When SAD is a subsystem of a real-time ASR system, it is not 
sufficient to show the performance of SAD using percentages 
of missing speech and falsely accepted non-speech. For 
example, STT errors caused by missing a continuous speech 
segment are usually fewer than errors caused by missing the 
same amount of speech in multiple places, since more words 
are likely to be chopped in the latter case. Therefore, we 
evaluate the SAD performance using the STT word error rate 
(WER) in our experiment. 
        Figure 2 shows the STT WER by tuning K and ����. The 
dotted line parallel to the K-axis indicates the baseline 
performance by using the phone-class decoder for SAD. We 
can see that the proposed system consistently outperforms the 
baseline when the system parameters are chosen properly, for 
example, when ���� = 20~25 and � = 0.55~0.6, which are 
close to the estimated values in the development set. 
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Figure 2: STT WER with tuning � and ���� in SAD 
 
        To understand how the proposed system outperforms the 
baseline in STT, we analyzed the STT output in the baseline 
and in the proposed system when ���� = 20 and � = 0.55. 
We found that many STT errors in the baseline system occur 
in words with unvoiced consonants incorrectly labeled as 
silence. Table 1 lists some examples of these errors from the 
baseline output that are corrected in the proposed system. 
These STT errors are caused by over-segmentation in the 
phone-class decoder. However, this segmentation method also 
provides better opportunities to detect speaker changes.  

Table 1: STT errors in the baseline system 
 

Reference System output #Error 
Explosion X. Lucien 1 sub + 1 ins 
Might be My he 2 sub 
Started Darden 1 sub 

 
        In our speaker diarization evaluation, a one-to-one 
mapping from reference speaker IDs to hypothesized speaker 
IDs is performed so as to maximize the matching ratio 
between speakers of reference tokens and speakers of 
corresponding hypothesized tokens. Since insertion and 
deletion errors in speaker diarization and STT are the same we 
only compared substitution errors in speaker diarization.  As 
shown in Figure 3, the speaker diarization substitution error 
rate generally decreases as ����  decreases and K increases. 
This result suggests that there is a tradeoff between the 
performance of STT and speaker diarization, due to different 
requirements in each process.  
 

 
Figure 3: Speaker diarization error rates with different � 
and ���� in SAD 

        To achieve optimal performance in both, we assigned the 
speaker diarization output obtained when ���� = 10  and � = 0.7  to tokens obtained from the STT output when ���� = 20 and � = 0.55. The combined results are listed in 
table 2. The STT WER of the combined system is the same as 
that of the best single system. The speaker diarization error 
rate is even lower than that of the best single system due to 

reduced deletion and insertion errors of speech recognition. 
When compared to the baseline system, the proposed SAD 
system reduces error rates of STT and speaker diarization by 
2.4% and 9.5% relatively. 
 

Table 2: STT and speaker diarization TER comparison 
 

 STT WER  Speaker Diarization ER 
Baseline 19.14% 25.23% 

Best single 18.69% 24.07% 
Combined 18.69% 22.84% 

 
 

5. Conclusion 
 

In this paper, an online SAD algorithm for a real-time ASR 
system is described. We examine how the performance of STT 
and speaker diarization is correlated with the granularities of 
speech boundary detection in SAD. Our experiment shows that 
by using two sets of SAD segments, significant improvements 
are achieved in the proposed system over the baseline system, 
for both STT and speaker diarization. In future works, we will 
extend our work in other languages and channels, and we will 
also apply CRF to speaker change detection. 
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