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Abstract

This paper presents a method for speaker activity detection in
small meetings. The activity of the participants is deduced from
audio streams obtained by multiple microphone arrays. One of
the novelty of the proposed approach is that it uses a human
tracker that relies on scanning laser range finders to localize the
participants. First, this additional information is exploited by
the beamforming algorithm creating the audio streams for each
of the microphone arrays. Then, at each array, the speaker activ-
ity detection is performed using Gaussian mixture models that
were trained before hand. Finally, a fusion procedure, that also
uses the location information, combines the detection results of
the different microphone arrays. An experiment reproducing
a meeting configuration demonstrates the effectiveness of the
system.
Index Terms: speaker identification, microphone array, fusion

1. Introduction
Small informal meetings are very common in work environ-
ments. To efficiently archive the recording of such a meeting,
it is important to keep trace of ”who talked when” during the
meeting. This task, called speaker diarization, is a subtask of
the transcription of meetings [1, 2]. For speaker diarization pur-
pose, it is desirable to gather as reliable as possible data during
the meeting. However, this requirement should not impose too
much constraints to the participants. For example, the use of tie
microphones and an assignment of the seats would greatly helps
the data gathering process but it would also add an additional
burden to the participants. If such restrictions may be imposed
for some large meetings planned in advance, they are not wel-
comed for the ”everyday informal small meetings” that occurs
in the work place. For such meetings, the participants should
be allowed to seat freely and the use of head-set or hand-held
microphones should be avoided. Thus a convenient speaker di-
arization system should be based on hands-free speech acqui-
sition and be flexible relatively to the positioning of the partic-
ipants. In order to perform hands-free diarization, single mi-
crophone [3] or multiple microphones [4] approaches were pro-
posed. Using multiple microphones, it is moreover possible to
estimate the position of the speakers by exploiting the time dif-
ferences of arrival [5]. Usually, the observed audio streams are
processed to create one stream for each active participant (for
example with audio beamforming in [6]). Then, the diary of
the meeting is built by estimating speaker activity (detecting
someone is talking) and speaker identification (finding who is
speaking).
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This paper focuses on the creation of the audio streams,
the speaker identification and the speaker activity detection for
small meetings. The proposed approach exploits multiple mi-
crophone arrays. But, contrary to other approaches [4, 6], the
positions of the participants are monitored by a human tracker
system based on laser range finders (LRF) [7]. In particular, the
positions given by the human tracker are used to create one au-
dio stream for each of the participants at each of the microphone
arrays. Note that the number of participants is estimated by the
human tracker independently of the fact that they are talking or
not. Speaker activity detection and speaker identification are
performed jointly by using Gaussian mixture models (GMM)
[8] that were trained before hand. During this step, the likeli-
hoods of the different GMMs for the created audio streams are
first combined for each of the microphone arrays. Then the re-
sults from all the arrays are combined (fused) to obtain the final
decision. During this fusion, the weights for the different arrays
are computed using the localization information given by the
human tracker. Thus the main novelties of the paper are the use
of the LRFs to create the audio streams and the use of the LRFs
to fuse the results from the different microphone arrays (which
is different of existing works on array fusion for audio local-
ization [9, 10] or on combination of classifier outputs at post-
decision level for speaker identification [11]). An experiment
conducted in a realistic small meeting situation demonstrates
the efficiency of the proposed approach.

2. Laser range finder

The motion of the participants is monitored using scanning
LRFs mounted on poles around the meeting area’s perimeter
(the LRFs are represented by the circles, in Fig. 1). The LRFs
are mounted above the obstacles, like the table and chairs, to a
height where the torso of the participants (sitting or standing)
could be easily observed. To reduce the errors due to noise and
occlusion, each person is tracked with a particle filter using a
linear motion model with random perturbations. The likelihood
is evaluated based on the potential occupancy of each particle’s
position. By computing a weighted average across all particles,
the positions of the participants are estimated at a frequency of
approximately 37 Hz. Details of this algorithm are presented
in [7]. The number of detected participants at a given time is
denoted by P and their coordinates are {xp, yp}p∈[1,P ].

3. Audio stream creation

In the specific setting described in this paper, there is a main
array T (a 16 microphone uniform circular array (UCA)) and
three secondary arrays (14 microphone arrays with two con-
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Figure 1: Microphone array (A,B,C and T), pole mounted LRFs
(circles except T), table (rectangle), positions of the two partic-
ipants (cross) and beam directions (dashed lines)

centric half circles) denoted by A, B and C, see Fig. 1. In the
remainder, Q = 4 denotes the number of arrays.

In order to monitor the speaker activity, for each time frame,
an audio stream is assigned for each of the P detected partici-
pants for each of the Q arrays.

Let us first consider the qth array. The desired streams are
obtained by processing the observed signals in the frequency
domain. After performing a F bins short time Fourier transform
(STFT), the vector of observed signals in the f th frequency bin
is

Xq(f, k) =
ˆ

Xq,1(f, k), · · · , Xq,m(f, k)
˜T

where k denotes the frame index.
First, the position of the participants (in the referential of

the qth array) given by the human tracker system are used to
estimate a set of delay and sum (DS) beamformers. Consid-
ering only direct path propagation we can write the set of DS
beamformers as

YDS,q
(f, k) = WDS,q

(f, k)Xq(f, k)

where YDS,q
(f, k) are the beamformed audio streams and

WDS,q
(f, k) is the matrix of general term

Wq,ij(f, k) = e
−j2πf

rqij (k)−rqi1(k)

c

with c the celerity of the sound and rq,ij(k) the distance be-
tween the mouth of the ith participant and the jth microphone
of the qth array.

In the remainder, the main array has index q = 1 and sec-
ondary arrays q ∈ [2, 4]. This distinction is introduced because
for each of the secondary arrays, DS beamformers are used
to obtain an audio stream YDS,q,i

for each of the participants.
Whereas for the main array, the audio streams are obtained by
using linearly constrained minimum variance (LCMV) beam-
formers [12].

The LCMV beamformer weights for the ith participant are
given by (for a row vector)

wLCMV,q,i
(f, k) =

wq,i(f, k)K−1
q (f)

wq,i(f, k)K−q 1(f)wH
q,i(f, k)

where wq,i(f, k) is the steering vector pointing to the ith par-
ticipant (i.e. the ith row of WDS,q

(f, k)) and Kq(f) is the

estimate of the noise and interference covariance which is fur-
ther decomposed in two parts

Kq(f) = Γq(f) +

nX
j=1,j �=i

w
H
q,j(f, k)wq,j(f, k)σ2

q,j(f)

where Γq(f) is an estimate of the noise covariance when no
participant is talking and the sum in the second term estimates
the covariance of the interfering signals. The powers of the in-
terfering signals are estimated by

σq,j(f) = var
n
YDS,q,j

(f, k)
o

.

Then the audio stream of the ith participant is

YLCMV,q,i
(f, k) = wLCMV,q,i

(f, k)Xq(f, k)

For the main array, the LCMV beamformers provide an au-
dio stream for each of the detected participants that contains
less interference from the other participants and fewer environ-
mental noise than the DS beamformer streams. For the sec-
ondary arrays, the target speaker and the interfering speaker
may have steering vectors pointing to close directions thus us-
ing DS beamformers was better (see array C in Fig. 1). In the
remainder, we refer to YLCMV,q,i

(f, k) and Y
(i)

DS,q
(f, k) by

Yq,i(f) thus the distinction between the type of beamformer
depends of the array index q.

4. Corpus and GMM
To perform text-independent speaker identification, first GMMs
are trained before hand for a given number of speakers [8]. In
this experiment, nine speakers were considered (5 females and
4 males). In the remainder of the paper, these speakers are des-
ignated by the letters {a, b, c, · · · , i} and the GMMs for these
speakers are designated by {λa, λb, · · · , λi}. The number of
GMM is referred to as M (M = 9). An additional model λn

was also trained for representing the noise in the experiment
room.

For each speaker a common training set of 100 Japanese
sentences from the JNAS database [13] was recorded while sit-
ting at a table in the experiment room. A single microphone
resting on the table was used to capture these training signals.
For each speaker, the 100 utterances were used to estimate the
GMM. First the audio stream was coded in MFCCs (12 MFCCs
and the log energy, their derivatives and their accelerations),
then HTK 3.41 [14] was used to create the GMMs. The noise
GMMwas trained using 15 min of noise only recording. A gen-
eral GMM, designated by λG, was also trained using the 900
speech utterances for normalization purpose [15]. GMMs with
256, 512 and 1024 mixtures were trained.

The test set was recorded in the same room while moni-
toring the movements of the participants with the LRF based
human tracker system. At most only three {d, e, f} of the nine
speakers were sitting around the table and were not constrained
of any manner. Three different sets of 50 sentences from the
JNAS database were prepared and each speaker was assigned
one of these sets. The test set consists of 38 consecutive 500
ms frames for P = 2 (speaker f is reading a test utterance and
a silent experimenter x is present, see Fig. 1) and 18 consecu-
tive 500 ms frames for P = 3 (speakers {d, e, f} are reading a
test utterance together). For each frame, the activity of a given
speaker was determined by listening and hand labeling the sig-
nal from a close talking microphone. There are 130 test frames
in all and the number of active speaker varies from zero to three.
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4.1. Activity detection

For estimating the speaker activity, first a decision is made
for each of the Q arrays then these Q decisions are combined
(fused) to create the final decision.

Let us first present the detection for the qth array. For the
audio stream Yq,i(f) corresponding to the ith participant at the
qth microphone array, the likelihood given by the GMMs are
normalized using the following likelihood ratio

L(Yq,i(f)|λx) = log p(Yq,i(f)|λx)− log p(Yq,i(f)|λG)

for x ∈ {a, b, · · · , i} and

L(Yq,i(f)|λn) = log p(Yq,i(f)|λn)− log p(Yq,i(f)|λG)− ε

for the noise where ε is referred to as the insertion penalty.
A simple decision rule would be to select for each of the

audio stream the model that has the largest likelihood

L(Yq,i|λj) = maxxL(Yq,i|λx).

But this simple decision rule does not take into account that a
given speaker is assigned at most one audio stream by array
because of the human tracker. Thus rather than selecting the
largest likelihood independently on each of the audio streams,
the decision is performed using all the audio streams jointly.
Then for the P positions given by the human tracker, all the pos-
sible configurations of the M speakers and noise are generated
(viable for small meetings). Taking into account that a given
speaker cannot be in two different positions simultaneously and
that several participants can be silent at the same time, the num-
ber of such configurations is

Nconf =

j=PX

j=min(0,P−M)

P !

j!(P − j)!

M !

(j + M − P )!
.

The likelihood Lj,q of the jth configuration for the qth array
is obtained by summing the P likelihoods corresponding to this
configuration. For example for P = 3, the likelihood of speaker
d talking in stream 1, speaker f talking in stream 2 and silence
in stream 3 is Lj,q = L(Yq,1|λd) +L(Yq,2|λf ) +L(Yq,3|λn).
For each of the arrays, the Nconf configurations are sorted in
descending order according to their likelihoods Lj,q. The rank
of the jth configuration for the qth array in the sorted list is Rj,q

(the most likely configuration as rank 1).
Then the fusion of the Q decisions is done by weighting the

ranks for each array and summing them. The rank Rj of the jth
configuration is

Rj =

QX
q=1

αqRj,q .

Finally, the configuration with the smallest weighted rank gives
the assignment between the P positions and the M + 1 models
(M speakers and the noise).

The weights αq are computed using the location informa-
tion given by the human tracker. First, we define the quality
factor γqi for the ith detected participant at the qth array

γqi =
1

Pρqi

PX
j=1

θqij

where θqij is the angle between the participant i and j seen from
the array q (by convention θqii = 360) and ρqi is the distance
between the ith participant and the qth array. The expression

of γqi is motivated by the fact that the audio signal is stronger
if the ith participant is closer to the qth array and that beam-
forming separation is better when the angles between the target
participant and interfering participants are larger. The weight of
the qth array is simply the sum of the quality factors

αq =
PX

i=1

γqi. (1)

5. Experiments
The experiment setup is described in Fig. 1 (where P = 2).

The results of the speaker activity detection experiment are
given in terms of detection, deletion, insertion and substitution
percentages. A detection occurs when the correct speaker is as-
signed to the correct position of an active participant or when
the noise is assigned to the position of an inactive participant.
A deletion occurs when the noise is assigned to the position of
an active participant. An insertion occurs when a speaker is
assigned to the position of a silent participant. A substitution
occurs when a different speaker is assigned to the position of
an active participant. Fig. 2 shows the results versus the inser-
tion penalty ε (for GMMs with 1024 mixtures). The best detec-
tion percentages are given for the different methods and for the
different number of mixtures in Table 1. The proposed fusion
achieves better results than the main array alone by a reduction
of the substitution errors.

In a second experiment, the weights obtained using
(1) were compared to random weights chosen uniformly in
[1, 10, · · · , 990, 1000]. The insertion penalty ε was also uni-
formly distributed in [4.9e−4, 8.9e−4]. The histograms of the
detection ratio for 10000 independent trials are plotted in Fig. 3.
Both fusions results are better than the single array. The best de-
tection is obtained for a realization of the random weights, but
the weights computed with (1) results in a distribution that is
more concentrated on the high values. In particular, there is no
results under 85% whereas random weights can go as low as
70%. The average performance (89.48%) is also higher than
with random weights (87.65%).

Note: The human tracker is a fast and accurate way to ob-
tain the position of the speakers in the {x, y} plane but we have
no access to the z coordinate. In this experiment, we used an
average value for the height of the mouth for a sitting person. A
better solution is to exploit the audio data for determining the
z coordinate. Using robust speaker recognition techniques for
noisy environment is another direction for improvement [16].

6. Conclusion
This paper presents a multi-array approach for speaker activity
detection in small meetings that exploits LRF based localization
for both the creation of audio streams at each array and the fu-
sion of the detection at different arrays. The proposed approach
was showed to improve the detection of speaker activity thus
the next step is to use the detection results to produce the diary
of a real meeting.
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[10] P. Pertillä, T. Korhonen, and R. Visa, “Measurement combina-
tion for acoustic source localization in a room environment,”
EURASIP Journal on Audio, Speech and Music Processing, vol.
2008, no. ID 278185, 2008.

[11] J. Luque, X. Anguera, A. Temko, and J. Hernando, “Speaker di-
arization for conference room: The upc rt 2007 evaluation sys-
tem,” LNCS, vol. 4625, no. 543-553, 2008.

[12] L. Griffiths and C. Jim, “An alternative approach to linearly con-
strained adaptive beamforming,” IEEE Trans. Antennas Propaga-
tion, vol. AP-30, pp. 27–34, 1982.

[13] K. Ito et al., “Jnas: Japanese speech corpus for large vocabulary
continuous speech recognition research,” The Journal of Acoust.
Soc. of Japan, vol. 20, pp. 196–206, 1999.

[14] S. Young, D. Kershaw, J. Odell, D. Ollason, V. Valtchev, and
P. Woodland, The HTK Book Version 3.4. Cambridge Univer-
sity Press, 2006.

[15] T. Matsui and S. Furui, “Likelihood normalization for speaker
verification using a phoneme- and speaker-independent model,”
Speech communication, vol. 17, no. 1-2, pp. 109–116, 1995.

[16] T. Ji Ming Hazen, J. Glass, and D. Reynolds, “Robust speaker
recognition in noisy conditions,” IEEE Transactions on Audio,
Speech, and Language Processing, vol. 15, no. 5, pp. 1711–1723,
2007.

2740


