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Abstract 
In this paper the phoneme errors in adaptation data of HMM 
based synthesis is investigated. Phoneme errors are likely to 
appear in automatic speech recognition (ASR) based 
transcriptions. The research also investigates the perspective 
of merely ASR transcription based unsupervised adaptation. 
To achieve better quality a new method is introduced for 
selecting an optimal subset of ASR transcription based 
adaptation data. Quality evaluation of the method was also 
performed. The results showed that adaptation was successful 
even on higher than 50% phoneme error rates. 
Index Terms: speech synthesis, Hidden Markov Model 
(HMM), Automatic Speech Recognition (ASR), transcription, 
unsupervised speaker adaptation 

1. Introduction 
HMM based speech synthesis has numerous advantages, e.g. 
small footprint, the possibility of creating various voices, 
emotional speech and it is also suitable for creating new voices 
with speaker adaptation [1], [2]. Small amount of audio data is 
enough to create a similar TTS voice to the original speaker’s 
voice characteristics. However, high quality audio data with 
low signal to noise ratio and precise phonetic transcription and 
labeling are necessary. To achieve the best quality, human 
work is required for these steps.  

Creating a synthetic voice with similar characteristics to a 
native speaker is an attractive challenge. HMM based speech 
synthesis offers speaker adaptation: only a moderate size 
speech database is necessary to create a similar voice to the 
target speaker. However, human work is still necessary. 

Unsupervised adaptation means that we can create new 
voices without any human effort. The advantages of 
unsupervised adaptation of HMM speech synthesis are 
appealing: the adaptation to a target speaker’s voice 
characteristics is automatic, which is favorable (1) if large 
number of voices are required or (2) if manual transcription 
and labeling is not possible [3]. 

Probably the most advanced method of unsupervised 
adaptation would be to create a full-context speech recognizer 
and train the speech synthesis HMMs with the output of the 
full-context ASR. Although no studies have been reported 
according to our knowledge on this topic, it is likely to be 
computationally inadequate and would probably create very 
inaccurate labels. 

In this paper an adaptation data selection method is 
introduced, which sets the beam of forced alignment to an 
optimum value to improve the quality of unsupervised, ASR 
transcription based HMM speech synthesis adaptation.  

A listening test was carried out to investigate the effects of 
phoneme errors generated by ASR transcription and to 
determine the phoneme error ratio (PER) which still does not 
significantly influence the final quality; to measure the quality 

difference between supervised and ASR transcription based 
unsupervised adaptation with different PERs; and to explore 
the effectiveness of the proposed method.  

The quality evaluation involves seven voices: six ASR 
transcription based, unsupervised and one supervised HMM 
voice. The unsupervised voices are generated with different 
ASR phoneme error rates and adaptation data selection 
methods. 

1.1. Unsupervised speaker adaptation methods 
Two main techniques for speaker adaptation are available in 
speech recognition and synthesis. Maximum likelihood linear 
regression (MLLR) [1] is applied when the amount of 
adaptation data is small. Maximum a posteriori (MAP) 
estimation [2] requires more data as the Gaussian distributions 
are updated individually. In both cases supervised speaker 
adaptation uses precise phonetic transcriptions, manually 
transcribed or automatically annotated segmentation and 
linguistic labels.  

In ASR systems both supervised and unsupervised 
adaptation are used to increase the recognition accuracy. The 
unsupervised method requires less manual work, but more 
adaptation data; about one hour per speaker is used in practice 
[4].  

There have been several studies about unsupervised 
adaptation in HMM based speech synthesis. [3] introduces an 
interesting method of unsupervised speaker adaptation. In this 
study the adaptation transformation matrices were computed 
from triphone models (only phonetic labels were used). The 
results of the study show that the degradation in quality and 
naturalness is caused mainly by limiting full-context labels to 
triphones, and not by phoneme mismatches.  

Another study [5] investigates a two-pass decision tree 
construction technique for unsupervised adaptation. The 
decision trees of full context models are built in two phases: 
first the segmental, then the supra-segmental features are 
processed. According to the results of [5] there is no perceived 
quality difference between supervised and unsupervised 
adaptation, although the average voice was trained by ASR 
corpora, so it produces very low quality synthetic speech (1.9-
2.0 MOS values [5]), which may hide the quality degradation 
caused by the proposed method. [6] introduces the two-pass 
decision tree technique in a cross-lingual scenario. [7] shows 
another aspect of cross-lingual adaptation, where the state-
level mapping is based on Kullback-Leibler divergence 
between pairs of states from the input and output HMMs. This 
technique is extended by unsupervised ASR transcription 
based adaptation. In [8] an ASR transcription based 
unsupervised cross-lingual adaptation method is shown that 
applies decision tree marginalization and state mapping. Even 
though the phoneme error rate of ASR transcription for 
unsupervised adaptation was around 75% the quality of 
unsupervised and supervised adaptation were quite similar.   
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Many of these unsupervised HMM TTS speaker 
adaptation techniques are using ASR transcriptions, but 
phoneme errors in unsupervised adaptation have not been 
investigated yet. 

2. Quality control of unsupervised 
adaptation data 

Speaker adapted speech recognizers perform well in a given 
domain, but their output still contains various mismatches. 
Depending on the complexity of the ASR’s language model, 
word and phoneme error rates vary. If the recognized speech is 
not domain specific, the quality of the ASR transcription 
decreases. 

2.1. The proposed method 
The adaptation speech corpus is segmented into pieces at 
pauses that are longer than 500 ms (this value is speaker 
dependent). The length of the adaptation corpus is T, the size 
of the beam in the i-th iteration is βi. The speech is recognized 
and transcribed by the ASR engine. The phoneme boundaries 
are determined with forced alignment based on the ASR 
transcription. In the beginning forced alignment is performed 
with a wide beam (high β1 value).  

At the next step we determine ti, which is the length of the 
adaptation data that was successfully labeled by forced 
alignment with βi beam. Then ti is subtracted from the desired 
amount of adaptation data (tLimit). If  

|||| 1 LimitiLimiti tttt ��� �  (1) 

then  

11 ��� ��i  (1) 

and forced alignment is repeated. So if the length of selected 
adaptation data is closer in iteration i. than in iteration i-1. to 
the desired adaptation data length (tLimit) then the βi+1 beam is 
set narrower by one. (In the first iteration the beam is always 
decreased by one.) As the beam is set narrower, units will be 
discarded, which have less adequate recognition results. 

The beam is iteratively decreased until the desired length 
of adaptation data (tLimit) with the narrowest beam is 
determined. The proposed method is illustrated in Figure 1. 

This method can be speeded up by decreasing the beam by 
higher values, and when equation (1) is not satisfied, the 
optimum beam is fine tuned by additional iterations. 
Narrowing the beam is a standard ASR technique, right now 
we use it in a new way for unsupervised HMM TTS 
adaptation. 

Apparently the proposed method gives better quality, if 
more adaptation data are available and segmentation also 
influences the results. According to [9] five sentences are 
sufficient for creating similar voice characteristics to the target 
speaker, although more adaptation data can improve the 
quality. 

2.2. ASR processing 
The TTS adaptation database is transcribed automatically with 
an LVCSR ASR system [4]. The output will contain 
recognition errors, which can be significantly reduced if the 
context of the TTS adaptation database and the ASR training 
database are from the same domain. The following processing 
step is transforming the orthographic output of the ASR 
system into a phonetic representation. (This may be completed 
either by dictionary or by rule-based software modules, 

although in the current paper we only work with phonetic 
transcriptions.) 

2.3. Phoneme errors 
Several types of phoneme errors are possible. In this paper 
only the phoneme errors produced by the automatic speech 
recognizer are investigated. Different type of phoneme errors 
are present, if the CSR system uses dictionary or rule-based 
correction methods.  

 

 
Figure 1: Schematic diagram of the beam based 
selection method. 

3. Experiment and analysis 
To investigate the effect of phoneme errors and to determine 
the phoneme error rate (PER), which does not significantly 
decrease the final quality and to measure the effectiveness of 
the proposed method a listening test was conducted.  

In the experiment a modified Hungarian version of HTS 
[10] with STRAIGHT [11] was used. The average voice was 
computed from five speakers’ data (1.5-2 hours of 
phonetically balanced speech corpus from each). For 
adaptation the Constrained Maximum Likelihood Linear 
Regression (CMLLR) method was used. Only spectral and 
excitation parameters were adapted, duration was inherited 
from the average voice, as ASR transcription does not produce 
punctuation.  

For speech recognition a state-of-the-art Hungarian 
LVCSR system was applied [12]. The triphone based acoustic 
model was trained with 5 hours of speech from 500 speakers. 
The training corpus of the morpheme trigram language model 
contained 1.2 million words in the domain of political news. 
This morpheme trigram resulted 88% phone accuracy. With 
the ASR transcription of this system HMM TTS adaptation 
quality was similar to the supervised version (see pre-tests in 
3.1.), therefore lower quality models were used. To simulate 
worse recognition results the language model was reduced to 0 
grams and 3000 morphemes were used. To produce even 
worse recognition results we added noise to the speech.  
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The adaptation database contained semi-spontaneous 
parliament speeches by a politician with T=62 minute length. 
From this corpus tLimit=10 minutes were selected (1) randomly 
and (2) with the proposed beam based selection method for 
every ASR language model. Furthermore a consensus, 
manually transcribed 10 minutes of randomly selected 
adaptation data was also involved in the test. The PERs and 
word error rates (WER) of the different language models are 
shown in Table 1.  
 

Settings Language model PER WER 
1. Morf, 0 gramm + more noise 88% 100% 
2. Morf, 0 gramm + some noise 70% 100% 
3. Morf, 0 gramm  52% 99,5% 
4. Manual transcription 0% 0% 

 
Table 1. ASR’s error rates for different test settings. 

3.1. Experimental conditions 
The experiment consisted of three main parts: Comparison 
Mean Opinion Score (CMOS), Mean Opinion Score (MOS) on 
naturalness and MOS on similarity to the original speaker. In 
the first section test subjects had to decide on a five point scale 
from two synthesized samples, which one sounds more 
natural. The text of the utterance in an utterance pair was 
always the same. In a pair the same language model but 
different adaptation data selection method was used: one 
sample from the first selection method (RND), one from the 
second (BBS). Altogether 12 pairs were played. In the second 
section the test subjects had to mark on a five point scale the 
naturalness of 28 samples, 4 samples from each system. In the 

third section, test subjects had to rate the synthesized samples’ 
similarity to the natural voice of the original speaker on a five 
point scale. This was also carried out with 28 synthesized 
samples. In the second and third section the utterances were 
different. 

The authors carried out a pre-test with five subjects to 
verify the effectiveness of the test design. In the pre-test 
synthesized voices with 12%, 23% and 31% PER adaptation 
data were also included. The results of the pre-test showed that 
it is adequate to use adaptation data over 50% PER for testing 
purposes, as under 50% PER there was no perceptual 
difference compared to the manual transcription based 
(supervised) adaptation. (The results of the listening test 
confirmed this assumption, see 3.2.1 and 3.2.2.). 

Altogether 29 test subjects (12 female, 17 male) were 
involved in the test. All the test subjects were native 
Hungarian speakers with no known hearing loss. The test was 
internet-based, the average age was 29, and the youngest 
subject was 19, the oldest 60 years old. 7 test subjects were 
speech experts. 

3.2. Analysis of the results 
The results of the listening text are shown in Table 2 and 
represented in Figure 2 according to the guidelines of [13]. On 
the boxplot (Figure 2) the median is a solid bar, the quartiles is 
the box size and the outliers are circles. On the left side of the 
table the adaptation data types -which were involved in the 
test- are listed. The CMOS column refers to the first, the first 
MOS column refers to the second, and the second MOS 
column refers to the third section of the test. In the CMOS 
section the different settings are compared in pairs: A-B, C-D, 

Test Section 

CMOS MOS 
Naturalness of BBS compared to RND data 

selection method with the same settings. 
Naturalness on 

general sentences. 
Similarity to  

original speaker. 
1. 2. 3. 

A Setting 1. RND 4.45 ± 0.55 1.07 ± 0.25 1.61 ± 0.42 
B BBS 1.85 ± 0.77 2.10 ± 0.95 
C Setting 2. RND 3.58 ± 1.07 2.95 ± 0.94 2.45 ± 1.14 
D BBS 3.12 ± 0.91 2.47 ± 1.09 
E Setting 3. RND 3.22 ± 0.85 3.34 ± 1.05 2.5 ± 1.19 
F BBS 3.55 ± 0.93 2.65 ± 1.21 
G Setting 4. - 4.04 ± 0.95 3.2 ± 1.3 

Table 2. Results (mean ± standard deviation) of the listening test.  
RND=Randomly selected 10 minutes, BBS=Beam based selection. The “Settings” are defined in Table 1. 

 

     
Figure 2: Boxplot showing naturalness compared to the other data selection method (left),  

naturalness on general sentences (center) and similarity to original speaker (right). 
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E-F. 1 means the first (RND) data selection method is much 
more natural, 2 means it is more natural, 3 that the two 
samples are identical, 4 means the second (BBS) data selection 
method is more natural and 5 means BBS is much more 
natural.. In the MOS tests 1 is the worst, 5 is the best score. 

3.2.1. The effects of phoneme errors 

The evaluation of the listening tests showed, that as phoneme 
errors increase the naturalness and similarity MOS values 
decrease (E, F is better, than A, B, C, D; C, D is better than A, 
B). This result was expected. 

3.2.2. Supervised versus unsupervised adaptation 

Another important result is the difference in quality between 
the supervised (G) and unsupervised (A, B, C, D, E, F) 
adaptation methods. The quality of E and F are similar to G, 
which means that with ~50% or less ‘ASR like’ phoneme error 
rates the results were comparable to the manual transcription 
case. If phoneme error rates increase to 70% (systems D and 
C) there are worse MOS scores. Over 80% PER (systems B 
and A) the performance was very poor. 

3.2.3. Beam based selection versus random selection 

The first (CMOS) section of the listening test shows that the 
proposed beam based selection method is preferred by the 
listeners. This can be explained by the behavior of the forced 
alignment method. A narrower beam drops those units during 
forced alignment which do not match as well as the units 
which are kept. The difference from the beam based selection 
method is more significant in case of higher phoneme error 
rates (B compared to A). With decreasing PER, the difference 
becomes smaller (D compared to C) and around 50% PER 
there is no perceptual difference between the two selection 
methods (E, F). The naturalness and similarity MOS scores of 
beam based selection are also better in case of higher PERs (B 
compared to A, D compared to C), but the selection method 
has no real influence if the PER is around (or lower than) 50%. 

4. Discussion 
The results of 3.2.1. and 3.2.2. are considered quite interesting. 
It suggests that any ASR engine, which produces better PER 
than 50% is suitable for unsupervised adaptation. Recent 
ASRs can produce a much better quality, consequently ASR-
based unsupervised adaptation might be a technique to create 
new voices with acceptable quality.  

The result may be explained by the phoneme error types of 
the ASR. The spectral distances between the correct and the 
misrecognized phonemes are moderate; consequently the 
adaptation on 50% or less PER still performs well. However 
additional research on spectral distances of phoneme errors 
and further listening tests about the type of phoneme errors on 
different phoneme error rates are necessary. 

The results of 3.2.3. show that the proposed method can 
achieve better quality if the PER is higher than 50%. So it is 
favorable when the ASR performance is limited, for example 
if no language model is available for a given language or task. 

5. Conclusions 
In this paper an adaptation data selection method was 
introduced to improve the quality of ASR transcription based 
unsupervised adaptation for HMM-based speech synthesis 
systems. A listening test was carried out to investigate the 
effect of phoneme errors in adaptation data. Supervised and 
unsupervised adaptations with different phoneme error levels 

were investigated. The effectiveness of the proposed method 
was examined.  

The results show that ASR transcription is suitable for 
unsupervised adaptation if the phone error rate is lower than 
50%. Even if the phone error rate is higher than 50% the 
proposed method improved the quality of HMM TTS 
adaptation. The results are quite promising, further studies will 
be carried out. Different adaptation data selection methods will 
be introduced, other types of phone errors will be investigated 
and duration will be adapted as well. We will also evaluate 
listening test with different length of adaptation data with a 
fixed beam (see 2.1). In this study the adaptation data was 
semi-spontaneous speech. Similar tests are about to be carried 
out with studio quality adaptation corpus as well. 
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