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Abstract
We present an auditory inspired frequency selective extension
to the multiband position-pitch (MPoPi) algorithm and a new
particle filtering algorithm for localization and tracking of an
arbitrary number of concurrent speakers. In the particle filter-
ing framework, we combine standard bootstrap with importance
sampling techniques. The proposed algorithm was tested on
real-world recordings using a 24 channel microphone array in a
meeting room for different location and speaker combinations.
The results show that using the frequency selective criterion
outperforms state-of-the-art and our original algorithms.
Index Terms: speaker localization, speech processing, array
signal processing, direction-of-arrival estimation

1. Introduction
The emergence of array processing techniques offers improved
system performance and the ability to design multiple input sys-
tems for higher quality speech acquisition. These techniques al-
low to solve problems such as source localization and tracking,
which is difficult with single-channel systems. The problem of
source localization is being analyzed and solutions have been
developed with different situations in mind in fields of radar,
sonar, seismology, geophysics, ultrasonics and global position-
ing systems. For speech localization using a microphone ar-
ray consisting of sensor placed at different spatial locations,
the time delay estimation is determined by observing Time-
Difference-of-Arrival (TDoA) or relative delay between two
sensors. With the absence of a reference signal, the delay es-
timate is often acquired by comparing the signals received at
two (or more) spatially separated sensors.

The well-known methods in this area such as: the General-
ized Cross-Correlation (GCC) and variants [1, 2], and Steered
Response Power (SRP) method with PHAse Transform (PHAT)
weighting of the GCC known as SRP-PHAT [3] make no effort
in exploiting features associated with the content of speech sig-
nals, for instance, the signal periodicity present in the voiced
speech, which is also known as pitch. In [4] a multi-band ex-
tension of the joint Position-Pitch (PoPi) algorithm [5] was pro-
posed referred to as the MPoPi method. This method works
well for a single speaker and multiple concurrent speakers for
voiced speech. However, it tends to show erroneous location
estimates for varying speaker interaction scenarios. To improve
the MPoPi performance for multiple concurrent speakers, we
apply a frequency selective scheme that is widely used in Com-
putational Auditory Scene Analysis (CASA) [6] with an ad-

This research was carried out in the context of AAP-COMET, a
joint project of Graz University of Technology, Philips Speech Process-
ing, AKG Acoustics, and ATRONIC Austria.

ditional pre-processing inspired from the correlogram showing
dendritic (or tree like) structures for harmonic sounds. The au-
thors in [7] proposed an enhancement of this technique, which
will be combined with our MPoPi algorithm in this paper to
improve concurrent source localization. Furthermore, we have
defined a new importance sampling function based on this fre-
quency selection criterion in the particle filtering framework,
which will be used for multiple speakers tracking. In [8], we
presented a bootstrap method, where the particles are drawn
without taking into account the current observations and de-
grades when the acoustic sources become occluded for a short
time. In this paper, we propose a scheme which combines the
bootstrap and importance sampling technique for the frequency
selection based MPoPi algorithm presented in this paper. The
proposed methods are tested with real audio data using a 24
channel Uniform Circular Array (UCA) in a meeting room.

The outline of the paper is as follows: Section 2 gives de-
tails about the proposed modification of the MPoPi algorithm
using frequency selective criterion; followed by the descrip-
tion of particle filter based tracking using the new importance
sampling function in Section 3; Section 4 provides experimen-
tal framework details followed by results and analysis. Finally,
Section 5 draws some conclusions and outlines future work.

2. The Multiband Position-Pitch Algorithm
The MPoPi algorithm is an extension of the standard PoPi al-
gorithm [4]. The PoPi algorithm estimates position-pitch re-
lations given microphone pairs. It pre-processes the audio in-
put signals by a filterbank of 64 overlapping bandpass gam-
matone filters, with center frequencies spaced uniformly on
the equivalent rectangular bandwidth scale between 50 Hz and
8000 Hz. For every considered microphone pair, the cross-
correlations of the two input signals are calculated after be-
ing filtered by the corresponding filters of the filterbank. These
cross-correlations CCf (τ ) are normalized and added across all
frequency bands to form a summary cross-correlation function
R =

P64
f=1 CCf (τ ). To evaluate the presence of a periodic

signal with unknown fundamental frequency F0, related to a
source position at an angle ϕ0, the summary cross-correlation
R is sampled as

ρ(ϕ0, F0) =
1

2K + 1
·

K
X

k=−K

R(k · L(F0) + O(ϕ0)), (1)

with L(F0) = Fs
F0

as the number of samples with respect to the

fundamental frequency F0, and O(ϕ0) = d.cos(ϕ0).Fs

c as corre-
lation lag corresponding to the Direction-of-Arrival (DoA) with
respect to ϕ0. Fs is the sampling frequency, c is the speed of
sound in air and d is the distance between a pair of microphones.
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Figure 1: Auto-correlogram (ACG) of a female speaker with a
delay of 3.42 msec shows that there is a harmonic source with
fundamental frequency F0 = 292 Hz.

2K + 1 is the number of correlation peaks considered.
The resulting position-pitch relations can be represented in

a plane, we refer to as PoPi plane, which is evaluated only
for predefined values of L(F0) and O(ϕ0), which are pre-
calculated for frequencies F0 = [80 . . . 400] Hz, and DoA can-
didates ϕ0 = [0◦ . . . 180◦] with a step-size of 1◦. In the case of
the 24 channel UCA, the position-pitch relations are estimated
for pairs of oppositely placed microphones (12 pairs) and then
summed up. In order to cover a 360◦ view, the 0◦-180◦ re-
sponse of each pair was mirrored around its axis before sum-
mation.

2.1. Frequency Selection Criterion

Given multiple speakers with varying combinations of voiced
and unvoiced speech, the joint position-pitch decomposition
over the summation across all frequency channels produces er-
roneous results. This leads to using a mechanism to pre-group
the channels and apply PoPi decomposition on different sets.
In CASA [6], segmentation based on the cross-channel corre-
lation is used to group channels belonging to the same source.
This criterion is based on the structure of the auditory filter-
bank (gammatone filter-bank), where frequency bands are in-
creasingly overlapped as the frequency increases. Therefore, in
general the neighboring channels will correspond to the same
harmonic or formant. In order to quantify their similarity, a
cross-channel correlation C is used as follows

C(f, t) =
1
L

L−1
X

τ=0

Â(f, τ, t)Â(f + 1, τ, t) (2)

where f is the filter index, τ is the time-lag and L denotes
the maximum lag of the normalized auto-correlation function
Â(f, τ, t) of the filtered input signal at the current frame t. The
normalization ensures that cross-channel correlation is sensi-
tive only to the pattern of the periodicity present in autocorrela-
tion functions not to their energy. The channels, whose cross-
channel correlation exceeds the threshold of 0.95 are grouped
together.

In [7], the final spectral grouping on these selected chan-
nels is carried out to extract the periodicity information of
speech sources. The method is based on analysis of auto-
correlogram (ACG) (correlogram is a three-dimensional func-
tion representing sound periodicity, it maps the signal period
energy in a frequency channel of auditory model at different
auto-correlation delay at given time), which exhibits dendritic
(or tree-like) structure for periodic sounds. The dendritic struc-
tures are formed because for voiced speech signal, the fre-

quency channels excited by that signal will show similarity at
the time lags corresponding to the period of repetition. Fig. 1
shows the correlogram of a female speech utterance. The peri-
odicity of speech is illustrated through the presence of the den-
dritic structure, where the stem of the dendrite resides at the
actual fundamental frequency F0.

2.2. Frequency Selection based MPoPi Method

We combine the above mentioned frequency selection tech-
nique as preprocessing step of the MPoPi method to generate
joint position-pitch decomposition based on the spectral group-
ing as follows

RF SP (τ ) =
1

NP
·

NP
X

f=1

CCf (τ ), (3)

where e.g., in case of two speaker scenarios, P = [0, 1, 2]; N1

and N2 are the set of frequency channels belonging to speaker 1
and speaker 2, respectively. For every group of channels, a sepa-
rate PoPi decomposition according to (1) is calculated for func-
tion in (3) such as

ρF SP =
1

2K + 1

K
X

k=−K

RF SP (k · L(F0) + O(ϕ0)). (4)

The resulting algorithm will be referred to as MPoPi-FS. In case
when there is no spectral grouping, the system reverts to the
original MPoPi algorithm by performing decomposition on the
summary cross-correlation by summing all channels.

3. Particle Filter based Tracking
We apply the Particle Filter (PF) tracking to track
speech sources with the source state defined as
Θt = [ϕ̂1, ϕ̂2, · · · , ϕ̂S , S], where ϕ̂s is the DoA for
source s and S is the total number of sources active at the
current time-step t. The measurements, Y1:t = [Y1. · · · ,Yt]
are the marginalized MPoPi decompositions over the F0

dimension, Fig. 2 shows the PoPi plane of two concurrent
speakers (a male at 310◦ and a female at 142◦). The resulting
measurement function Yt in the bottom plot. The aim is to
estimate the posterior filtering distribution p(Θt|Y1:t) using
Bayes’ Theorem as follows:

p(Θt|Y1:t−1) =
Z

p(Θt|Θt−1)p(Θt−1|Y1:t−1)dΘt−1

p(Θt|Y1:t) ∝ p(Yt|Θt)p(Θt|Y1:t−1). (5)

The particle filtering algorithm consists of two steps: first step
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Figure 2: Position-Pitch plane of two concurrent speakers, a
male at 310◦, and a female at 142◦ . The bottom plot displays
the measurement function Yt, that is the MPoPi decomposition
marginalized over the F0 dimension.
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is the prediction step, which will use the combined dynam-
ical model p(Θt|Θt−1), to propagate the previous posterior
p(Θt−1|Y1:t−1), and to give the estimate of the predictive dis-
tribution p(Θt|Y1:t−1). The second step is the update step,
where the likelihood p(Yt|Θt) is combined with the predictive
distribution at time step t.

Particle filters implement the recursions in (5) by using a
large set of discrete samples, so called particles, with associated
probability masses as weights wt. We are using the Langevin
model (βΘ = 0.2 Hz, v̄Θ = 0.1 m/sec) as a dynamical model,
and the likelihood function integrated with a voice activity de-
tector [9] is defined as

p(Y|Θ) = q0 · UD(ϕ̂Θ) + γ · (1 − q0) · P(ϕ̂Θ), (6)

where the subscript t has been omitted for sake of simplic-
ity. The value q0 represents the hypothesis that the measure-
ment originates from clutter, and 1 − q0 indicates that the mea-
surement originates from a true source. ϕ̂Θ corresponds to the
state vector Θ and UD is the uniform probability density func-
tion (PDF) over the considered state-space D. The second term
in (6), the pseudo-likelihood function P(·) is the marginalized
MPoPi decomposition Yt with the normalization constant γ.

We combine the bootstrap method with importance sam-
pling to create an algorithm in order to recover from source
track loss and to be able to re-initialize, which is necessary
for concurrent speaker scenarios. In real-life Bayesian filtering
problems, the posterior density p(Θt|Y1:t) is not available to di-
rectly draw samples from it. An alternative is to use importance
sampling. It relies on the principle that in absence of a poste-
rior density function, the samples can be drawn from an impor-
tance sampling function q(·). For this distribution, the samples
Θ(i)

t , where i is the particle index are drawn from the condi-
tional PDF Θ(i)

t v q(Θt|Y1:t), and the corresponding weights
can be drawn in the following way [10]:

w(i)
t ∝ w(i)

t−1
p(Yt|Θ

(i)
t )p(Θ(i)

t |Θ(i)
t−1)

q(Θ(i)
t |Θ(i)

t−1,Yt)
(7)

The problem of degeneracy, where the variance of particles’
increases over time and after few iterations all but one particle
will end up having negligible weights can by solved by an ap-
propriate choice of the sampling function. In [10], the optimal
importance sampling function has shown to be

qopt(Θ
(i)
t |Θ(i)

t−1,Yt) = p(Θ(i)
t |Θ(i)

t−1,Yt) (8)

In this case, the importance density takes into account the pre-
vious state Θt−1 and the current observation Yt.

3.1. Choice of importance sampling function

In theory, any density with some assumptions can be used as
an importance sampling function. The main objective of such a
function is to redirect the particles such that most of the state-
space with a high posterior likelihood will be explored during
the iterative update of the particles. In literature, the choice
of sampling function varies depending on the given problem.
Therefore, we have derived the importance sampling functions
for our algorithms as

qMPoPi(Θt|Y1:t) = P (9)

It is important to reiterate that qMPoPi is not a PDF but a pseudo-
density function that is not normalized. We apply a similar strat-
egy as proposed in [11] by defining a threshold function, which
is non-zero only for regions of state-space, where P is above a
certain threshold level ξ as

Initialization of Particle Filters:

The particle filters are randomly distributed in the state-
space, {Θ0}i with associated uniform weights {w0

i =
1/N}N

i=1, N is the number of particles.

Iteration (at time step t):

1. Compute Neff given as: Neff = 1/
N

X

i=1

(w(i)
t )2

2. If Neff < N
2 : Importance sampling:

(a) Sample the particles Θ(i)
t v q̃(Θ(i)

t |Y1:t)

(b) Compute the importance weights:

w̃(i)
t = p(Yt|Θ

(i)
t ) · min



p(Θ(i)
t |Y1:t−1)

q(Θ(i)
t |Y1:t)

, 1
ff

,

using (6) and (9)

3. Otherwise: Bootstrap

(a) Sample the particles Θ(i)
t v p(Θ(i)

t |Y1:t−1)

(b) Compute the likelihood weights
wt

i ∝ wt−1
i · p(Yt|Θi

t)

4. Finally, normalize to obtain
N

X

i=1

wt
i = 1.

Location Estimation:

The final estimate for the location of sources can be calcu-
lated by clustering the particles’ set or a histogram measure
using a predefined threshold.

Algorithm 3.1: Proposed particle filtering algorithm
combining bootstrap and importance sampling techniques.

q̃MPoPi(Θt|Y1:t) =

(

1, if P ≥ ξ
0, otherwise

, (10)

where ξ is set to be 35% of the maximum value of P(·).
The proposed particle filtering algorithm is outlined in Al-

gorithm 3.1. This algorithm combines bootstrap and importance
sampling approaches via the effective sample size parameter
Neff. This parameter either selects bootstrap for a fast locking
on to speaker position and for robustness in challenging envi-
ronments [12] or importance sampling for reducing the degen-
eracy problem. For the MPoPi-FS method, both PF approaches
are combined if no spectral grouping exists.

4. Results and Discussion
A controlled set of recordings using a 24 channel UCA with an
inner diameter of 55 cm was carried out in a meeting room. The
dimensions of the room are 6.02 × 5.32 × 3 m with a reverber-
ation time of RT60 ≈ 500 msec. The UCA is configured with
24 Behringer ECM8000 omni-directional microphones that are
connected via an M-Audio Firewire Audiophile Mobile Record-
ing Interface to a laptop computer.

We used a subset of 18 speakers (8 male and 10 female)
from the Grid Corpus [13] for playback. With this subset of
speakers, we set up multiple concurrent speaker scenarios of
30 sec length. Each scenario models a different speaker interac-
tion and a different spatial setting.

The array was placed in the center of the room. The speech
files were played back through Yamaha MSP5A loudspeakers
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positioned at a height of 1.39 m maintaining a constant distance
of approx. 2 m from the array. The audio was recorded with
a sampling rate of 48 kHz and 16 bit resolution. For all evalua-
tions of the algorithms, we use an analysis frame size of 42 msec
with a frameshift of 20 msec.

To compare the different algorithms, we calculate the Cu-
mulative Distribution Function (CDF) of the accuracy of the po-
sition estimation for every algorithm. The CDF plots in Fig. 3
show the position accuracy counts Acc on a frame-level metric
[14]:

Acc =
1

Nt
·

Nt
X

n=1

δ∗(ϕ0, ϕ̂n) × 100%, (11)

where Nt is the number of frames. δ∗ is defined as

δ∗(a, b) =

(

1 if |a − b| ≤ ∆
0 otherwise.

, (12)

where ∆ is a grace boundary around the correct position angle,
where ∆ ranges from 1◦ to 40◦.

Fig. 3 shows the averaged accuracy counts over nine differ-
ent speaker combinations (three male-male, three female-male,
and three female-female) for the SRP-PHAT algorithm alone
and in combination with the particle filtering (SRP-PHAT-PF)
and for the MPoPi algorithm alone and in combination with par-
ticle filtering (MPoPi-PF), with the frequency selective crite-
rion (MPoPi-FS), and with both extensions combined (MPoPi-
FS-PF). Fig. 3(a) shows the CDF for two concurrent speakers
placed at 310◦ and at 328◦. Fig. 3(b) displays the results for
two concurrent speakers placed at 45◦ and at 310◦ .

The use of the frequency selective criterion results in a
strongly significant performance improvement, as the position
estimation accuracies of the different algorithms for a ∆ of 5◦,
this corresponds to a minimal 35 cm inter-speaker distance at
2 m distance, indicate. MPoPi-FS and MPoPi-FS-PF signifi-
cantly outperform MPoPi and SRP-PHAT (p � 0.001 accord-
ing to McNemar’s test).

The results for the particle filtering algorithms are averaged
over 10 iterations using 100 particles. Neff was kept constant for
all algorithms for the sake of comparison. The combination of
particle filtering with MPoPi-FS proves to be beneficial. How-
ever, particle filter tracking does not perform well for MPoPi
and SRP-PHAT. The reason therefore is that the condition of
Neff < N/2 is rarely satisfied for both algorithms. This shows
that Neff can not be kept constant, but should be adapted with
respect to the training data and to the localization algorithm.

From the improvements in both scenarios, we observe that
the frequency selective criterion for speech carry more informa-
tion regarding spatial cues for strong as well as for weak sources
than summing the cross-correlation across all frequency chan-
nels.

5. Conclusions
In this paper, we combine a frequency selective criterion in-
spired from CASA techniques with our MPoPi algorithm. Also,
a new particle filtering scheme with proposed modification is
presented. The algorithms are tested using real audio data
recorded in a challenging acoustic environment. The localiza-
tion and tracking results show that the proposed method per-
forms significantly better than the original and the state-of-the-
art algorithm.
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