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Abstract

This paper presents two approaches to speaker clustering based
on Probabilistic Linear Discriminant Analysis (PLDA) in the
speaker diarization task. We refer to the approaches as the
multifold-PLDA approach and the onefold-PLDA approach.
For both approaches, simple factor analysis model is employed
to extract low-dimensional representation of a sequence of
acoustic feature vectors – so called i-vectors – and these i-
vectors are modeled using the PLDA model. Further, two-stage
clustering with Bayesian Information Criterion (BIC) based ap-
proach applied in the first stage and the PLDA-based approach
in the second stage is examined. We carried out our experiments
using the COST278 multilingual broadcast news database. The
best evaluated system yielded 42 % relative improvement of the
speaker error rate over a baseline BIC-based system.
Index Terms: speaker diarization, PLDA, clustering, i-vectors

1. Introduction
Speaker diarization is the process of partitioning an input audio
data into homogeneous segments according to a specific speaker
identity (it solves the ”who spoke when” task) and it is a useful
preprocessing step in speech or speaker recognition and for in-
dexing of audio archives. It can also improve the readability of
automatic transcriptions. An inherent part of a speaker diariza-
tion system is a clustering module. The aim of clustering is to
group segments of the same speaker together. In this paper, we
investigate two clustering approaches based on the Probabilistic
Linear Discriminant Analysis (PLDA).

The PLDA was initially introduced for the face recogni-
tion task [1] and it was recently successfully applied in the
speaker detection task in the NIST 2010 Speaker Recognition
Evaluation (SRE) [2]. Compared to the face recognition task
based on comparison of two images of a defined resolution,
speaker recognition operates with observations (sequences of
feature vectors) of variable length and thus a projection to a
fixed-dimensional feature vector must be performed. We ap-
ply a simple factor analysis model to extract low-dimensional
representation of audio segments using so called i-vectors as
proposed by [3].

Our motivation for utilization of PLDA stems from the fol-
lowing reasons. First, the PLDA model provides separation
of speaker-specific and nuisance variability. Further, PLDA
provides implicitly symmetric scoring. When deciding about
whether two segments share the same identity or not, traditional
speaker recognition methods usually employ a speaker model,
trained using one of the segments, which is scored against
the other segment. Cross score is computed for swapped seg-
ments [4] and symmetric score is then obtained as average of
both scores. Finally, the PLDA model supports operation with

multiple observations (speech segments in our case). In con-
trast, traditional speaker recognition methods usually handle
multiple segments by merging them into one segment, or equiv-
alently by summation of statistics derived for each segment.

2. Speaker diarization system
Our speaker diarization system consists of three basic modules.
First, after feature vectors are extracted, speech activity detec-
tion (SAD) is applied. Then, speaker change points are detected
by a speaker segmentation module. Finally, segments of the
same speakers are clustered and speaker diarization is provided.
All components of the system use classic Mel-frequency cep-
stral coefficient (MFCC) features.

The speech activity detector has two parts - an energy based
detector with an adaptive threshold and a Gaussian Mixture
Model (GMM) based detector. The aim of the former is to re-
move silent parts from the signal, while the latter does the same
for other non-speech events (especially for music and noise).

The aim of the speaker segmentation module is to find
speaker change points in previously identified speech segments.
For that purpose, we use method based on the Bayesian In-
formation Criterion (BIC) introduced in [5]. This technique
searches for one change point within an adaptive (variable-
length) window that moves subsequently through all the speech
segments.

The clustering module uses bottom-up clustering (a.k.a. hi-
erarchical agglomerative clustering) which is predominant ap-
proach for speaker clustering. First, a similarity measure be-
tween all pairs of speech segments is computed. Next, until the
stopping criterion is met, the most similar pair of speech seg-
ments (clusters) is iteratively merged into a new cluster and the
similarity measure between the new cluster and all remaining
speech segments (clusters) is recomputed.

3. Clustering methods
3.1. BIC-based clustering

Probably the most popular clustering similarity measure is a
metric based on the BIC [5]. The BIC-based criterion compares
the BIC statistic of clusters g1 and g2 with the BIC statistic of
the cluster g which is formed by merging of the g1 and the g2.
We apply a local BIC measure which is defined as

ΔBIC(g1, g2) =(N1 +N2)log |Σ| −N1log |Σ1|

−N2log |Σ2| − αP
(1)

where N is the number of frames, Σ is the full covariance ma-
trix of the data and P is the penalty

P =
1

2

(
d+

1

2
d(d+ 1)

)
log(N1 +N2) (2)
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where d is the dimension of feature vectors and α is a penalty
weight.

In the clustering process, two clusters with the lowest
ΔBIC value are merged together. If a minimal distance be-
tween any pair of clusters is higher than a certain threshold λ

(typically zero), the stopping criterion is met.

3.2. I-vectors extraction

Before we can approach PLDA-based clustering, a fixed-
dimensional representation of a segment of variable length must
be extracted. We employ a simple factor analysis model as pro-
posed by [3]. Let’s assume a GMM trained on data pooled from
many speakers. This model is typically referred to as the Uni-
versal BackgroundModel (UBM). The term supervector is used
to refer to a high-dimensional vector obtained by concatenation
of mean vectors of components of a GMM. Let s be a supervec-
tor representing a speech segment. The speaker-and segment-
specific supervector for j’th segment of a speaker s is defined
using the generative model

ss,j = m+ Txs,j (3)

wherem is the speaker-and segment-independent supervector
(obtained from the UBM), the T is a rectangular matrix of low
rank and xs,j is a random vector having standard normal distri-
bution N [0, I]. The matrix T defines a total variability space
and components of the vector x are the total factor loadings.
Following the terminology of [3] we refer to the vector x as the
i-vector.

A projection from a sequence of feature vectors represent-
ing a speech segment to the i-vector space is provided by com-
putation of a Maximum A Posterior (MAP) point estimate of
the total factor loadings based on zero-and first-order sufficient
statistics gathered employing the UBM [6]. Having a fixed-
dimensional representation we can apply the PLDA. Motivated
by [3] which deals with application of cosine distance scoring
for speaker recognition using i-vectors, we apply unit length
normalization of i-vectors.

3.3. Probabilistic linear discriminant analysis

Now we put aside the assumption of i-vectors having distribu-
tion N [0, I] and consider another factor analysis model that
aims to separate speaker-specific and nuisance variability in the
i-vector space. The PLDA model defines generation process of
the i-vector xs,j as

xs,j = μ+ V ys +Uzs,j + εs,j (4)

where μ is the overall speaker-and segment-independent mean
of the vectors in the training dataset, columns of the matrix V
define bases for the subspace where the speaker-specific vari-
ability resides (the columns are referred to as eigenvoices) and
columns of the matrixU define bases for the nuisance variabil-
ity subspace (the columns are referred to as eigenchannels1).
The term εs,j represents unexplained residual variability which
is defined by the diagonal covariance matrix Σ. The com-
ponents of the vector ys are the eigenvoice factor loadings
and components of the vector zs,j are the eigenchannel fac-
tor loadings. Both loadings vectors are assumed to have stan-
dard normal distribution, i.e. p(ys) = Ny[0, I] and p(zs,j) =

1We adopt the terminology used in speaker recognition where chan-
nel variability is usually supposed to represent not only variance be-
tween telephone and microphone speech but all the nuisance variability.

Nz[0, I]. Please note that the term V ys depends only on the
identity of the speaker and not on the particular segment.

The model represented by Eq. (4) can be expressed in terms
of conditional probability as follows:

p(xs,j |ys, zs,j , θ) = Nx[μ+ V ys +Uzs,j ,Σ] (5)

where θ represents the set of parameters {μ,V ,U ,Σ} that are
estimated using the Expectation Maximization (EM) algorithm
on the background data. These parameters remain fixed during
the recognition phase.

In recognition, we aim to compute the likelihood of the ob-
served data. Considering the clustering task, evaluation of the
likelihood p(x1...N ) thatN observations x1...N share the same
identity is particularly of our interest. Combining the PLDA
generative models for all N observations sharing the identity y
we get a compound model:
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(6)
which we can rewrite as:

x
′ = μ

′ +Aw + ε
′ (7)

because p(w) = Nw[0, I], the likelihood of the compound
model is given as:

p(x1...N ) = p(x′) = Nx′ [μ′

,AA
T +Σ

′] (8)
where Σ′ is block diagonal matrix whose diagonal blocks are
Σ. Eq. 8 thus represents the likelihood that the segments rep-
resented by i-vectors {x1, . . .xN} all share the same identity.
Please note that no point estimates of hidden variables y or
{z1, . . . zN} are used for the likelihood computation, instead
the hidden variables are integrated out [1].

3.4. Multifold-PLDA approach

In the multifold-PLDA approach, a cluster is represented by a
set of i-vectors corresponding to the segments assigned to the
cluster. Let X(g) = {x(g)

1...J(g)} be the set of J
(g) i-vectors

representing a cluster g and x′(g) a compound vector formed
by concatenation of the i-vectors. In the clustering process, we
aim to compare the likelihood of two competing models. Un-
der the first model M0, clusters belong to different speakers
and thus they have different speaker factor loadings y1 and y2.
While under the second modelM1, two clusters belong to the
same speaker and thus have the same speaker factor loadings y.
The criterion used to decide whether the data are more likely
represented by the model with a shared identity or by the model
with different identities is based on the log-likelihood ratio:

LLR = log
p(x′(1),x′(2)|M1)

p(x′(1),x′(2)|M0)
(9)

Because the variables y1 and y2 are independent under the
modelM0, the likelihood can be broken down into

p(x′(1)
,x

′(2)|M0) = p(x′(1)|M0)p(x
′(2)|M0) (10)

The likelihood for the modelM1 is given as follows:

p(x′(1)
,x

′(2)|M1) = p(x′|M1) (11)
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where x′ is formed by concatenation of vectors x′(1) and x′(2).
Likelihoods on the right-hand side of Eqs. (10) and (11) cor-
respond to models with a single identity and are computed ac-
cording to (8).

In the clustering process, the two clusters with the highest
LLR value are merged together. If a maximum LLR value for
any pair of clusters is lower than a certain threshold λ, estimated
on the development data, the stopping criterion is met.

3.5. Onefold-PLDA approach

In the onefold-PLDA approach, a cluster is represented by a sin-
gle i-vector. Sufficient statistics gathered employing the UBM
for each segment assigned to the cluster are summed together
and a MAP point estimate of the total factor loadings extracted
based on these summed statistics. Although, compared to the
multifold-PLDA system, an i-vector must be extracted every
time a new cluster is formed, the onefold-PLDA system is less
computational expensive as only one i-vector per a cluster par-
ticipates in the likelihood computation.

Likewise in the multifold approach, the clustering process
is driven by the LLR values between clusters.

4. Experiments and results
4.1. Datasets

Experiments were carried out using the COST278 multilingual
pan-European broadcast news database [7]. The database com-
prises broadcast news recordings in 9 languages. Authors of the
database have divided the data for each language into a training
set (containing about two hours) and a test set (containing about
one hour).

We divided the data into three datasets. The first set con-
tained all COST278 Croatian, Czech, Hungarian, Portuguese
and Slovak training data giving in total 11.5 hours of audio. This
set was used for training of the UBM and estimation of the total
variability space and parameters of the PLDA model. The sec-
ond set, consisting of 13 shows of various lengths (in the range
from 8.5 to 53.8 minutes) drawn also from the COST278 train-
ing data giving in total 5.89 hours, was used as the development
set for tuning of system parameters. Particularly for estimation
of segmentation and clustering stopping thresholds. Finally, the
third set was used as the test set in our experiments. The set
consisted of 15 shows of various lengths (in the range from 4.1
to 53.2 minutes) drawn from the COST278 test data giving in
total 6.34 hours. The development and test data were limited
to 5 languages: Belgian Dutch, Czech, Hungarian, Slovenian
and Slovak. The streams in COST278 corpus contain also com-
mercials which are not annotated. The commercials were thus
removed from the streams used in development and test sets.

4.2. Evaluation metrics

Performance of diarization systems is usually evaluated by the
Diarization Error Rate (DER) as the primary metric. The DER
was defined by the National Institute of Standards and Technol-
ogy (NIST) [8] and it can be decomposed as:

DER = SPKE + FA+MISS (12)

where the SPKE represents the speaker error rate, the FA is the
speech false alarm error rate and the MISS is the missed speech
error rate. The SPKE reflects the amount of speech data that is
attributed to a wrong speaker given the optimum speaker map-
ping between a system output and a reference diarization. The

FA reflects the amount of non-speech segments that were rec-
ognized as speech and the MISS reflects the amount of speech
segments that were recognized as non-speech. Because all our
evaluated systems share the same SAD and speaker segmen-
tation modules, we use the SPKE as the primary metric. The
NIST scoring tool2 was employed to compute the metrics for
our experiments. Likewise in [8], a forgiveness collar of 0.25 s
(both + and -) was not scored around each boundary.

4.3. Baseline system

The SAD achieved FA of 0.8 % and MISS of 3.2 %. We found
that higher value of the MISS is caused by inaccuracy of refer-
ence annotations. The average length of speech segments after
segmentation was 3.6 s.

The baseline system employs the BIC-based clustering ap-
proach. First, performance for different values of the BIC
penalty weight α was evaluated. We found that the systems
using a value of the stopping threshold λ estimated on the de-
velopment data yielded better performance than the systems op-
erating with zero value of the threshold. The best performance
was provided by the system using penalty weight α of 4.0 and
the stopping threshold λ of 1268.8. The system achieved SPKE
of 24.9 % which corresponds to the DER of 28.9 %. These
results are considered as baseline.

4.4. PLDA system training data

The UBM with 1024 components was trained using data from
1007 speakers (2530 segments, 11.5 hours). The total variabil-
ity space was estimated using a subset of the UBM training data
resulting from the condition of minimal length of a segment of
3 seconds and using at most eight segments per speaker. This
resulted in 2050 segments (10.2 hours) from 909 speakers. The
eigenvoices and eigenchannels were jointly estimated [1] using
data from speakers for which at least three segments of mini-
mal length of 3 seconds are available, in total 1528 segments
(7.5 hours) from 280 speakers were used. The average length
of segments used in training is 17.8 s. For training of all sub-
spaces, we employed the EM-algorithm proposed by [9] which
performs both maximum likelihood and minimum divergence
update at each iteration.

4.5. Multifold-PLDA system

Various configurations were examined differing in the num-
ber of Gaussians in the UBM, dimension of the total variabil-
ity space and the number of eigenvoices and eigenchannels in
the PLDA model. Table 1 shows results for two best perform-
ing configurations. The UBM with 256 Gaussians was used
to extract the sufficient statistics in both cases. Although non-
symmetric numbers of eigenvoices and eigenchannels were also
examined, symmetric configurations always yielded better per-
formance. The system employing 400-dimensional i-vectors
and the PLDA model with 200 eigenvoices and 200 eigenchan-
nels yielded 36 % reduction of the SPKE.

Table 1: Results for the multifold-PLDA system.

rk(T ) rk(V ) rk(U) SPKE [%] rel. impr. [%]
300 150 150 17.2 30.9
400 200 200 15.9 36.1

2http://itl.nist.gov/iad/mig/tests/rt/2006-spring/code/md-eval-v21.pl
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4.6. Onefold-PLDA system

Table 2 summarizes results for the best performing setups of the
onefold-PLDA system (again the UBMwith 256 Gaussians was
employed) and shows that the system also outperforms the base-
line system. However, the performance improvement is of much
smaller extent compared to the multifold-PLDA system. We at-
tribute this to the loss of information caused by summation of
the sufficient statistics. In case that the clusters belonging to the
same speaker are merged together, we obtain a better estimate
of i-vector components by virtue of summation of the statistics
over the clusters since the summation averages out the intra-
speaker variability. In contrast, when two clusters belonging to
different speakers are merged, we obtain an i-vector belonging
to a synthesized identity. This seems to have more impact than
a contamination of a set of i-vectors representing a cluster by
i-vector belonging to a different speaker which would occur in
case of the multifold-PLDA system.

Table 2: Results for the onefold-PLDA system.

rk(T ) rk(V ) rk(U) SPKE [%] rel. impr. [%]
300 100 100 22.5 9.6
300 150 150 21.8 12.4
400 200 200 23.0 7.6

4.7. Two-stage clustering

We hypothesize that the MAP point estimate of the total fac-
tor loadings (i-vectors) for segments of short duration cannot be
estimated reliably which may harm the clustering process par-
ticularly at early phases. This problem relates at various extent
to both PLDA-based systems. To cope with the problem we em-
ploy two-stage clustering. In the first stage, we use BIC-based
clustering with zero value of the stopping threshold λ and value
of the BIC penalty weight α set so as to under-cluster the seg-
ments. In the next stage the PLDA-based clustering is applied.
Table 3 shows achieved results.

Table 3: Results for two-stage clustering.

Multifold-PLDA system Onefold-PLDA system
BIC α SPKE rel. impr. BIC α SPKE rel. impr.

[%] [%] [%] [%]
rk(T ) = 300, rk(V ) = 150, rk(U) = 150

2.0 17.0 31.7 2.0 19.2 22.9
2.5 18.3 26.5 2.5 16.0 35.7
3.0 18.9 24.1 3.0 14.5 41.8

rk(T ) = 400, rk(V ) = 200, rk(U) = 200
2.0 14.9 40.2 2.0 19.0 23.7
2.5 14.7 41.0 2.5 16.6 33.3
3.0 15.1 39.4 3.0 16.9 32.1

Significant effect of the two-stage clustering scenario was
observed particularly for the onefold-PLDA system. All eval-
uated setups of the system provided performance improve-
ment. The system employing 300-dimensional i-vectors and
the PLDA model with 150 eigenvoices and 150 eigenchannels
achieved the best overall SPKE of 14.5 % (42 % relative reduc-
tion) for the BIC penalty weight of 3.0 used at the first stage.

For the multifold-PLDA system, rather minor effect of the
two-stage clustering was observed for both system’s configu-

rations from Table 1. Better performance was yielded by the
larger system. For the BIC penalty weight of 2.5, the system
achieved SPKE of 14.7 % (41 % relative reduction). Compared
to the onefold-PLDA system, the multifold-PLDA seems to
provide better performance for more under-clustered segments
which corresponds to the performance of both systems in the
one-stage clustering scenario. However, two-stage clustering
scenario improves performance for both systems.

5. Conclusions
In this paper we have described our speaker diarization sys-
tem and presented two speaker clustering approaches based on
the PLDA. The system using the first approach, denoted as
the multifold-PLDA system, outperformed the baseline system
based on the BIC relatively by 36 % in terms of speaker er-
ror rate. The onefold-PLDA system based on the second pre-
sented approach yielded 12 % performance improvement over
the baseline. We argue that the i-vectors representing the speech
segments cannot be estimated reliably for short segments and
employ two-stage clustering. The first stage uses BIC-based
clustering to under-cluster the segments and PLDA-based clus-
tering is performed at the second stage. Significant effect of the
two-stage clustering was observed particularly for the onefold-
PLDA system. The onefold-PLDA system used in two-stage
clustering scenario achieved the best overall speaker error rate
of 14.5 %which corresponds to 42 % relative improvement over
the baseline error rate of 24.9 %.
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