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Abstract

This paper analyzes the human performance of recogniz-
ing drunk speakers merely by voice and compares the results
with the performance of an automatic statistical classifier. The
study is carried out within the Interspeech 2011 Speaker State
Challenge [1] employing the Alcohol Language Corpus (ALC)
[2]. The 79 subjects yielded an average performance of 55.8%
unweighted accuracy on a balanced intoxicated/non-intoxicated
sample set. The statistical classifier developed in this study
reaches a performance of 66.6% unweighted accuracy on the
test set. In comparison, the subject with the highest perfor-
mance yielded 70.0%. Our classifier is based on 4368 acoustic
and prosodic features. Incorporating linguistic features along
with feature selection using Information Gain Ratio (IGR) rank-
ing added 0.7% absolute improvement with resulting in a 29%
smaller feature space size.
Index Terms: classification, speaker state, intoxication, alco-
hol, support vector machine, inter-rater agreement

1. Introduction
Deriving knowledge from a speaker’s voice has been on the
agenda of the research community for years and goes beyond
the question what a speaker says, i.e. automatic speech recog-
nition, or who the speaker is, i.e. speaker identification. For
Spoken Dialogue Systems (SDS) this knowledge can be used
to render systems more adaptive and user friendly than they
are nowadays. In fact, the core issues that arise in the con-
text of extracting knowledge from voice are various and address
static characteristics of a speaker, e.g. gender, age [3], native
language skills, or dynamic aspects such as the emotional state
[4]. The quest for a high and comparable performance of sta-
tistical classifiers has motivated a series of competitions at the
world’s largest conference on automatic speech processing, In-
terspeech: the Emotion Challenge in 2009, that dealt with the
prediction of emotional states and the Paralinguistic Challenge
in 2010, that addressed the recognition of age and gender. The
2011 Speaker State Challenge addresses further dynamic as-
pects of speech: the intoxication and sleepiness of a speaker.
This paper is concerned with issues related to the intoxication
sub-challenge. We pursue the question, how reliable humans
can determine whether a speaker is intoxicated. In a second
step, we create a statistical classifier that is based on acoustic
and prosodic features and extract linguistic features from man-
ual transcriptions.

This contribution is organized as follows: In Section 2 we
describe related work. Section 3 presents the modalities of the
human experiment and its results. That followed, we introduce

linguistic features in Section 4 and study the performance of
feature selection on the two feature sets.

2. Related Work and Human Performance
Benchmarks

It can be assumed that the performance of an automatic classifi-
cation is heavily dependent on the “ease” of the task. Discrimi-
nating between the genders is straight-forward for both humans
and the statistical classifier. For automatically discriminating
between gender, even a single rule can be applied to linearly
separate male and female which already delivers satisfying per-
formance scores: [5] use a pitch threshold of 160Hz. The dis-
tinction of speaker age turns out to be more complicated, for
that reason alone that age has to be determined on a continuous
scale and the fact that age characteristics are less obvious. Even
the task whether a speaker is senior (≥ 60) or non-senior (< 60)
reaches low agreement between human raters. It could be fur-
ther shown that with decreasing length of a speech sample, the
distinction of age is increasingly difficult, see e.g. [6].

To measure the level of agreement between human raters,
the Cohen’s Kappa coefficient [7] expressing the Inter-rater re-
liability is frequently used. It is the ratio of the chance level
corrected proportion of times that the labelers agree to the max-
imum proportion of times that the labelers could agree. The
agreement between two raters is calculated as

κ =
p0 − pc
1− pc

where p0 is the relative agreement between the raters and
pc the hypothetical agreement by chance.

Please note that an agreement on some tasks is easier to
reach than on others: the agreement of rating the gender of
speakers will yield higher rates between labelers than the agree-
ment in an emotion rating task.

In [8], several tasks are evaluated: 200 calls to a call agent
from AT&T’s “How May I Help You” system were labeled by
two human labelers, assigning labels in the categories gender,
age, dialect, and emotion. Gender recognition as the easiest
task generated the highest inter-rater agreement with κ = 1.0,
followed by a distinction of 7 American English dialects with
κ = 0.58, age (young, adult, senior) with κ = 0.5, and emo-
tions (neutral, with emotion) with κ = 0.42.

Kappa values on inter-rater agreement for anger detection
have been reported in [9]. 1,911 calls containing 22,711 utter-
ances from the SpeechCycle Broadband Agent were labeled by
three different raters with one out of four labels (hot anger, an-
noyed, non-angry, garbage) resulting in an average rater agree-
ment of κ = 0.7. On the same data, age recognition was per-
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formed in [6]. Using this data we calculated inter-rater agree-
ment of age three labelers assigning the labels < 60, ≥ 60, and
unsure to the callers, resulting in κ = 0.21.

It can be assumed that a low agreement on the different cat-
egories in the training and test data implies a low classifier ac-
curacy. This seems natural since in cases where humans can
only agree with difficulty on which category a speech sample
belongs to, the classifier itself will likewise have trouble in dif-
ferentiating between the blurred patterns.

3. Human Performance Study
For the study, a balanced set of 3200 audio samples was selected
randomly, all drawn from the training set of the ALC. As we as-
sumed that the human raters’ attention decreases the more sam-
ples they rate, the set was further divided randomly into subsets
consisting of only 50 audio samples each, whereat one subset
was used three times in order to compensate for different rating
behavior. Each rater was asked to assign each sample to one
out of the two categories drunk and sober. The samples were
presented to the raters on a web-page, which also allowed for
easy distribution. By that, we were able to reach many raters
on short notice. Moreover, to motivate the participants we de-
signed the study as a challenge. The aim was to tell better than
the other participants, whether a sample originates from an in-
toxicated or non-intoxicated speaker. The four best participants
were rewarded with book vouchers from 10-20e.

In total there were 79 participants forming a heterogeneous
group with an average age of 34.2 years and a standard devia-
tion of 12.6 years. The oldest person was 65 years old and the
youngest person was 20 years of age. Out of the 79 people, 48
were male and 31 female.

For the data, the weighted accuracy (WA) and unweighted
accuracy (UA, also known as unweighted average recall) were
applied as measure of performance. These results are presented
in Table 1. Table 2 displays recall and precision of the different
classes. It can be seen that the results are independent from
gender or age of the raters. Further, the raters yielded a higher
precision on recognizing intoxicated people but a lower recall
on non-intoxicated ones.

Category number of participants WA UA
total 79 55.5% 55.8%
male 48 56.4% 56.6%
female 31 54.2% 54.6%
age < 50 65 55.4% 55.6%
age ≥ 50 14 56.1% 56.8%

Table 1: Statistics on the raters: No obvious distinction can be
made about the rater performance with respect to gender or age.

For evaluation, we did not only investigate the performance
of the raters on the whole data set but also on subdivisions re-
garding the blood alcohol concentration (BAC) and the audio
sample length. We tried to validate two assumptions: As, in
general, the ability to speak flawlessly decreases with rising
BAC, people can tell better that a person is intoxicated. As an
implication, the highest uncertainty about the speaker state ex-
ists with a low but not zero BAC. Secondly, the longer people
listen to speech, the easier they can tell if this person is intox-
icated. Thus, UA is supposed to rise with increasing segment
length. The first assumption could be validated as can be seen in
Figure 1. The curve shows that the accuracy for non-alcoholized

Category intoxicated non-intoxicated
recall

total 45.2% 66.4%
male 46.1% 67.1%
female 43.8% 65.5%
age < 50 46.0% 65.2%
age ≥ 50 41.4% 72.2%

precision
total 58.7% 53.4%
male 59.2% 54.6%
female 58.0% 51.7%
age < 50 58.1% 53.5%
age ≥ 50 61.9% 53.1%

Table 2: Recall and Precision of the raters: Recall for non-
intoxicated people was better than for intoxicated, whereas in-
toxicated people generated a higher precision.
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Figure 1: Rater performance with respect to BAC: Non-
alcoholized and strongly alcoholized people are recognized
best. Recognition of slightly alcoholized people is harder. The
blue curve describes the accuracy (left axis) and the red bars the
amount of examples (right axis). The labels on the horizontal
axis denote the BAC per mill. So, for instance, out of the 677
samples with a BAC of 0.0 per mill, 66% have been classified
correctly. Results for 0.2, 0.3 and 1.5 per mill can be seen as
outliers as only limited data was available.

speech samples is high. It declines rapidly for low blood alco-
hol concentrations and rises again with rising BAC. (As we only
had very little data for 0.2, 0.3 and 1.5 per mill BAC in the cor-
pus, these values can be seen as outliers.)

As for the second assumption, we were not able to validate
it. The curve in Figure 2 shows no sign of regularity. This in-
dicates that there is no correlation between human rater perfor-
mance and the duration of the audio material when classifying
persons as intoxicated. It should be noted, though, that most
of the audio samples had a length less than 10 seconds. For
longer sound file durations definite assumptions about the UA
of human raters cannot be made.

Furthermore, we applied majority voting on the ratings.
Since each audio sample was rated by three raters and marked
as intoxicated or non-intoxicated speech this could yield a more
clear vote. Table 3 shows the results. The UA improved only
slightly by 1.6 percentage points, which is a first indication that
the inter-rater reliability is low.
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Figure 2: Rater performance with respect to audio sample du-
ration: There is no visible sign of any correlation between the
duration of the audio signal and the ability to tell if the person
was intoxicated or not. The blue curve describes the unweighted
accuracy (UA, left axis) and the red bars the amount of exam-
ples (right axis). The labels on the horizontal axis denote the
file duration in seconds of the files assigned to this bin.

Category UA
all 55.8%
best rater 70.0%
worst rater 38.3%
maj. voting 57.4%

Table 3: Rater performance: Majority voting slightly improves
the overall UA.

The inter-rater reliability was investigated using Cohen’s
Kappa. It was calculated for each subset by averaging over the
Kappas of each rater pair. The resulting Kappa values were fur-
ther averaged creating the final Kappa value of this study. As
can be seen in Table 4, the ratings are very inconsistent with
κ = 0.15. It is notably much smaller than Kappa values of
other tasks, like recognition of emotion or age, indicating that
even humans have a hard time telling if a person is intoxicated
or not. (It should be noted that the BAC range of the intoxicated
group started at 0.2 per mill.)

4. Statistical Classification
For statistical classification, we used a total of 4368 acous-
tic and prosodic features. A description of the features can
be found in [1]. Additionally, we extracted 19 features from
the linguistic transcriptions. These features included the to-
tal number of words per utterance plus number and rate of
repetitions, hesitations, interruptions, corrections, word length-
enings, wrongly pronounced words, and pauses (additionally
split into short and long pauses). In accordance to the baseline
of the challenge, the training set including the linguistic fea-
tures was balanced using the Synthetic Minority Over-sampling
Technique (SMOTE) [10]. Classification was performed using
a Support Vector Machine (SVM) with linear kernel implement-
ing Sequential Minimal Optimization (SMO) for learning. Af-
ter optimization of the complexity of the SVM, we reached an
unweighted accuracy of 65.3% with a complexity of 0.05. As
provided by the challenge, the training set was used for training

Task avg. κ max. κ min. κ
Alcohol Language Corpus

intoxication 0.15 0.4 -0.5
How May I Help You

emotion 0.42 - -
age 0.5 - -
dialect 0.58 - -
gender 1.0 - -

SpeechCycle Broadband Agent
age 0.21 - -
anger 0.7 - -

Table 4: Rater agreement: classification of intoxication is a hard
task for humans and the results majorly depend on the raters.
This is further emphasized by comparison with Kappa values of
other tasks (taken from [8] and [9]).
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Figure 3: Learning curve of feature selection using IGR: learn-
ing using only acoustic and prosodic features (baseline feature
set, red curve) is clearly outperformed by using additional lin-
guistic features (blue curve).

of the SVM and the development set was used for evaluation.
In a second step, feature selection was performed on the

training data. For this, all features were weighted using the
information-gain ratio (IGR). Through subsequent addition of
the highest weighted feature, a learning curve was generated.
The current feature set was evaluated using the before men-
tioned setup using a SVM with the optimal complexity of 0.05.
This was done for the training data with the baseline feature set
and the extended feature set alike. However, for the baseline
the complexity was 0.01 (cf. [1]). The UA was calculated after
each evaluation and the resulting curves can be seen in Figure
3. It is visible that classification using the extended feature set
clearly outperforms classification with the baseline feature set.
The extended set yields a maximum UA of 66.1% with 3015
features versus a maximum UA of 65.3% with 3839 features
for the baseline feature set.

An overview over the results is presented in Table 5.
Adding linguistic features alone does not yield higher perfor-
mance. Only with additional ranking using IGR and subsequent
feature selection, the performance increases significantly. Us-
ing test and training data together for training of the SVM with
optimal configuration (extended feature set, best 3105 features,
C=0.05), the evaluation on the test set shows an improvement
of the recognition rate of 0.7 percentage points.
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Feature set # features UA
train vs. devel

acoustic 4368 65.3%
acoustic + linguistic 4389 65.3%
acoustic (IGR) 3839 65.3%
acoustic + linguistic (IGR) 3105 66.1%

train + devel vs. test
acoustic (challenge baseline) 4368 65.9%
acoustic + linguistic (IGR) 3105 66.6%

Table 5: Results of the classification: Feature selection on the
combined feature set of acoustic, prosodic, and linguistic fea-
tures using IGR outperforms classification without feature se-
lection or without linguistic features.

In addition, we also applied another feature selection tech-
nique based on IGR ranking. Only features contributing to an
increase of the learning curve were used. For that, the UA uai
was compared with the UA uai+1 on the same feature set but
with addition of feature i + 1. Using that, we created two dif-
ferent feature sets: feature set A consisted of all features which
fulfilled uai+1 > uai. Set B consisted of all of the features of
set A plus all features, which fulfilled uai+1 = uai if and only
if the weights of the features i+ 1 and i were equal. These sets
were further divided into two instances: instance all consisted
of the features as described above. Instance opt consisted only
of these features up to the optimal number of features according
to IGR ranking. The UARs are presented in Table 6. It can be
seen that even a feature set consisting of only 32% of the initial
features (acoustic, prosodic, and linguistic) can compete against
the full feature set.

Feature set # features UA
A.all 2631 65.6%
A.opt 1726 64.2%
B.all 1714 65.3%
B.opt 1392 65.4%

Table 6: Unweighted accuracy of different feature sets based
upon IGR ranking and the resulting learning curve.

We further compared the results of the statistical classifica-
tion with the results of the human raters (see Sec. 3) displayed in
Table 7. For both human and statistical classification, the recall
of non-intoxicated persons is higher than of intoxicated ones.
Here, classifier and humans correspond. In contrast to this the
SVM can recognize non-intoxicated persons better while hu-
mans are able to recognize intoxicated persons better. More-
over, statistical classification outperforms human performance
drastically. The UA of humans is 10.8 percentage points below
the results of the statistical classifier.

5. Conclusion and Discussion
In this paper, we investigated the complexity of the task of dis-
tinguishing between intoxicated and sober people merely by
speech. We performed a study with human raters showing that
even humans do not agree with each other about whether a per-
son is sober or drunk. This is indicated by very low inter-rater
agreement. Further, we implemented a statistical classification
mechanism incorporating linguistic features and applying fea-

Classification intoxicated non-intox. average
recall

human 45.2% 66.4% 55.8%
statistical 62.5% 70.7% 66.6%

precision
human 58.7% 53.4% 56.1%
statistical 64.5% 68.9% 66.7%

Table 7: Recall and precision of human raters compared to sta-
tistical classification: Whereas recall of non-intoxicated persons
is higher than of intoxicated persons for both humans and the
SVM, humans have a higher precision on intoxicated and the
SVM on non-intoxicated persons.

ture selection using IGR ranking and comparing it to IGR rank-
ing performed on the baseline feature set. We showed that only
with additional linguistic features better classification results
can be achieved using IGR ranking. Finally, by comparing the
statistical classifier with human performance, it can be noted
that the statistical classifier yields better results than humans.
However, it has to be kept in mind that the classifier has been
trained with domain data before, whereas the participants have
not seen specific samples of the corpus before rating. Since we
anticipate that the participants are generally able to determine
drunk speakers, we consider this fact less important.
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