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Abstract
Modeling speaker-specific intonation is important in several ar-
eas, including speaker identification, verification, and imitation
using text-to-speech synthesis. However the choice of the into-
nation model and the estimation of its parameters from sponta-
neous speech remains a challenge. We propose a way to esti-
mate speaker-specific intonation parameters for a particular su-
perpositional model, the Simplified Linear Alignment Model
[1], using robust per-utterance and overall statistics of spon-
taneous speech. We used this method to compare the intona-
tion of children with autism or language impairment, who often
have atypical speech prosody, with that of typically developing
children. We found significant differences between the groups,
which demonstrates the effectiveness of the proposed method.
Index Terms: Linear Alignment Model, estimating speaker-
specific intonation, autism, language impairment

1. Introduction
Speech prosody has several communicative functions [2] in-
cluding indexical (identifies speaker, dialect), grammatical (de-
lineates sentences and phrase boundaries), affective (expresses
emotion), and pragmatic (e.g., focus). Modeling the character-
istic prosody of a speaker is important for various applications,
including speech synthesis for mimicking the specific speaker
[3], speaker identification or verification [4], and even for diag-
nostic purposes, by detecting atypicality in speech prosody [5].
This requires determining speaker-specific intonation model pa-
rameters from spontaneous speech. This paper addresses pa-
rameter estimation for a specific model, the Simplified Linear
Alignment Model of intonation (SLAM) [1], which encom-
passes precise modeling of alignment of the pitch contour with
the underlying segmentals [6]. This is important as it is well-
known that alignment in human speech is generally precise, and
that small changes can have substantial impact on how speech is
perceived [7, 8, 9]. Methods exist for estimating the parameters
of other intonation models [10, 11, 12, 13, 14].

We are presenting an approach for estimating speaker-
specific SLAM parameters from natural speech utterances in a
way that can be fully automated: We use robust statistics of the
intonation curves, and statistics of per-utterance statistics for
training a regression model to estimate the phrase and accent
parameters, and reach reasonably good estimation performance
for a wide range of speaker characteristics.

We first describe our approach, then present the estimation
performance in relation to the size of the training and test sets,
and show which features are the most relevant for the task at
hand. Finally, we describe an application of the model for char-
acterizing neurological disorders that present, among others, in
atypical prosodic patterns [15].

2. Background: Intonation Models

Researchers have proposed several ways to model intonation
(the fundamental frequency (F0) curve type; for a review, see
e.g. van Santen et al. 2008 [16]), including superpositional
models, which assume that the intonation contour can be quasi-
additively decomposed into component curves. Model parame-
ters can of course be speaker-dependent. Examples of super-
positional models include the Fujisaki model [10], a layered
model for Danish intonation by Gronnum [17], the General Lin-
ear Alignment Model [18], and its SLAM variant [1].

The Fujisaki model [10] postulates that the intonation curve
can be reconstructed by adding up (in the log-domain) a mini-
mum value, a phrase curve, and accent curves. The curves are
generated by applying filters to pulses: a filter to a Dirac pulse
to generate the phrase curve, and a filter to rectangular pulses
to generate the accent curves. A strong feature of this model
is that it has relatively few parameters, which is crucial for pa-
rameter estimability. However, by the same token, this model
may not be able to fit the great variety of pitch movements that
can occur, in particular pitch movements that have a relatively
fast rise and slow fall. In addition, again as a result of its sim-
plicity, alignment with underlying segments is not specifically
modeled, which may result in mis-alignment.

Another example of a superpositional model is the Linear
Alignment Model [18] (LAM), which posits that the component
curves are a phrase curve, accent curves, and a segmental per-
turbation curve. The phrase curve is a non-linear interpolation
between phrase start, syllable with nuclear accent, phrase end;
the accent curves are non-linear time warps of an accent curve
template. Thus, alignment with segments is carefully modeled.
However, in its general form, the Linear Alignment model is
an abstract conceptual model that is not amenable to efficient
parameter estimation. The parameter constraints introduced in
the SLAM serve to remedy this shortcoming. In this model, the
phrase curve is a linear interpolation between phrase start, syl-
lable with nuclear accent, phrase end; plus the accent curves are
created using cosine interpolation between foot start, F0 peak,
and foot end, where foot means an accented syllable and fol-
lowing unaccented ones. No segmental perturbation curve is
used.

The method developed by Mishra and colleagues for calcu-
lating the parameters of the SLAM model from natural speech
[1, 19] can give exact results, but requires that the foot struc-
ture and the phonetic content be manually labeled, which re-
quires time consuming manual work. Making it automatic is
desirable, as it can give researchers a tool for deriving an easily
interpretable characterization of a speakers intonations.
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3. Methods
We created a regression model for estimating speaker-specific
SLAM parameters using speech synthesis the following way.
We generated random sets of SLAM parameters, characteriz-
ing phrase and accent properties, then synthesized artificial F0
curves for these sets, extracted some statistical features from the
curves, and trained and evaluated regression models to associate
the two. We chose the texts to be synthesized from the tran-
scriptions of the CSLU ADOS Corpus, and chose the SLAM
parameter range to be realistic for children of similar ages, as
described in the next section. The CSLU ADOS Corpus com-
prises recordings of more than 100 children with Autism Spec-
trum Disorder (ASD), Typical Development (TD), or Specific
Language Impairment (SLI), in dialogs with examiners using
the Autism Diagnostic Observation Schedule [20]. The children
with ASD either have normal language (ALN), or meet the cri-
teria for specific language impairment also (ALI). We describe
some of the details below.

3.1. SLAM Parameters

The model has three phrase curve and three accent curve pa-
rameters, giving a total of six parameters. For the phrase curve:
frequencies in Hz at the phrase start (located at the start of a
phrase), phrase pre-nuclear (at the start of the phrase-final pitch
accent), and phrase end (at the end of the phrase). Note that
the time points for these are not parameters, but are given by
the foot boundaries. Each accent curve is defined by a height
(in Hz), which in turn depends on whether the accent curve’s
location is phrase initial, phrase-final, or phrase-medial. Again,
the time points of the start, peak, and end of an accent curve are
given by segmental and foot boundaries.

3.2. Synthesis of Training Data

We created 2000 sets of six SLAM parameters randomly from
broad, but realistic ranges mimicking different speaking styles:
phrase start (180 - 600 Hz), phrase middle (170 - 550 Hz),
phrase end (160 - 500 Hz), accent start (10 - 260 Hz), accent
middle (10 - 260 Hz), accent end (10 - 60). We chose these
ranges as they likely contain possible values for children to be
suitable for our example application described later. We can
consider the SLAM parameters as speaker-specific values that
determine the intonation for a particular sentence in concert
with information about the number and length of phrases and
the positions of the accents.

In the speech of neurotypical adults, it generally holds that
phrase start > phrase middle > phrase end; also accent start >
accent end > accent middle. However, these constraint may not
hold for children, and especially for those with a neurological
disorder, therefore we did not enforce such constraints on the
generated SLAM parameters.

We used the CSLU Speech Synthesizer, which contains an
implementation of the SLAM model. We synthesized the in-
tonation for 1000 utterances for each parameter set, giving a
total of two million F0 curves. We chose the texts to be syn-
thesized randomly from the CSLU ADOS Corpus [5], which
contains transcriptions of conversations with neurotypical chil-
dren and children with neurodevelopmental disorders (autism
or language impairment). The texts were randomly chosen to
make the situation realistic, as we cannot choose the content for
the spontaneous speech with which we intend to use the trained
model. We only worked with statements, not questions, for this
analysis.

The synthesizer uses an elaborate duration model [21], and
we removed the F0 values from the parts of the curves corre-
sponding to unvoiced phonemes. (Based on our preliminary
tests, using continuous F0 curves would not have had a large
effect on the results either.)

3.3. Feature Extraction

We calculated robust statistical features from the F0 values of
the curves described previously, namely: the median (for loca-
tion of the distribution), the 10% and 90% quantiles (for min-
imum and maximum), the inter-quartile range (IQR) and the
median absolute deviation from the median (MAD; for spread),
and also robust versions of skewness and log kurtosis [22] (for
higher order moments), as well as IQR/median for a robust
version of the coefficient of variation. We computed these for
all F0 values for one SLAM parameter set (global features).
We also computed some of these for the per-utterance statis-
tics (statistics of statistics), only not the higher order moments,
as we may not have enough utterances to get reliable point esti-
mates for them.

3.4. Model Training for Estimating Speaker-Specific Into-
nation Parameters

We trained regression models to relate our F0 features to the
SLAM parameters, by estimating one set of SLAM parameters
per speaker from the F0 features described above. We com-
pared the performance of two regression models for this task: a
Regularized Linear Model with L1 regularization (L1LM), and
a Support Vector Regression (SVR) with a Gaussian kernel.

The linear (L1LM) model has the advantage that its coeffi-
cients are easily interpretable, and it may be able to generalize
to output ranges unseen in the training set. The use of L1LM is
attractive, as on the one hand, the model is easily interpretable,
and can possibly extrapolate to output ranges not represented
in the training set; on the other hand, L1 regularization gener-
ates sparse models, and enables us to create a trade-off between
number of features and model performance.

The SVR model can be a suitable choice for the problem
at hand as we can synthesize our (cheap) training data for any
output domain, as fine-grained as we want to. Moreover, SVR
can give good results even if there is a high amount of non-
linearity as long as our features warrant establishing a binary
input–output relationship.

3.5. Model Validation

We validated the effectiveness of the regression models in a ten-
fold cross-validation scheme, using the synthetic F0 curves de-
scribed above. A more realistic evaluation would be based on
natural speech samples that have been labeled with the SLAM
parameters, but currently we do not have or know of such a cor-
pus.

The linear model worked about as well as the SVR model,
and has the advantages described earlier, therefore we report re-
sults for the L1LM model only. The Root Mean Squared Error
averaged over the cross-validation folds, relative to the param-
eter ranges, are as follows: phrase start: 8%, phrase middle:
6%, phrase end: 6%; accent start: 12%, accent middle: 21%,
accent end: 26%; see also Figure 1 for the relationship of the
actual and estimated SLAM parameters. The variation around
the estimated value must in part be attributed to the effect of the
random choice of textual content for the training data.

As we can see, the estimation of the phrase curves seems
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Figure 1: The relationship of the actual and estimated SLAM
parameters (on the abscissa and ordinate, respectively), using
the linear model for the SLAM parameters without order con-
straints. Each image contains 2000 points for the 2000 random
SLAM parameters.

acceptable, but the accent estimation needs to be improved to be
of use. The estimation of AccentMaxEnd is particularly poor,
probably because its range is relatively small and thus the model
is mostly fitting the noise arising from the random text selection.

We plotted the dependence of the estimation performance
on the number of features is in Figure 2. The features were
selected by the L1LM model, by increasing its regularization
parameter gradually from 0 to 1. As we can see, using all the
features has some benefits, although the performance seems to
plateau at around 40 features for this feature set.

We plan to add more features for improving the accent esti-
mates, such as the number of accents per utterance (oracle and
estimated), and F0 peak heights and placements. We believe we
can further improve the per-speaker SLAM estimates by train-
ing a regression model for the per-utterance SLAM parameters,
and using statistics of these as additional features for the per-
speaker estimates. Whereas the per-utterance estimates may be
very noisy, they are trained on many more samples and thus
carry additional information.

The amount of training data we used (2000 sets) seems to be
ample, as there is very small improvement in the performance
after about 500 sets, as shown in Figure 3.

Figure 2: The dependence of the performance and the number
of features used; the features were selected by the L1LM regu-
larization. The performance is measured as Root Mean Squared
Error relative to the parameter range (RMSE%).

4. An Application Example
We trained the regression models for estimating the six SLAM
parameters using all the synthetic data. Then we extracted the
F0 curves from the speech recordings in the CSLU ADOS Cor-
pus, calculated the same statistical features for these curves for
children from all four diagnostic groups (TD, ALN, ALI, SLI),
and estimated the SLAM parameters for each child using the
regression models. We examined whether there are group dif-
ferences in these estimated SLAM parameters or not.

We performed four comparisons, making sure that the chil-
dren in the compared groups are matched, i.e. do not differ sig-
nificantly, on chronological age and some other relevant mea-
sures. We compared the groups with ALN and TD, matched
on non-verbal and verbal IQ; the groups with SLI and ALI,
matched on the same measures. We also compared the groups
with SLI and TD, matched on non-verbal IQ, and the groups
with ALN and ALI, matched on their autism severity.

We found that the phrase start and phrase middle parame-
ters of the TD group were significantly lower than in the ALN or
SLI groups (p < 0.02), whereas the ALN, ALI, and SLI groups
did not differ from each other significantly. None of the other
phrase and accent curve parameters differed significantly. In the
case of the accent curves, the reason may be that our estimates
scatter quite a lot around the actual values, as we saw in the
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Figure 3: The dependence of the performance and the size of
the training set when all features are used. The performance is
measured as Root Mean Squared Error relative to the parameter
range (RMSE%).

regression model validation for the synthetic data. These differ-
ences are one way of characterizing in what way the prosody of
the children with disorders are atypical.

5. Discussion
The success of this methods depends on a number of assump-
tions: First, that the speaker’s prosody can be accurately char-
acterized by the SLAM model. This is a reasonable assumption,
as the model in its current form is able to cover a wide variety of
intonation curves, except for parenthetic remarks, and we do not
expect children of these ages to use parentheticals. Second, re-
garding the per-speaker estimate, that the speaker uses the same
kind of intonation (characterized by the same SLAM parame-
ters) for all of his utterances. This may not be true, moreover
in natural speech, the intonation can be affected by emotion,
mood, and the particular lexical content. Nevertheless, it is rea-
sonable to assume that the determined parameters are charac-
teristic of the speaker, with the instances for the individual ut-
terances varying around it. Third, that the speaker’s parameters
are in the range used for training the model; we made efforts
to ensure this. Fourth, that the F0 tracking is not wrought with
much error, or is hand-corrected. The fact that we only used ro-
bust statistics of F0 is aimed at alleviating this issue. Fifth, that

there is a unique mapping between a sentence curve and the
corresponding SLAM parameters. This is generally true, ex-
cept for utterances that start with a non-sonorant part; in these
cases, the balance between the height of the phrase curve and
the accent curve is not obvious. Otherwise, the specific choice
of interpolation functions in SLAM (namely, linear segments
and cosine interpolation) makes the relationship uniquely deter-
mined. Finally, the estimate can only be as good as the SLAM
implementation we use.

6. Conclusions
We proposed and validated a method to estimate speaker-
specific intonation parameters in the SLAM [1] intonation
model. This procedure can be completely automated. We
showed using an application of the method that, despite the
presence of some residual errors in the estimates, it is usable
in practice: We were able to characterize the intonation of
children with typical development or some neurodevelopmental
disorder, and found significant differences in their pitch contour
shapes. We also conclude that overall statistics can be used to
draw inferences about individual pitch contours, through esti-
mating the parameters of the SLAM intonation model.
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