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Abstract
In automatic speech recognition, conventional language models
recognize the current word using only information from pre-
ceding words. Recently, Recurrent Neural Network Language
Models (RNNLMs) have drawn increased research attention be-
cause of their ability to outperform conventional n-gram lan-
guage models. The superiority of RNNLMs is based in their abil-
ity to capture long-distance word dependencies. RNNLMs are,
in practice, applied in an N-best rescoring framework, which of-
fers new possibilities for information integration. In particular,
it becomes interesting to extend the ability of RNNLMs to cap-
ture long distance information by also allowing them to exploit
information from succeeding words during the rescoring pro-
cess. This paper proposes three approaches for exploiting suc-
ceeding word information in RNNLMs. The first is a forward-
backward model that combines RNNLMs exploiting preceding
and succeeding words. The second is an extension of a Max-
imum Entropy RNNLM (RNNME) that incorporates succeeding
word information. The third is an approach that combines lan-
guage models using two-pass alternating rescoring. Experi-
mental results demonstrate the ability of succeeding word in-
formation to improve RNNLM performance, both in terms of
perplexity and Word Error Rate (WER). The best performance
is achieved by a combined model that exploits the three words
succeeding the current word.
Index Terms: Neural networks, N-best rescoring, language
models, recurrent neural networks language models

1. Introduction
Most statistical language models decompose the probability of
a word sequence into a product of conditional probabilities of
each word given its history, i.e., the preceding words. The con-
ventional n-gram language models use the previous n−1words
as history. State-of-the-art recurrent neural networks language
models (RNNLM) [1, 2] theoretically can use word informa-
tion from arbitrarily long distances. However, conventional lan-
guage models use the assumption that the word wi is dependent
only on words preceding it. In fact, any given word within a sen-
tence can be considered to be conditioned not only on preceding
words, but on succeeding words as well. For example, in the
sentence “the dog barks”, the occurrence of the word “dog” is
strongly correlated with the occurrence of the succeeding word
“barks”. The conditional probability of “dog” given “the” is
much smaller than the conditional probability of “dog” given
the succeeding word “barks”. This example demonstrates the
predictive potential of succeeding words, and motivates our use
of both preceding and succeeding words in language models.

This study investigates methods for integrating the predic-
tive ability of succeeding words of a sentence into RNNLM. Re-

cent studies [1, 2, 3] have demonstrated that RNNLMs can out-
perform the conventional n-gram language models. RNNLMs
offer a unique opportunity for exploiting succeeding words.
Due to considerations of high computational complexity, in
most applications for automatic speech recognition, RNNLMs
must be applied during N-best rescoring. In other words,
RNNLMs are, in practice, used to deal with complete sentences
or utterances. For this reason, information from succeeding
words is available to be exploited by RNNLMs.

This paper proposes new variety of RNNLMs that extend
the ability of conventional RNNLMs to integrate long-distance
information from preceding words to also include information
about succeeding words. Three approaches are discussed in this
paper. The first is a forward-backward model that combines
RNNLMs exploiting preceding and succeeding words. The sec-
ond is an extension of a Maximum Entropy RNNLM (RNNME)
that incorporates succeeding word information. The third is an
approach that combines language models using two-pass alter-
nating rescoring.

The forward-backward model is the aggregation of a con-
ventional forward RNNLM with a backward RNNLM at the sen-
tence level. In the second method, the present word wt and the
succeeding wordswt+k (k ≥ 2) are used as input to the RNNLM
to predict the next word wt+1. In this case, the recurrent hidden
layer in the RNNLM cannot be used to store information from
the succeeding words, because the information in the hidden
layer will be further used to predict succeeding words. For this
reason, we propose a maximum entropy model that is applied to
combine the succeeding words by directly connecting the input
to the output.

The rest of the paper is organized as follows. The next
section covers relevant related work. Section 3 introduces our
approaches: forward-backward RNNLM, RNNME with succeed-
ing words, and the two-pass alternating rescoring. Section 4
presents the results of the evaluation of these models in term of
perplexity and word error rate. Based on the experiment results,
Section 5 presents the conclusions.

2. Related work
In 2003, Bengio et al. [4] proposed a feed-forward neural net-
works language model, in which they projected the vocabulary
to a continuous feature vector space and directly applied the
previous n − 1 word feature vectors as the input. Recurrent
neural network language models [1, 2] avoid this explicit mod-
eling of the word history, by copying the previous hidden layer
into the current input layer. This equips the language model
with a short memory to store previous long term history infor-
mation. Additionally the RNNLM maps the discrete vocabulary
to a continuous space, which allows the language model to bet-
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ter handle sparse data. In this paper, taking advantage of the
fact that information from the entire sentence is available when
an RNNLM is applied for rescoring, we propose three ways of
integrating succeeding words into the language model in order
to improve the performance of the RNNLM.

One way to use the succeeding words in language models
is to apply a forward-backward modeling strategy. The bidirec-
tional strategy has been applied in phoneme classification [5, 6].
In language modeling, Duchateau et al. [7] showed that both
the forward and backward smoothed n-gram language models
yielded nearly the same perplexity. However, they did not use
the backwards model to improve the word error rate (WER) per-
formance of n-gram language models in an automatic speech
recognition task. Instead, they illustrated the performance of
backwards n-gram confidence measure using the metric de-
scribed by [8]. When a confidence measure is combined with
the score from a backward language model, a significant in-
crease in terms of cross entropy was observed. The practical
usage of the backward n-gram language models for machine
translation was demonstrated by Finch and Sumita [9]. In this
work, the scores from the forward decoder and the backward
decoder are linearly interpolated with equal weights. Their bidi-
rectional decoding got substantial improvement over 272 differ-
ent language pairs from 17 languages. The improvement that
can be achieved in statistical machine translation by using a
backward n-gram model was demonstrated by Deyi Xiong et
al. [10], who proposed to use a backward n-gram language
model and a mutual information trigger models to enhance lan-
guage models in phrase-based statistical machine translation.
The novelty of our work is that we propose a forward and back-
ward strategy for RNNLM to the task of automatic speech recog-
nition, and specifically to rescoring N-best lists.

One of the methods that we propose to exploit succeeding
words in RNNLMs makes use of maximum entropy language
models. These models have been applied to model the whole
sentence in speech recognition [11]. Each sentence is repre-
sented as a “bag of features”. In fact, maximum entropy lan-
guage models can be viewed as neural networks with no hidden
layer. Instead, they use a weight matrix directly connecting the
input to output layer [12]. Mikolov et al. [12] proposed to ap-
ply the maximum entropy model to n-gram feature histories and
use the result to update output of the RNNLM. However, they do
not take advantage of the succeeding-word information. In this
paper, we extend the use of maximum entropy language models
in the RNNLM with succeeding words.

As already mentioned, our proposed approaches for inte-
grating information from succeeding words is applied in speech
recognition, for N-best rescoring. As is discussed in [13], it
becomes computationally challenging to incorporate language
models that capture long distance dependencies into a speech
recognizer. Two-pass N-best rescoring is currently the method
most widely used to apply RNNLMs to the speech recognition.
The standard rescoring approach was proposed in [14]: one sys-
tem computed the N-best hypotheses, a second system rescored
these hypotheses, and all the scores were combined to improve
the overall performance. Subsequently, in [15] the standard ap-
proach was modified to optimize the combination weight with
regards to average WER. In this paper, we propose a two-pass
alternating rescoring method for rescoring the N-best list. The
advantage of our method is that it helps to protect against the
danger that combination weights for different models falling
into a local optimum.

3. RNNLM with succeeding word
information

Our approaches are based on a state-of-the-art language model–
RNNLM. The RNNLM has an input layer x, a hidden layer h and
an output layer y. Each time t, the input vector x(t) consists of
the current word vector w(t) as well as a copy h(t − 1) of the
previous hidden neurons. The activation function in the hidden
layer is a sigmoid function. In the output layer, the activation
function is a softmax function. The weight matrix between lay-
ers is estimated by back-propagation-through-time [12, 16].

In this section, we present our proposed approaches: a
forward-backward RNNLM, an extension of RNNME with suc-
ceeding words, and an additional two-pass alternating rescoring
method for decoding that integrates succeeding words into sen-
tence hypotheses scoring.

3.1. Forward-Backward RNNLM
Given a word sequence W = w1, w2, ..., wn, the RNNLM as-
signs the probability toW as follows.

p(W ) =
∏

i

p(wi|hi), (1)

where hi is the word history of word wi. As it is shown
in the Equation 1, the RNNLM predicts a word in the forward
direction. We refer to this RNNLM as the forward RNNLM.

Different from the forward RNNLM, the backward RNNLM
assigns the probability toW in the reverse direction.

p(W ) =
∏

i

p(wi|si), (2)

where si is the set of succeeding words of wi in the word se-
quenceW . The training of the backward RNNLM uses the same
algorithm as the forward RNNLM, but the order of the words in
the sentence is reversed during training.

There are many possibilities to combine the forward
RNNLM and backward RNNLM. This paper studies the follow-
ing heuristic methods:

1. Sentence level linear interpolation (SI):

p(W ) = λb

∏

i

p(wi|si) + λf

∏

i

p(wi|hi). (3)

2. Word level geometric interpolation (WG):

p(W ) =
∏

i

(p(wi|si)
αbp(wi|hi)

αf )
1

αb+αf , (4)

where αb ≥ 0 and αf ≥ 0.

3. Sentence level Maximization (SM):

p(W ) = max{
∏

i

p(wi|si),
∏

i

p(wi|hi)}, (5)

Method 1 treats the sentence as the basic unit which is
scored by the forward RNNLM as well as the backward RNNLM.
Methods 2 and 3 may not generate the proper probabilities.
However, in perspective of N-best rescoring, method 2 simply
is the linear interpolation of language model logarithm scores.
The interpolation weights in method 1 and 2 are tuned on the
develop data set. Exploratory experimentation revealed that lin-
ear interpolation deteriorated the performance, supporting the
conclusion that the logarithmic scale is the most appropriate for
interpolating the forward and backward probabilities. Method 3
actually is an extreme case of method 2 under which one weight
is zero in the interpolation.
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3.2. Maximum Entropy Model Extension in RNNLM
In a maximum entropy model, the conditional probability of the
current word given the history features works as follows:

p(w|h) =
exp

∑N

i=1
λifi(h,w)

∑
w
exp

∑N

i=1
λifi(h,w)

, (6)

where fj is one feature, λi is the weight for feature i and h is
the history of features. In fact, it can be viewed as a neural net-
work language model, with the difference that the features are
continuous valued and automatically learned from the history.
Mikolov [12] implemented the RNNME an extension of RNNLM
integrating maximum entropy model that takes advantage of the
preceding n-gram features.

In this paper, we extend the RNNME with the succeeding
words as it is depicted in Fig 1. The preceding word wt is
treated as the input to recurrent neural networks as well as the
feature in the maximum entropy model. As we can see in Fig. 1,
the succeeding words s are connected by dashed line to the out-
put, which indicates that the succeeding words are only treated
as features to maximum entropy model. With the succeeding in-
formation, the maximum entropy model has the following form:

p(w|c) =
exp(

∑
i
λifi(h,w) +

∑
j
λjgj(s, w))

∑
w
exp(

∑
i
λifi(h,w) +

∑
j
λjgj(s, w))

, (7)

where c contains the preceding and succeeding information. s
are the succeeding word features.

3.3. Two-Pass Alternating Rescoring
In addition to extending the RNNLM with succeeding words, we
propose a two-pass alternating rescoring method to combine the
conventional RNNLM with the RNNLM with succeeding words
in speech recognition. In the N-best rescoring paradigm [14],
the combination weight is learned from held-out data, and then
applied to the evaluation data. Finding the optimal combina-
tion weight for each model is an unconstrained nonlinear global
optimization problem. The resulting optimum also determined
using held-out data is typically a local optimum. In order to
avoid this situation, the two-pass alternating rescoring strategy
uses a filter method to solve an optimization problem. As is dis-
cussed in [17], a global optimization problem is better treated as
a filter problem when the objective function cannot be exactly
evaluated.

The two-pass alternating rescoring strategy works as fol-
low. For two different language models m1 and m2, N-best
hypotheses N and ratio α ∈ (0, 1),
1. The language model m1 is used to rescore the N-best
hypotheses N , and a α portion of the best hypotheses
are selected. N := α ∗N ,

2. The selected hypotheses are rescored by m2. The size
of the N-best list is reduced again yielding a new N :=
α ∗ N . Repeat begining with step (1) until the best hy-
pothesis is obtained.

In fact, at each iteration, a language model provides an opti-
mized search space for the next language model. An advantage
is that this strategy can be directly applied to the target data, as
it does not require predetermined weights, which would need to
be learned from an additional source of data (i.e., held out data).

4. Experiments
The experiments are based on the Wall Street Journal (DARPA
WSJ’92 andWSJ’93) data sets, which is the same data sets used

Figure 1: RNNME combine with succeeding words. w(t) de-
notes the preceding word, w(t+2), ..., w(t+k) the succeeding
word. Dashed lines represent that the preceding word and the
succeeding words are treated as features in maximum entropy
langauge models.

Table 1: Perplexity and word error rate results on WSJ with 100
hidden neurons

model PPL WER(%) WER(%)
rescore alternating

KN5 174.5 17.30 -
RNNLM 163.4 16.83 -
RNNLM-B 158.2 16.55 16.03
RNNLM-SI 118.2 16.38 16.18
RNNLM-WG 159.2 15.69 15.44
RNNLM-SM 145.2 16.56 16.27
RNNME-P3 115.3 15.23 14.98
RNNME-S1 164.9 16.60 16.21
RNNME-S2 165.2 16.55 16.18
RNNME-S3 165.4 16.47 16.18
RNNME-P3S3 117.0 15.07 14.97
RNNME-B-P3S3 115.0 15.53 15.30
RNNME-SI-P3S3 87.2 15.24 15.04
RNNME-WG-P3S3 116.2 14.62 14.44
RNNME-SM-P3S3 105.5 15.48 15.24

by Mikolov in [1]. The training corpus contains 37M words
from the New York Times section of the English Gigaword set
with a vocabulary of 195K words. An independent set of 230K
words is used for testing (i.e., measuring perplexity).

In the 100-best list set, 333 sentences are used as devel-
opment data for tuning the weight for interpolation of language
models score and acoustic model score. The rest, 465 sentences,
is used for evaluation.

Table 1 shows the perplexity and WER results of the base-
line models and the proposed models. The column ‘PPL’ con-
tains the perplexity results. ‘WER rescore’ designates the WER
for the individual models. ‘WER alternating’ is the word error
rate after applying the two-pass alternating rescoring strategy to
combine the conventional RNNLM and the model indicated in
the row.

There are four parts in Table 1. The top part is the results
of the Kneser-Ney 5 order n-gram language model (KN5) and
the forward (conventional) RNNLM. A 5-gram model has been
shown to provide good n-gram model performance on this data
[18] and is used in [1, 2, 3]. The second part gives the results
from the backward RNNLM as well as three different combina-
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tions of the backward RNNLM with the forward RNNLM. The
results from the RNNME and an extension of RNNME with suc-
ceeding words are given in the third part of the table. The bot-
tom part of the table shows the performance of the forward
and backward strategy in the RNNME with succeeding words.
All the RNNLM models listed in the table use 100 classes and
100 neurons in hidden layer. The weights of these models are
trained by 4 times backpropagation through time (BPTT) with
block size 10. In two-pass alternating rescoring, the decay ratio
α is 0.9. In RNNME, all the models use 1 billion parameters to
represent preceding n-gram and succeeding words.

In the second part of Table 1, the results show that all
the forward-backward RNNLM improve over the RNNLM in
terms of perplexity and WER. The individual backward RNNLM
(RNNLM-B) achieves similar perplexity as the conventional
RNNLM, but it reduces the WER by 0.28% absolutely. Among
the three forward-backward combination strategies, the word
level geometric interpolation performs best. Used alone, it
achieves 1.14% absolute reduction in WER. The additional
two pass alternating rescoring further increases the reduction to
1.39%. Although the word-level linear interpolation substan-
tially reduces the perplexity, it did not achieve improvement
over RNNLM in terms of WER. This result is possibly due to
the fact that the small probabilities are igored during the linear
interpolation in case they are combined with large probabilities.

The third part of Table 1 gives the results from the RN-
NME and RNNME with succeeding words. The ‘RNNME-P3’
designates a conventional RNNME that uses the preceding three
words. The ‘RNNME-S3’ designates an RNNME that uses the
succeeding three words. The ‘RNNME-P3S3’ designates an RN-
NME that uses both the preceding and the succeeding three
words. The results indicate that using the maximum entropy
model to integrate succeeding words reduces the WER of the
RNNLM. The RNNME with preceding and succeeding words
performs best, achieving a reduction of almost 30% in perplex-
ity and a 1.86% absolute reduction in WER using the additional
two-pass alternating rescoring.

The bottom of Table 1 shows the results of combination the
forward-backward strategy with the maximum entropy model
in the RNNLM. The RNNME with the preceding and succeeding
three words using word level geometric interpolation achieves
the best result. It reduces the perplexity of RNNLM by almost
30% and reduces the WER from 16.83% to 14.62%.

Table 2 shows the results based on the neural networks with
200 hidden neurons. In this table, we only focus on the combi-
nation of the forward-backward strategy and RNNME with suc-
ceeding words, which obtains better performance than conven-
tional RNNLM. However, ‘RNNME-WG-P3S3’ only gets small
improvement over itself with 100 hidden neurons. With in-
creased hidden layer size, both the forward-backward strategy
and the maximum entropy method are more effectively able to
exploit succeeding information. The advantage of the combina-
tion can be seen to nearly vanish.

To sum up, the three approaches proposed here to integrate
succeeding words with with RNNLM all achieve improvement.
In language model training, in terms of perplexity and WER, the
maximum entropy modeling performs better than a forward-
backward strategy. However, the forward-backward strategy
in practice is more effective than maximum entropy modeling.
Under the forward-backward strategy, both forward RNNLM and
backward RNNLM can be trained in parallel, as they do not share
parameters with each other. In RNNME, both the succeeding
words and preceding words are treated as features of the whole
sentence, which share the same huge size of hash vector. As we

Table 2: Perplexity and word error rate results on WSJ with 200
hidden neurons

model PPL WER(%) WER(%)
rescore alternating

RNNLM 138.3 15.48 -
RNNME-P3 108.1 14.91 14.89
RNNME-B-P3 105.0 15.02 14.91
RNNME-SI-P3 84.1 14.68 14.70
RNNME-WG-P3 107.1 14.75 14.51
RNNME-SM-P3 96.9 14.88 14.83
rnnme-p3s3 109.7 15.10 15.01
RNNME-B-P3S3 106.7 15.14 14.98
RNNME-SI-P3S3 82.7 14.75 14.54
RNNME-WG-P3S3 107.8 14.78 14.40
RNNME-SM-P3S3 98.5 15.02 14.80

see from the two tables, in the decoding, the additional two-pass
alternating rescoring also help to reduce the WER.

5. Conclusion
In order to make use of information both preceding and suc-
ceeding the present word in recurrent neural network language
models for automatic speech recognition, three different ap-
proaches were proposed in this paper. They were a forward-
backward RNNLM, a RNNME with succeeding words in lan-
guage model training, and the two-pass alternating rescoring in
speech decoding. As variants of the forward-backward RNNLM,
we implemented word level geometric interpolation, sentence
level linear interpolation and sentence level maximum selection
to combine the forward RNNLM with backward RNNLM. The
word level geometric interpolation achieved the best results. In-
dividually, with a hidden layer of size 100, it achieved an ab-
solute WER reduction of 1.14%. It obtained an extra 0.25%
of absolute reduction when it was combined with the RNNLM
using the two-pass alternating rescoring approach. The integra-
tion of the RNNLM with succeeding words using maximum en-
tropy (RNNME) achieved an even larger improvement than the
forward-backward RNNLM. When the RNNME integrated the
succeeding three words and used 100 hidden neurons the WER
was reduced by 11% relative to that of RNNLM. The combina-
tion of the three approaches obtained the highest performance
over RNNLM. It reduced the WER from 16.83% to 14.44%.
With increased hidden-layer size, the combination of the three
approaches still yielded the best performance. However, it did
not get noticeable improvement over itself probably because of
the duplication in the exploition of succeeding word informa-
tion.

This work has also opened some interesting questions for
future investigation. The comparison of Table 1 and Table 2
reveals that with a larger hidden-layer size, the improvement
effect over baseline model becomes smaller. We note that inte-
grating information from succeeding words information in RN-
NME also increases memory consumption. In order to avoid
hash table collision, large hash vector has to be used. Our future
work will investigate techniques to address this challenge. Fur-
ther, we will study the performance our proposed method under
conditions in which the amount of training data is severely lim-
ited. Under such conditions, we anticipate that the contribution
of succeeding words could be especially useful.
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