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IRIT - 118, route de Narbonne - 31062 Toulouse Cedex 9, FRANCE
{lecoz, pinquier, obrecht}@irit.fr

Abstract
On this paper we present a new approach for the localisa-

tion of superposed speech areas. The system is based on the fre-
quency tracking of speech segments following the evolution of
the main amplitude frequencies and uses no learning of acoustic
or prosodic models. The set of trackings of the frequencies are
then grouped together using a distance based on the harmonic-
ity, each group being the production of a single speaker. The
co-occurrence of different harmonic groups is then used as a
consequence of the presence of multiple speakers. Our method
has been evaluated on the data of the French ANR evaluation
campaign ETAPE, showing the usability of this approach.

1. Introduction
1.1. Context

The analyses on speech signal have been studied for a long time
by the community. The tasks of speech analysis such as tran-
scription or speaker diarization has fist been performed on read
speech, but with the improvements of the methods, the chal-
lenge moves to more and more simultaneous speech.

With this evolution, speech systems have now to face events
that are absent of controlled recording environment. Super-
posed speech is one of those events. The influence of super-
posed speech has been shown producing a diarization error rate
(DER) of more than 20% in speaker diarization process [1].

Superposed speech areas are temporal segments where two
or more speakers are speaking at the same time. On such seg-
ments, transcriptions methods give poor results as the different
speakers are causing interference one with another when un-
voiced phonemes overlap other voiced parts. On the overlap of
two voiced phonemes, the different harmonics are interacting
one with another in very complex ways.

Being able to localise those areas should be a key step for
the improvement of free speech as it seems obvious that differ-
ent approaches have to be undertook to correctly transcribe such
context. In order to improve this, recent evaluation campaigns
such as the French ANR ETAPE1 therefore started to include
task of localising superposed speech segments.

On this evaluation campaign, the different participants have
proposed different approaches in order to detect the events.

Some approaches directly uses a direct modelling of three
main classes (Speech, Non-Speech, Overlapped) using MFCC
and prosodic features. A recognition of the classes is then per-
formed using a three states Hidden Markov Model [2].

Finally, another set of approach is using a multi-pitch es-
timation on the signal [3]. Using comb filter combination, the
interaction of the different harmonic patterns is reduced and the
fundamental frequencies of the signal are extracted. The exis-

1http://www.afcp-parole.org/etape.html

tence of different fundamental frequencies is thus leading to the
decision of superposed speech.

The system we present in this paper is using a completely
different approach as it uses no learned modelling of features
in superposed speech areas. Our method uses an analysis of
detected speech segments in order to track harmonics looking
for the presence of a phenomenon of harmonics overlapping.

1.2. What do we look for

When two harmonic sources are overlapping, the harmonics
produced by the different sources are very hard to identify
and may even be very close to the pattern produced by a sin-
gle source. However, outside the overlapping zones, they can
clearly be identified. The use of tracking can therefore lead th
more easily discriminate the different sources. Our method is
extracting the most predominant frequencies in each frames. A
tracking is then performed in order to follow the contours of
the harmonics of the pitched phonemes and grouping them to-
gether. When two different groups of harmonics are coexisting
at the same times, then a superposed section is detected.

The paper will present in Section 2 the different steps of
our process leading the detection: the speech segmentation, the
noise analysis and the frequency tracking and clustering for the
sources temporal localisation. The Section 3 is dedicated to the
description of the corpus and analysis of the results. Finally,
the Section 4 will conclude with the analysis of the strengths
and weaknesses of our approach and a discussion on different
points that should be improved and evolutions of the method.

Figure 1: Phenomenon on short overlapping speech. The har-
monics of the two speakers overlap and are hardly distinguish-
able without the context.
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Figure 2: Flow diagram of the whole system.

2. System
Our system aims at localising the segments where multiple
speakers are speaking at the same time. Those segments will
later be named superposed speech.

The global system is composed of three main processes:

1. The detection of the primary components of the audio
file: Speech, Music and Noise.

2. The analysis of the speech segmentation in order to find
possible presence of superposed speech.

3. The frequency tracking to confirm if the candidate areas
contains multiple speech or not.

2.1. Speech, Music and Noise

In order to localise the primary component of the signal, we use
a classical Speech/Music/Noise decomposition algorithm. This
method developed by Pinquier [4] computes different parame-
ters to estimate if an analysed frame contains speech, music, or
by default, noise.

For the speech detection the two main parameters are vari-
ation of the entropy of the signal, and the 4 Hertz energy mod-
ulation. Those two parameters are aiming at identifying if the
energy is notably changing and at a rate around 4 hertz as it
tends to be the syllabic rate in most of the case.

The music detection is realised by estimating the rate and
length of stable segments [5] of the signal, as it has been demon-
strated that music comport very long segments of stable signal
compared to speech or noise.

Every feature is then compared to its fixed threshold, creat-
ing a binary decision for each analysed time instant for classes
Speech and Music. A smoothing of half a second length of this
binary decision is performed and the segments are extracted.
As the Speech and Music are conjointly and independently es-
timated speech and music segments can overlap. Every non-
classified time instant is considered as noise (or silence).

2.2. Unstable speech detection

The primary component segmentation we use has proven pro-
ducing low errors. However, as one of the main parameter is

based on the analysis of the syllabic rate and on areas of super-
posed speech this rate is prone to rise, leading the detector to
misclassify the event as noise.

In order to resolve this problem, we perform a smoothing
of the segmentation: the mean energy of every short segment of
noise enoise (smaller than 2 seconds) and compared to the mean
energy of the context ectx (2 seconds around the area), in order
to keep the small segments not experiencing a strong decrease
of energy.

If the ratio enoise
ectx

is higher that a threshold value of 0.5 then
this segment is incorporated to the speech segments as area of
interest, possibly containing superposed speech.

2.3. Multiple sources detection

On this new step, we aim at studying the evolution of the main
sources by the analysis of the evolution of the main frequencies.

This part of the system have previously been tested on the
analysis of choir extracts [6] which produce similar patterns.

2.3.1. Selection of candidate frequencies

The first step therefore consists in locating those main frequen-
cies on a time-frequency representation.

The representation we use is a spectrogram analysis per-
formed by a Fast Fourier Transform over each frame. The
whole spectrogram analysis is computed for the frequencies up
to 3000 Hz. After this limit, the phenomena we want to detect
rarely have enough energy to be distinguished from noise.

On the spectrogram, we localise the peaks with high energy,
as they can have been produced by one of the speaker. On each
frame, the greatest peak is extracted:

pmax = (fpmax , amplpmax).
Every peak p : (fp, amplp) with amplp > th(fp) is se-

lected as possibly belonging to a harmonic family and will be
used in the tracking. The threshold is a piecewise linear func-
tion of the frequency defined as follow:

• th(fmin) = rstart × amplpmax

• th(fpmax) = rmax × amplpmax

• th(fmax) = rend × amplpmax

The threshold varies according to the frequencies in order
to take into account the decreasing of the signal over noise ratio
with frequencies. An example of the threshold function over a
spectrum is shown in the Figure 3.

Figure 3: Shape of the dynamic threshold varying along with
the frequency. The slope has been selected to compensate the
decrease of amplitude with the frequencies.

2.3.2. Frequency Tracking

The frequency tracking is based on the method proposed by
Taniguchi to extract sinusoidal segments [7]. A sinusoidal
segment corresponds to a sequence of frequencies considered
linked by the tracking procedure; it is characterized by the
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time index of its beginning and ending, and the sequence of
frequency-amplitude couples considered linked.

The different steps of this method are described in Tani-
gushi’s paper. It consists at linking a peak pi defined by
(f i

t , ampit) on the spectrum of the frame t, to a peak pj defined
by (f j

t , ampjt) on an adjacent frame t± 1. If the following dis-
tance di,j is less than a threshold (dth), then the two peaks are
linked:

di,j =

√
(
f i
t − f j

t+1

Cf
)2(

ampit − ampjt+1

Cp
)2 (1)

If the two peaks are linked, we consider that they are caused
by the same source and that the second peak is the evolution in
time of the first. With this method, few noise peaks are inciden-
tally linked and create a segment. Thus to keep sinusoidal seg-
ments that are really significant, we only focus on the segments
longer than a certain threshold thminLength. Those significant
segments are passed to the next step to be grouped together.

2.3.3. Segmentation Clustering

The aim of this process is to group together the sinusoidal
segments belonging to the same sources. Obviously, if the ratio
between two frequency peaks, observed at the same time, is an
integer, these frequencies correspond to harmonics of the same
harmonic source. We search such couples of frequencies, with
a temporal stability. The distance we propose is based on the
ratio, between every couple of sinusoidal segments (s1, s2)
with a minimum overlap of thminOverlap frames. Then, a
graph is built and each connect component corresponds to a
source.

More precisely, let L, the number of frames of a couple
(s1, s2) of sinusoidal segments. The list of the frequencies
fl(t,s1) and fl(t,s2) when t varies from 1 to L, is extracted,
with flt,s1 > flt,s2. For every possible window of length
thminOverlap starting at time t0 we compute the mean ratio
mr(t0,s1,s2) between the frequencies of the two lists of nodes:

mr(t0,s1,s2) = mean(
fl(t,s1)
fl(t,s2)

) (2)

with t ∈ t0, ..., t0 + thminOverlap − 1.

The proposed distance dClus is the absolute difference of
this ratio with its closest integer (round function). If this value
is close to 0, the ratio is an integer and the frequencies are the
harmonics of the same speaker:

dClus(t0,s1,s2) = |mr(t0,s1,s2) − round(mr(t0,s1,s2))| (3)

To integrate the temporal control, the global distance be-
tween the two sinusoidal segments is the median value of the
distances:

dClus(s1,s2) = Median(dClus(t,s1,s2)) (4)

with t ∈ (t0, ..., L− overlap+ 1)

We then create a graph where all the nodes are representing
a sinusoidal segment. The nodes representing two sinusoidal
segments s1 and s2 can be linked together if:

dClus(s1,s2) < thclust (5)

If the ratio between the frequencies is close enough of an in-
teger value, that means that the segments are very likely to be
harmonics one with another. Therefore the group of segments
linked by transitivity one with another can be considered as be-
ing members of the same harmonic family.

To isolate those groups, we extract the connected compo-
nents of the graph (see Figure 4). On this graph, every con-
nected component is a cluster of sinusoidal segments we con-
sider as the harmonics belonging to the same source.

Figure 4: Clustering of the sinusoidal segments over the exam-
ple of Figure 1. In this extract, the presence of two sources has
been correctly estimated with the context as the evolution of the
two sources is different.

2.3.4. Cluster Simultaneity and Segmentation

Now that the sources are tracked, we want to identify the areas
where multiple sources coexist. We create a function counting
the number of clusters according to time.

clusCount(t) =
∑
i

(cluster(i, t)) (6)

where cluster(i, t) is 1 if the ith cluster has a node a time t
and 0 otherwise. Contiguous frames with more than one cluster
are then regrouped into a segment where superposed speech is
likely present.

3. Experiments
In order to validate our approach, we decided to perform two
levels of test : a test of the concept, and a test of the whole
system. Each test uses its own corpus as described below.

3.1. Corpus

3.1.1. Sinusoidal segments clustering

For the first experiment, 60 extracts from 0.4 to 1.8 seconds of
a file of the corpus described below have been classified by our
system. Those files contain both superposed and isolated speech
in similar proportions as annotated by the evaluation campaign.
The experiment consists in classification of the files.
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3.1.2. Whole system

The experiment we led to test our method has been performed
on the union of the development and the training corpora of
the ETAPE evaluation campaign containing at least one event
of superposed speech. The corpus is based on television audio
records. These sets have been selected as their annotations into
superposed speech have been freely provided to the participants
of the campaign.

The score of the method have been computed by a script of
the LIMSI, also provided to the participants of the campaign,
to test their methods. The corpus is composed of 22 hours and
44 minutes of the audio stream of French television broadcast.
The corpus is divided into 35 files. Each file is containing a
continuous flow. The files last from 16 minutes to 1 hour and
6 minutes. The content of the records include news, games and
debates.

3.2. Results

3.2.1. Sinusoidal segments clustering

For this experiment, the good classification reaches 78.33 %.
Whereas, only one file containing ”multiple speech” has been
misclassified, the classification of solo segments as containing
multiple sources is mainly due to the presence of strong noises
or unvoiced phonemes, leading the peak selection to select noise
peaks leading to long noise sinusoidal segments.

3.2.2. Whole system

In the evaluation of the whole system, only 34% of the events
have been correctly detected. To realise the evaluation, we con-
sidered an event as detected when an intersection exist between
the annotation and the estimation.

Among the different errors, the speech selection is respon-
sible of some errors as various events are not detected as speech
leading the area not being analysed. If we perform the evalua-
tion only on the event detected as speech by the first step, the
results are 42%.

The analysis of the results shows that events with too many
differences between the energy of the speaker and too short
overlapping of the voiced phonemes are easily missed. Our
system also produces different false-alarms. An analysis of the
results shows that they are mainly caused by two factors :

• A strong presence of background noise making non
harmonic-related peaks being selected on different con-
tiguous frames may lead to the production of sinusoidal
segments not related with the sources which can be
grouped together, creating a false source overlapping the
existent one.

• The presence of quick changes in the pitch, such as
quick co-articulation or fundamental frequency, rapidly
decreasing (by example on hesitations) may lead the
tracking is erroneous. It can by example continue track-
ing harmonics of different order than what they first
analysed, therefore confusing the tracking of some ”not-
already tracked” partials with the apparition of a new
speaker.

4. Conclusion and perspectives
In this paper, we presented a system for the localisation of su-
perposed speech based on a novel approach using harmonic
tracking. Although this task is difficult, as those events are often

rare and short according to the context, it could significantly im-
prove the speech transcription (and the speaker diarization) on
uncontrolled speech. The approach is based on a tracking of the
harmonic patterns produced by the different sources to tempo-
rally localise them and detect overlap. Using a state-of-the-art
detection of the speech, a smoothing is performed to compen-
sate the specific behaviour of superposed speech. The source lo-
calisation is then performed on all the different speech segments
and coincidences are returned as superposed speech segments.

Whereas the proof-of-concept experiment shows very
promising results, the evaluation of the complete process gave
rather disappointing performances. This shows that a careful se-
lection of the areas of interest as well as an adaptation on differ-
ent context should be undertook in order to correct some miss-
classifications. Noisy areas and strong amplitude divergences
between the difference speakers must be specifically taken into
account to significantly improve the system’s performance.

Apart from the main goal of superposition detection, our
method also produces the pitch contours as intermediate results,
this information could also be used for further treatments such
as gender or role identification.
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