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Abstract
Deep neural networks (DNNs) have become the dominant tech-
nique for acoustic-phonetic modeling due to their markedly im-
proved performance over other models. Despite this, little is
understood about the computation they implement in creating
phonemic categories from highly variable acoustic signals. In
this paper, we analyzed a DNN trained for phoneme recognition
and characterized its representational properties, both at the sin-
gle node and population level in each layer. At the single node
level, we found strong selectivity to distinct phonetic features in
all layers. Node selectivity to specific manners and places of ar-
ticulation appeared from the first hidden layer and became more
explicit in deeper layers. Furthermore, we found that nodes with
similar phonetic feature selectivity were differentially activated
to different exemplars of these features. Thus, each node be-
comes tuned to a particular acoustic manifestation of the same
feature, providing an effective representational basis for the for-
mation of invariant phonemic categories. This study reveals that
phonetic features organize the activations in different layers of a
DNN, a result that mirrors the recent findings of feature encod-
ing in the human auditory system. These insights may provide
better understanding of the limitations of current models, lead-
ing to new strategies to improve their performance.
Index Terms: Deep neural networks, deep learning, automatic
speech recognition.

1. Introduction
Automatic speech recognition (ASR) has drastically improved
over the last decade with the invention of new machine learn-
ing algorithms and more powerful computers capable of han-
dling large amounts of data. ASR systems based on deep neu-
ral networks (DNNs) have emerged as the dominant paradigm
for maximizing recognition accuracy and are widely utilized in
commercial applications [1, 2, 3]. This shift was made possible
by the invention of a fast training algorithm for DNNs, which al-
lowed them to be trained much more efficiently [4] and thus su-
persede the previously used Gaussian mixture models (GMM)
[5, 6]. Since then, many research groups have begun to focus
on the development of improved models and learning methods
[3].

Despite the advances gained from the adoption of DNNs,
there remains a large gap in performance between state-of-the-
art ASR systems and human-level performance in speech recog-
nition tasks [7]. There is a consensus in the machine learning
and ASR communities that future improvements in this field
may depend on a better understanding of deep learning [2, 8],
and several recent studies have aimed at visualizing and eluci-
dating feature representations in different neural network archi-
tectures trained for a variety of tasks [7, 8, 9, 10, 11]. In this
study, we aim to go beyond visualizing reduced variability in

the activation of subsequent layers [9, 7] by studying how in-
variant phonemic categories are formed. Toward this goal, we
characterized the features organizing representation of speech
in a DNN trained on phoneme recognition task, and found that
nodes become selective to the phonetic features including man-
ner of articulation, place of articulation, and voicing. These
findings are consistent with studies that show similar patterns
of feature organization in the human auditory cortex [12]. In
the DNN, representation of these phonetic features also be-
comes more explicit in deeper layers of the network. Finally,
the network learns an invariant classification scheme by explic-
itly modeling multiple acoustic variations of each phoneme.

2. Methods
The DNN used in this study was trained for phoneme recog-
nition on the clean training set of the WSJ Aurora 4 cor-
pus. The model parameters were initialized using unsuper-
vised RBM layer-wise pretraining and then fine-tuned using 25
epochs of backpropagation with a cross-entropy objective func-
tion. The network had a 792-dimensional input, corresponding
to 11 frames of a 24-dimensional log Mel filter bank coeffi-
cients and its two temporal derivatives. There were five hidden
sigmoid layers, each with 256 nodes, and an output layer of 41
nodes corresponding to the HMM emission probability of one
of 40 English phonemes and silence. We chose to use such a
small network to limit the number of parameters in the analysis,
which would have been prohibitively large otherwise.

Analysis was performed on DNN node responses to 1,000
sentences from dialects 3 and 7 of the TIMIT speech corpus.
This subset includes sentences from 51 male and 49 female
speakers (10 utterances per speaker).

3. Results
We start by characterizing the response properties of individual
nodes to phonemic categories, then extend this analysis to the
population of nodes in each hidden layer. Finally, we look at
how the acoustic variability inherent in speech is reduced.

3.1. Nodes are selective to phonetic features at the individ-
ual and population level

DNN activations were segmented into a sequence of time-
aligned responses to phonemes in order to determine if nodes
learn selectivity to individual or groups of phonemes. At each
node in each of the five hidden layers, we calculated the normal-
ized (z-scored) mean response of the node to every phoneme
and found that each node exhibits a varied degree of selectivity
to several phonetic features. Some examples of node responses
from hidden layer 4 are shown in Figure 1. Node 16 responds to
all plosives and affricates, manners of articulation characterized
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Figure 1: Magnitude of average node responses (z-score) of se-
lected nodes to all phonemes in hidden layer 4. Dotted lines
show time of phoneme onset.

by occlusion of the vocal tract [13], while node 191 responds
preferentially to the voiceless subset of the same phonemes. By
contrast, node 165 shows selectivity to the labial place of artic-
ulation (/f/, /v/, /b/, /p/, and /m/) but not manner of articulation.
These varied selectivity patterns suggest that individual nodes
may be tuned to specific phonetic features in the DNN.

To quantify this selectivity at every node, we defined a
phoneme selectivity index (PSI). Each node is characterized by
a [40x1] vector with each element corresponding to the PSI of
one phoneme; each PSI has a value ranging from 0 to 39 that
quantifies the number of phonemes that elicit a statistically dis-
tinguishable response from the target phoneme (t-test, see [12]
for details). Thus, large values in the selectivity vector show
node selectivity to a particular phoneme, while small values
show low selectivity. We defined an optimal time window by
using the F-ratio as a quantitative measure of phoneme response
separability. The duration of the time window was 190 ms cen-
tered 20 ms after the phoneme onset (time of maximum F-ratio).

To visualize the organization of selectivity in the DNN, for
each hidden layer we created a 40 x 256 matrix characterizing
the overall selectivity of the entire layer by concatenating the
PSI vectors for all nodes. Each row corresponds to a phoneme,
and each column corresponds to a node. To determine selec-
tivity patterns, we used an unsupervised hierarchical clustering
analysis to group columns (nodes) based on the similarity of
their phoneme selectivity values, and rows (phonemes) based
on the similarity of their overall response pattern in a layer (UP-
GMA, correlation distance). The result of this clustering for
hidden layers 1 and 5 is shown in Figure 2, where the colored
groups of nodes indicate the major phoneme groups as revealed
by the clustering analysis.

This analysis clearly results in groups of nodes selective to
shared phonetic features even in the first hidden layer of the net-
work (Figure 2A-D). The highest level of organization divides
the nodes into two groups: sonorant- and obstruent-selective
nodes. Within these subcategories, the nodes are organized pri-
marily by manner of articulation, resembling the feature hier-
archy described by Stevens [14]. For example, the obstruent
group of nodes defined by the red cluster in Figure 1A respond
primarily to sibilants, fricatives, affricates, and the phoneme /t/,

all of which are characterized by power in high frequency bands
[13]. Likewise, nodes in the orange cluster show selectivity to
affricates and plosives, while nodes in the yellow cluster gen-
erally respond to plosives only. The clusters in the sonorant
group define the vowel, semivowel, and nasal consonant se-
lective nodes; unlike the obstruents, each of these clusters is
roughly organized by place of articulation.

The same analysis in hidden layer 5 reveals a slightly dif-
ferent organization of selectivity (Figure 2E-F). In these fig-
ures, the color-coding has been matched to define clusters cor-
responding to clusters of similar selectivity in the first hidden
layer (except the maroon cluster, which shows poorly-organized
consonant selectivity). First, the highest level of organization
now divides nodes into two groups of consonant- and vowel-
selective nodes. Second, within the consonant-selective nodes,
there is a greater degree of secondary organization based on
place of articulation that was not clearly seen in the first hidden
layer. The same analysis performed in layers 2, 3, and 4 showed
the same general selectivity with increasing sparsity in deeper
layers. These results together suggest a highly specialized role
for individual DNN nodes in encoding of shared acoustic indi-
cators of distinct phonetic features. Even though the objective
of the network was phoneme classification, the features that or-
ganize the response of nodes are similar to those suggested in
[15, 16, 17], reaffirming the notion that phonemes can be effi-
ciently represented by a combination of phonetic features.

3.2. Phonetic feature encoding becomes more explicit in
deeper layers

We next quantitatively compared selectivity to phonemes and
phonetic features between hidden layers in the DNN using the
F-ratio. The F-ratio is defined as the ratio of between-group
variability to within-group variability; by grouping DNN ac-
tivations based on phoneme label or corresponding phonetic
feature, we were able to quantify the overall selectivity of the
nodes in each hidden layer. We compared the F-ratio values
corresponding to the time of maximum separability between re-
sponses, which was 20 ms after the phoneme onset. The F-
ratio increases for all phonetic features in each hidden layer,
showing that the DNNs representations of phonetic information
become increasingly explicit in deeper layers (Figure 3). The
F-ratio for manner of articulation is also much larger than for
all other phonetic features, further supporting the finding that
this is the dominant feature organizing node responses. Finally,
we see that the representation of place of articulation is more
separable in node responses to vowels than consonants. To see
whether speaker-specific information is reduced in deeper lay-
ers, we performed the same analysis on vowels using groups
defined by the gender of the speaker. Only vowels were used in
this analysis because vowels (not consonants) are primarily re-
sponsible for conveying speaker information [18]. Here, we see
that the F-ratio for speaker gender decreases in each subsequent
hidden layer, reinforcing previous results that speaker-specific
information becomes normalized in deeper layers [9].

3.3. Network invariance is learned through explicit repre-
sentation of sources of variability

One of the challenges in automatic speech recognition is the
implementation of systems that can normalize a highly variable
input into a consistent output [9]. While the previous analysis
focused on the selectivity to distinct phoneme categories, here
we examine how the network deals with the variation of individ-
ual instances of these phonemes. Even in clean speech, there
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Figure 2: Hierarchical clustering of node responses for hidden layer 1 (A-D) and hidden layer 5 (E-F). (A) Clustering across nodes
(columns). (B) Clustering across population PSI vectors (rows). (C) Phoneme selectivity index (PSI) vectors of all nodes in hidden
layer 1, ordered by clustering. (D) Alternative PSI vectors with rows corresponding to phonetic features instead of phonemes. (E)
Clustering across nodes (columns) in hidden layer 5. (F) Alternative PSI vectors in hidden layer 5.

are confounding factors such as prosody, speaker identity, co-
articulation, and other context-dependent phenomena that will
create a high degree of variability in the acoustic manifesta-
tion of a phonetic feature [13, 19, 20]. To address the ques-
tion of how a DNN maps natural speech into distinct phone-
mic categories, we investigated whether nodes with similar fea-
ture selectivity responded uniformly to different instances of
phonemes containing these features. Within a hidden layer, for
each instance of a given phoneme, we found the mean value of
the response (using the same window as the clustering analysis)
for all nodes selective to that phoneme. A node was considered
selective if it had a PSI value of at least 25 for that phoneme. We
then performed another clustering analysis to group phoneme
instances based on the similarity of z-scored activation magni-
tude in nodes selective to that phoneme (Figure 4B).

Comparing the average auditory spectrogram for phoneme
instances defined by these clusters shows that the network ex-
plicitly learns several representations for the same phoneme.
For example, in the first hidden layer, we compared two clus-
ters of /t/ phonemes and the z-scored responses they elicited
in three /t/-selective nodes (Figure 4C). It is clear from the au-
ditory spectrograms that these /t/ phonemes occur in different
contexts; the group of phonemes in the first cluster are gen-
erally preceded by a sibilant such as /s/, while the phonemes
of the other cluster are not. Node 83 responds to both /t/ and

the sibilant in the first cluster; we can see from Figure 4A that
this node has strong selectivity to alveolar consonants charac-
terized by high frequency components. Conversely, nodes 135
and 65 only respond to the /t/ phoneme itself; node 135 has se-
lectivity to high-frequency stop consonants, while node 65 has
selectivity to postalveolar sibilants and affricates and /t/. We
also performed a similar analysis for /s/, /n/, and /iy/ (Figure

Figure 3: Comparison of F-ratio for phonemes, phonetic fea-
tures, and speaker gender in all hidden layers. Place and man-
ner of articulation are abbreviated as POA and MOA.
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Figure 4: (A) Selectivity vectors for three /t/-selective nodes (labeled N1-N3) in hidden layer 1. (B) Time-averaged response magnitude
at the three nodes in 4A to all instances of /t/. Labeled clusters C1-C6 are shown with colored shading. (C) Average auditory spec-
trograms of two example groups defined by clustering and average z-scored node responses of N1-N3 to these groups of /t/. The two
groups correspond to clusters C2 and C4 from 4B. (D-F) Average auditory spectrograms and node responses of two example groups
for /s/, /n/ and /iy/. Dotted lines show time of phoneme onset.

4D-F). Here we also find evidence of the encoding of variabil-
ity with sources other than explicit context. The spectrograms
of the two /s/ clusters, for example, show differences in the fre-
quency components of the phoneme itself. Nodes 60 and 254
respond strongly to instances of /s/ characterized by power at
very high frequencies; when presented with an /s/ with lower
frequency components, the response drops significantly. Simi-
larly, for /n/ and /iy/, we can see that each of the two clusters
contain phonemes with varying durations, spectral content, and
surrounding contexts. Multiple representations were found for
all phonemes in each layer of the network. These results show
that nodes selective to a given feature become tuned to a sub-
set of acoustic variant of that feature. Thus, the DNN forms
invariant phonemic categories by creating many subcategories
that explicitly represent the variations inherent in speech.

4. Discussion
Our goal in this study was to shed light on the question of
how a DNN implements the acoustic-to-phonetic transforma-
tion, which can lead to better understanding of their present
limitations and elucidate ways that they might be improved. We
have shown that in a deep neural network trained for phoneme
recognition, both individual and populations of nodes are se-
lective to various phonetic features, including manner of ar-
ticulation, place of articulation, and voicing. This selectivity
emerges even at the first hidden layer of the network and the
representation of these features become more explicit in deeper
layers. Of the features we investigated, manner of articulation
is the dominant feature organizing population selectivity in all
layers, while other features gain more significant representa-
tion in deeper layers. It remains to be seen how changing the
network architecture or training paradigm [3] may affect the
features learned in a DNN, although preliminary results from

the same feature selectivity clustering analysis in a context-
dependent DNN (5 hidden layers with 2,048 nodes each and an
output corresponding to 1,209 senones) shows the same pattern
of phonetic feature selectivity seen in Figure 2. We also found
that the DNN normalizes the variability in speech by forming
separate representations for different acoustic manifestations of
phonetic features. The fact that a context-independent DNN
learns context-dependent representations of phonemes may ex-
plain why context-dependent architectures generally perform so
well in phoneme recognition tasks. Finally, a preliminary analy-
sis of the error patterns showed that phoneme misclassification
in the DNN typically occurs between pairs of phonemes with
shared phonetic features, resembling the human errors in per-
ception of phonemes in noise [21, 22]. This study suggests a
possible basis for this confusion pattern, and motivates new di-
rections to reduce confusions among phonemes [23].

5. Conclusion
We showed that a data-driven solution to the problem of form-
ing invariant phonemic categories uses the same distinctive fea-
tures that have been proposed by linguists as a universal, ef-
ficient unit of representation [16, 17]. In addition, our re-
sults closely match the recent findings of speech encoding
in the human auditory system [12], where phonetic features
were found to similarly organize the cortical representation of
speech in higher level auditory areas. The convergence of data-
driven, knowledge-based, psychophysical, and neurophysiolog-
ical studies of speech representation to the same set of fea-
tures suggests their fundamental role in the acoustic-to-phonetic
transformation, a phenomenon that has puzzled researchers for
decades [15].
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